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Introduction

When Microsoft released XNA in December 2006, it immediately became clear that this 
new technology would have a major impact on the possibilities for game developers. XNA was 
designed from the ground up with ease of use in mind, while not sacrificing performance or 
capabilities to achieve this goal. As a bonus, any game you create in XNA for the PC also runs 
on the Xbox 360 console! With the coming of XNA 3.0, you can even run your 2D game on the 
Zune handheld device.

In the span of two years, a large user community has grown around XNA. You can find 
code examples on a vast number of sites, ask your questions in one of the lively forums, or 
even meet local people who share the same passion in one of the XNA user groups. Whether 
you want to get up to speed with XNA quickly or you have tried some of the tutorial sites and 
are looking for the next step, this book is for you. With almost 100 recipes dealing with various 
challenges you may encounter during your journey with XNA, this book covers each corner of 
the XNA Framework.

The first recipes of the chapters in this book explain some stand-alone concepts and 
have been kept as clear as possible. As an example, a recipe explaining how to load a 3D 

 from a file and render it to the screen will not render any trees in the background to 
make the final result look nicer, because this would clutter the code and make it more com-
plex than it should be.

On the other hand, each chapter ends with some recipes that combine all you’ve learned 
thus far into something new and powerful. As such, you can step through the recipes, building 
up your experience in XNA as you move to the next recipe.

This book explains the functionality of the XNA 3.0 Framework. If any updates are made to 
the XNA Framework in the future, I will update the code for this book and make it available for 
download from my website at . If you have any questions regarding the text 
or code examples found in this book, I kindly invite you to post them on the forum on my site 
so you can get an answer as soon as possible. 

The XNA Framework is roughly divisible into three parts. The main part contains your 
XNA project and its code. Next in line is the content pipeline, a flexible component allowing 
you to preprocess any art assets you want to load into your XNA project. Last, but definitely 
not least, are the High-Level Shading Language (HLSL) effects, which are used mainly to 
improve the visual quality of the final image you render to the screen. 

Each chapter starts with some recipes that cover the XNA functionality related to the 
chapter. However, this book can also be used as a detailed guide to the content pipeline and to 
HLSL effects. Whether you’re brand new to XNA or looking to take the step from 2D to 3D, this 
book will help you on your way.
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If You’re New to XNA and Starting Your  
First 2D Game
If you’re completely new to XNA, you might be interested in going through the following reci-
pes to get you up and running as fast as possible:

If You’re Going from 2D to 3D
The step from 2D to 3D often seems much steeper than it actually is. If you go through the fol-
lowing recipes in the listed order, you’ll learn all about what’s needed to define your own 3D 
worlds:

Start Using the Content Pipeline
If you’re interested in getting into the XNA content pipeline, I advise you to read the following 
recipes in this order:

Parameters
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Model Processor

TypeReader

TypeReader

Enhance the Final Image with HLSL Shaders
This book also contains a lot of HLSL samples. You can follow these recipes in this order:

World So They Always Face the Camera

Prerequisites
The software you need to develop your own games in XNA 3.0 is completely free. As I’ll explain 
in recipe 1-1, you’ll need both the Visual C# 2008 Express Edition and XNA 3.0 Game Studio, 
which you can download for free from Microsoft’s website.

The only cost incurred will be if you want to upload your finished game to your Xbox 360 
console, when an annual subscription is payable to Microsoft. If you’re just targeting the PC 
development environment, you won’t have to pay anything.
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Downloading the Code
The accompanying code for this book can be downloaded for free from this book’s page on the 
Apress website ( ) and .

Contacting the Author
You can ask any question and share all comments on my forum at , 
which I visit as frequently as I can.
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Getting Started with XNA 3.0

The first part of this chapter will get you up and running with XNA 3.0 by guiding you through 
the installation process and helping you get your code running on a PC and on the Xbox 360 
console. The second part of this chapter contains some more advanced topics for those inter-
ested in the inner workings of the XNA Framework.

Specifically, the recipes in this chapter cover the following:

 classes and  

 games using XNA’s storage capabilities 

1-1. Install XNA Game Studio 3.0

The Problem
You want to start coding your own games.

The Solution
Before you can start coding your own games, you should install your development environ-
ment. XNA 
environment. Best of all, it’s completely free to install.

1
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How It Works

Installing Visual Studio 2008

To do this, go to 

the language of your choice, and hit the Download button. This will download a very small file, 
which you should run afterward.

During setup, use the default selections and hit Next until the program starts download-
ing and installing.

Note You can find updated links to these packages on the Download section of my site (
).

Installing XNA Game Studio 3.0

3.0 link at the bottom-right corner of the top box. On the page that opens, click the Download 

Once you’ve downloaded and run the file, the installer will check whether you have 

section, you shouldn’t be getting any error messages.
During setup, you will be presented with the Firewall Setup page

-
ing to your Xbox 360 or when testing multiplayer games between multiple PCs. Keep in mind 
that when you experience trouble when connecting your game over other PCs or consoles, the 
problem might be caused by incorrect or third-party firewall settings.

.

1-2. Start Your First XNA 3.0 Project

The Problem

contains a few methods, so you want to know what these are for and how they help make your 
life easier.

The Solution

the File menu, and select New 
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How It Works

Starting XNA Game Studio 3.0

Starting a New XNA 3.0 Project
 the File menu, and select New 

-

hit the OK button.

Figure 1-1. Starting a new XNA 3.0 project (Visual Studio 2008 Express Edition)

Examining the Predefined Methods
 containing some code. 

useful, because they greatly reduce the time you would otherwise spend doing basic stuff. For 

empty window, meaning you don’t have to waste your time coding a window or processing the 
window’s message queue.

The predefined methods are discussed in the following sections.
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Game1 Constructor

The  method

The only code you should add here consists of the instantiations of  classes

they haven’t been initialized at this point.

Initialize Method

The  method is also called once, after all the internal initialization has been done. 

resources of your .

Update Method

 your game, XNA will make its best effort to call the  method exactly 60 

This makes the  method an excellent place to put code that updates the logic of 

Also, processing user input and updating camera/model matrices should be done here.

Draw Method

 the current score.
By default, the  method is called at the same frequency as the screen refresh rate, 

the  method.

LoadContent Method

disk. To speed things up and allow a lot of flexibility, XNA manages this art through the con-
tent pipeline.

All art loading should be done in the  method. This method is called only once 

The same approach can be used to load any kind of art.

UnloadContent Method

 method  the game exits.



CHAPTER 1   GETTING STARTED WITH XNA 3.0 5

Adding an .fx HLSL File

 

You’ll get some default code, which you’ll want to extend or replace with code you find 
-

ing a suitable variable and linking this file to that variable.
Add this variable to the top of your main  class:

Then link it to your code file in the  method:

Note You’ll have to change the name of the asset,  in this case, to the name of your 
HLSL file.

1-3. Deploy Your XNA 3.0 Game on Xbox 360

The Problem
Once you have created and tested your code on the PC, you want to upload your game to and 
run it on your Xbox 360 console.

The Solution
One of the nicest features of XNA is that you can make your code run on both PCs and on 
Xbox 360, without having to change anything. There are a few prerequisites before you can 
upload your working code to Xbox 360 though.

, which can be created for free through the 
 site or on Xbox 360.

Next, you need a Creators Club license, which is free for most students or can be bought 

, the front-end 
program that listens for a connection from your PC.
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be paired, because you would otherwise run into trouble when you have multiple Xbox 360 
consoles in your network.

Once you have fulfilled these four prerequisites, you can upload and run your code on 
 PC very easily.

How It Works

Setting Up the Xbox Live Account
Signing up
on your Xbox 360 console

and follow the instructions on your screen.

Obtaining the Creators Club License

program. You can access this from -

select it.

Alternatively, you can also enter a code that you can find on a Creators Club voucher card.

Installing XNA Game Studio Connect on Your Xbox 360
This program makes your Xbox 360 listen for any incoming connections from your PC.

 Other. Start the program after you’ve finished installing it.

Connecting Your Xbox 360 and PC
Before your PC can stream data to the Xbox 360, the two devices need to be connected by a 

this should be OK.
Nowadays, more and more home networks are relying on a wireless network. This might 

be a problem, because the Xbox 360 doesn’t ship with a wireless adapter by default. One solu-

cable between your Xbox 360 and PC. Finally, on your PC, click the Start button, and navigate 
to Settings 
click one, and select Bridge Connections

 and to each other!
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Figure 1-2. Bridging two network adapters on one PC

Pairing Your PC and Xbox 360
 have multiple Xbox 360 consoles in your network, you should specify which Xbox 

-
nect   

-
sented with your Xbox 360’s serial number, a series of five five-character strings.

On your PC, click the Start button, and navigate to Programs 
Studio 3.0 . Click the Add Device button, click the Xbox 360 
icon, and give your Xbox 360 console a name of your choosing. Next, you are invited to enter 

network, the pairing should succeed, and your console should appear in the device list. The 
green sign indicates your currently active Xbox 360, in case you have paired your PC to mul-
tiple Xbox 360 consoles.

Generating an Xbox 360 Project from an Existing XNA 3.0 Project

copy, but all in all, the wizard will save you quite a bit of time.
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Figure 1-3. Generating an Xbox 360 project

Figure 1-4. Selecting the Configuration Manager

Next, select Xbox360, and close all dialogs.

files will be uploaded to and executed on your Xbox 360 console!

1-4. Deploy Your XNA 3.0 Game on the Zune

The Problem
Once you

The Solution
-

ously can’t compare to the power of the graphics card inside your computer, you cannot 
-
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How It Works

your game.

Connecting the Zune to Your PC

-
ing Programs  . Click 

-

-

Center main screen.

Setting the Zune As a Target Platform in XNA 3.0 Game Studio

-
ment target. This can be done by clicking the Solution Platforms box in the top-center of the 

-

top-center of your window.

Deploying Your XNA 3.0 Game to the Zune

-

menu, and start your game!
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1-5. Deploy Your XNA 3.0 Game on Another PC

The Problem
You have finished the first version of your game and want to show it off on a -
ever, when you double-click the  file, you get some errors.

The Solution

time of this writing, you still need to make sure two other packages are already installed on the 
other PC before you can feel safe running your game’s executable.

The two packages that need to be installed first:

The good news is that XNA is now compatible with Visual Studio’s ClickOnce technology, 
allowing you to create a single  file that first checks whether these packages are there and 
to install the packages before installing your game if they’re absent. Nevertheless, if you want 

-

How It Works

Installing the XNA 3.0 Framework Files
The first solution is downloading and installing the two packages on the PC, together with 
your game’s binary files. You can solve this by downloading and installing the XNA Frame-

. The package is very small and contains all the basic XNA 3.0 Framework files.

Installing the .NET 3.5 Framework Files
XNA is

.NET 3.5.

Copying Binary Files
After you’ve compiled and tested your game, go to the executable directory, which can be 
any combination between  and 

shouldn’t receive any error messages when you double-click the  file to start your game.
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Creating a Single ClickOnce Installation Package Containing All Prerequisites
New to XNA 3.0, ClickOnce installation lets you create an  install file that installs both 
prerequisite packages. To create the install file, follow these steps:

 1. 

 2. 

 3. Click the Prerequisites button on the next screen.

 4. 
-

utable 3.0.

 5. -

published.

 6. 

Note Unfortunately, there currently is a bug in Visual Studio that causes problems when publishing 
your project this way, which will hopefully be fixed by a next update or service pack. Therefore, for now, 
you should deselect the .NET Framework 3.5 (SP1) prerequisite in step 4, and include this as an additional 
installation file.

Creating a Setup Project for Your Game
-

cation that automatically detects the presence of both prerequisite packages and, if necessary, 
installs them.

Note This approach doesn’t suffer from the bug mentioned in the ClickOnce approach.

 1. 

 2. Open the File menu, and select New 

 3.  Setup and Deployment.

 4. 
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 5. [name]. During setup execution, this will be used 

 6. 

 7. Find the Applications Folder entry on the left side of the screen.

 8. -
tains the 

 9. 

 10. Click the Prerequisites button.

 11. 

 12. 

 13. 

 14. Click Application Folders.

 15. 
the target directory.

 16. 

This procedure will generate a map containing all the prerequisites and a simple 
, which installs whatever necessary to run your XNA game on another PC.

1-6. Customize Game Loop Timing

The Problem
You want to change the default timing intervals at which the  and  methods are 
called.

The Solution
By default, the  method is called exactly 60 times each second, while the  method is 
called as often as possible, with the refresh rate of your screen at maximum.

By changing the values of the  and  static properties of 
the  class and the  property of the  class, 
you can change this default behavior.
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How It Works

Changing the Update Frequency
By default, the  method of your  is called exactly 60 times each second, or once 

 
variable:

 method will be called 

You can also instruct XNA to call the  method not at regular intervals but instead 
each time before the  method is called. You do this by setting the  vari-
able to :

Using IsRunningSlowly
You can specify an 
is too high, XNA will not be able to call your 
the  variable will be set to  by XNA:

Note You should check the  argument passed to the  method, and not the  
argument passed to the  method, to verify this.

Changing the Draw Frequency
 the game, XNA will call the  method as frequently as possible, limited by 

these two rules:

 method more frequently than the screen refresh rate. 

be helpful. On the PC and Xbox 360 console, screen refresh rates are determined by the 

devices show only 30 frames per second.

 method -
tion intensive, the  method will be called less frequently to ensure XNA can call the 

 method 60 times per second.
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 method at maximum frequency, for 
example, to determine the maximum frame rate of your . You can do this by setting the 

 variable to :

Note You must put this line in the  constructor at the top of your code, because XNA needs to be 
aware of this before it creates .

Understanding the Importance of the Update and Draw Frequencies
Since you’ll put your update login in the  method  

 frequency is called less than the screen refresh rate, only the visual appear-

Therefore, and as mentioned previously, if required, XNA will decrease the  frequency 
to ensure the  method is called exactly 60 times each second.

1-7. Make Your Code Plug-and-Play Using 
GameComponents

The Problem
You want to separate part of your application into a  class. This will ensure reus-
ability of the component in other applications.

The Solution

XNA application, most such parts need to be updated or drawn, such as a particle or billboard 

XNA  class, you will then need to create an instance of this class, initialize it, update it 
from within the  method, and, if applicable, render it to the screen from within the  
method. Therefore, you will want your new class to have its own , 

, and  methods so you can easily call them from within your main XNA  class.

make your new class inherit from the  class
 list of your . This will cause the  method of your newly defined class 

to be called after the  class of your main  class finishes. Furthermore, each time 
the  method of your main  class finishes, the  method of your newly defined 

 class will be called automatically.
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 class instead of from the  class. This will expect your 
component to also contain a  method, which will be called after the  method of your 
main  class finishes.

Note At the end of the  method in your main  class, you’ll notice the call to 
. It is this line that starts calling the  methods of all the  classes of 

your  class. You can find the same kind of call at the end of the other methods in your main  class, 
which will call the corresponding methods of all  classes currently registered in your .

How It Works
 

make it a  class.

Creating a New (Drawable)GameComponent
Add a  

new file that is presented to you, you’ll want to add the XNA  lines so you have access to 
all XNA functionality in your new class, which can be done very easily by copying the  
block of your main  class into the new class.

Next, make sure you make your new class inherit from the  class or the 
 class, as shown in the first line of the following code snippet. Add all 

the code of the component, and separate it nicely between the , 
, and  methods of your new class.

The following example shows how this can be done for the billboarding code of recipe 
 have not been fully listed, because in this 

recipe you should focus on the , , , and  methods.
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Note As you can see in the  method, your component can access the main  class. This 
allows your component to access the public fields of the main  class, such as  
and .
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Using Your New GameComponent
Now that you have defined your , you should add it to the list of  
classes of your main  class. Once added, its main methods will automatically be called.

The easiest way to do this is to create a new instance of your  and add it 
immediately to the  list. An ideal place to do this is in the constructor of your main 

 class:

This will cause the  and  methods to be called at startup and the 
 and  methods of the new class to be called each time the  and  methods 

of your main  class have finished.

case of the billboarding component, you’ll need to update the  and  
 and  matrices so 

they can be rendered correctly to the screen. Therefore, you’ll want to keep a link to your com-
ponent by adding this variable to your main  class:

Then store a link to your component before storing it in the  list:

Now in the  method of your main  class, you can update these four variables 
inside your component. At the end of the  method of your main  class, the  
method of all components is called, allowing the billboarding component to update its 
billboards:
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The  method of your main 
calling the  method of all the components:

The last line will cause the  method of the billboarding component to be called, 
rendering the billboards to the screen.

Tip The next recipe shows a much cleaner approach to update the variables of your .

The Code

All the code is available for download at .

The , , , and  methods of the  and main  
class were listed earlier in the text.

1-8. Allow Your GameComponents to Communicate 
with Each Other by Implementing GameServices

The Problem
As explained  reusable  

-
ing, billboard engine, and more.

One of the main benefits of using  classes is that you can easily switch 
between game functionalities, for example, camera modes. Changing from a first-person 

 method of your main  class.



CHAPTER 1   GETTING STARTED WITH XNA 3.0 19

 classes to achieve this is one thing, but you need to make sure you 

component to another.

The Solution
You will make both your camera components subscribe to the same interface, such as the 

 interface
let your  class know that from now on  contains a component that implements the 

 
of the  type.

Once this has been done, the rest of your code can simply ask the  class for the cur-
rent  service. The  class will return the camera that is currently providing 
the  service. This means your calling code never needs to know whether it is 
actually a first-person camera or a quaternion camera.

How It Works
An interface , in this 

-

interface, it promises that it implements the methods listed in the definition of the interface.
This is how you define the  interface used in this recipe:

Note The methods used here are getter methods, introduced in C# 2.0. They are methods, but act to the 
outside world as read-only public properties. For example, the  method should return a  
object.

Any class wanting to subscribe to  should implement these five getter 
methods.

For the rest of your code, it isn’t of any importance to know whether the current camera 
is a first-person or quaternion camera. The only thing that matters is that the camera can 
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produce valid  and  matrices and maybe some other directional vectors. So, it 
suffices for your main  class to have a camera class that subscribes to .

Making Your GameComponent Subscribe to an Interface
 example, you will have two camera components. Because they don’t need to draw 

anything to the screen, a  is not necessary, so inherit from the 
 class. Also, make your component subscribe to :

Note Although a class can inherit from only one parental class (the  class, in this case),  
it can subscribe to multiple interfaces.

Next, you need to make sure your class actually lives up to its contract by implementing 
 and  classes 

this recipe for the minor changes in turning them into two  classes.

Subscribing to the ICameraInterface Service
 class, you should have one and only one camera component that provides the 

main  class know it is the current implementation of , so your main  
class knows it should pass this camera to the rest of the code in case it is asked for the current 
provider of .

You do this by registering it as a  in the  collection of the main  
class:

You add the 
interfaces, and you indicate it provides the  service.
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Usage

 and  class to give you the current 
implementation of 
fields defined in the  definition.

You ask your main  class to return the class that provides the  inter-
face. Since the 

Note that the code inside this  method never knows whether it is talking to a first-
person camera or a quaternion camera. All that matters is that it supports the functionality 
listed in the  definition. The beauty of this approach is that you can easily 
swap between camera modes—somewhere in the  method, for example—with the rest 
of your code not even noticing this change.

Note You can also define a camera as a global variable and store a link to the currently active implemen-
tation of  in the  method of the main  class.

Using Multiple GameComponents
 are especially useful to ensure interoperability between multiple  

 providing the  service, 
other  classes can access this by querying the  service from the 
main  class.

This means you don’t have to provide any hard links between the different components, 
such as the ugly main  method

 that supplies the  service, you can query this service from any 
other , such as from the  method of the billboard  cre-
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Next, the  and  methods of the billboarding component can access the required 
fields from the camera. All your main  needs to do is instantiate the camera and billboard-
ing components. The camera will subscribe itself to the  service, allowing the 
billboarding component to retrieve the camera.

The camera will automatically be called to update itself, after which the billboarding com-
ponent will be asked to do the same. The billboarding component is able to access the camera 
through the  service, and finally the billboarding component is kindly asked 
to draw itself. This whole process requires two lines of code in your main  class, plus you 
can easily swap between camera modes!

Changing the Updating Order of Your GameComponents
 have a component that requires the output of another component, such as in this case 

where the billboarding component needs your camera component, you may want to be able to 
specify that the camera component should be updated first. You can do this before adding the 
component to the  list of the main  class:

First, you create your camera and billboarding components. Before adding them to the 
 list, you set their updating order, with a lower number indicating the component 

that should be updated first.
 classes and , in order to switch between two camera 

-
 mode, simply 

uncomment the line that adds the   class, and comment the 
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line that adds the   class. The remainder of the code doesn’t need to 
be changed, because all it needs is the  service, provided by one of the 

 classes.

The Code

All the code is available for download at .

The  constructor displayed previously is all the code needed to get your camera and bill-
boarding working. The , , and  methods of your main 

 class are empty.
 

service:

 main  to 
return the service that implements :

1-9. Save and Load Data to or from a File

The Problem
You need some kind of saving mechanism for your game.

The Solution
Although saving or loading data is usually one of the last steps involved in creating a game, 
you definitely want to have some sort of saving mechanism for your game. Basically, XNA uses 

Furthermore, using the  class, it is incredibly easy to save your data to disk and 
to reload it afterward.

The only problem that needs to be tackled is finding a location to save the data to disk 

, which needs to be created first.

Note The concept of creating a  might seem complex. Don’t let that turn you away, 
though, because the rest of the recipe (starting from “Saving Data to Disk”) is very simple and powerful and 
is not restricted only to XNA, because it is default .NET functionality.



CHAPTER 1   GETTING STARTED WITH XNA 3.024

How It Works
Before you can save data to disk, you’ll need a valid location to which you have access to 
write. The solution is provided by creating a , which asks the user on the Xbox 
360 console where to store -
tiple save/load calls to the  at the same time, so you’ll need to keep track of its 
activity:

Creating a StorageDevice Asynchronously
This process involves opening the Xbox , which would block your whole program until 
the user closes the . To solve this, this process has been made asynchronous. This con-

The  requires the 
so add the following line to your  constructor:

Next, each time the  method is called, you will check whether the user wants to save 
, which will open a 

dialog box so the user can select where the data should be saved. The program doesn’t halt at 
this line, however, because this would stall your whole program until the user closes the dialog 

should be called once the user exits the dialog box:

-
diately without waiting for the user’s response. Notice that you’ve set the  
variable to , so the first  check of the preceding code will be evaluated negatively until 

Your program will continue to run while the dialog box is being displayed on the screen. 
Once the user has made a selection and closed the dialog box, the  method 
you specified as the first argument will be called. This means you’ll have to define this method, 
or your compiler will complain:
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The result of  is received as the argument by this method. 
 method, you will get the 

 is valid, you pass this to the  
method, which you’ll define in a moment.

But first, imagine what would happen if you also allowed the user to perform a second 
operation for which the user needs to specify a data location, such as when loading data. This 
would require you to define a second method, , for example. A 
cleaner way would be to specify an identifier to your asynchronous call, which you can check 
for in the  method. Your  method would contain this block of code:

As you can see, in both cases, a dialog box will be displayed, which will call the 
 method after it closes. The difference is that this time you’re specifying an 

identifier, which you can check for in the  method:

Depending on the identity of the call, you will call the  or  method.
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Saving Data to Disk
Once you have a valid , you can easily specify a name for the data file that will be 
written to disk:

This will create a file called 

Note On a PC, this file will be created in a map located in the  folder.

Once you have a valid file name and have opened the file, you can save your file using 

All you need to do is create an , which is capable of converting your data 

You indicate the  should be capable of serializing 
after which you stream your  to file with a single command! Don’t forget to 
close the file stream and container, or your program will keep them locked. Also reset the 

 variable to false, so your  method will listen for any new save or load 
requests from the user.

For this to work, you need to link to the  and  
namespaces, which can be done easily by adding these lines to your  block at the very 
top of your code:
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The last line requires you to add a reference to , which can be done by opening 

and hit OK.

Figure 1-5. Adding a reference to System.Xml

Loading Data from Disk
You load data
whether the file exists, and if it does, you open it. Once again, you create an , but 
this time around you use it to deserialize a  from the file stream. This single line 
loads all data from the file and transforms this data into a valid 

The Code

All the code is available for download at .

The  method simply checks whether the user wants to save or load a file and opens the 
 dialog box:
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Once the  has been closed by the user, the  method is called. This 
method in return calls the  or  method, depending on the identity of the 
asynchronous call. You can find this  method
only the  method has not yet been listed in full:
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Setting Up Different Camera 
Modes in Your 3D World

In a 3D application, the camera is one of the most elementary components. The camera rep-
resents the viewpoint of the user in your 3D world. XNA renders your 3D world to the screen as 
it is seen by the camera. So before you can ask XNA to render the content of your 3D scene to 
the screen, you first need to specify the position and viewing direction of your camera.

This chapter starts off with some fundamental topics you need to master before you can 
create any 3D application.

The second part of this chapter covers some more advanced examples, such as camera 
fly-bys, quadtrees, octrees, ROAM, and post-processing. The last recipe shows how you can 
create your own content importer.

Specifically, the recipes in this chapter cover the following:

one (recipe 2-1)

2-2, 2-3, 2-4, and 2-6)

of the scene that are not in sight of the camera (recipes 2-5, 2-9, 2-10, and 2-11)

 post-processing effects to enhance the final image (reci-
pes 2-12 and 2-13)

the content pipeline (recipe 2-14)

29
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2-1. Set Up the Camera: Position, Target, and 
View Frustum

The Problem
Before you can render your 3D world to the screen, you need set up your camera. You do this 

the graphics card can correctly transform your 3D world to your 2D screen.

The Solution
Setting up your camera in your 3D world comes down to specifying two matrices. 

You can save the camera position and direction in a single matrix, which is called the View 
matrix
your camera.

You can also save the view frustum, which is the part of the 3D world that is actually seen 
by the camera, in another matrix, which is called the Projection matrix.

How It Works
The View matrix holds the definition of the camera position and the direction into which it is 
looking. You can create this matrix by a simple call to the  method:

your camera in your 3D world. Next, you need to specify another point in your 3D world where 
you want your camera to look. This pretty much defines the viewing direction, so what do you 

to define a camera that has the same position and direction as your head. The first vector is 

this case, the position of that X in this book would be the Target vector of your camera. So far 
so good, but at this moment, there are still lots of ways you can hold your head at the same 
position to look at the X!

Figure 2-1. The target of your camera
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to do this, the position of your head will remain the same and the position of the target will 
remain the same, but the resulting image you see will be totally different because everything 

Once you know the position of your camera, where you want it to look, and which direc-
tion is considered to be up for the camera, the camera is said to be “uniquely defined.” The 
View matrix, unique to these three vectors, can be constructed using the  
method as follows:

Note Although the Position and Target vectors of the camera point to real points in 3D space, the Up 
vector indicates the Up direction. For example, say a camera is at position (300,0,0) and looking toward 
point (200,0,0). If you want to indicate that the camera’s Up vector is simply pointing upward, you pass the 
(0,1,0) Up vector and not the point above the camera in 3D space, which would be the (300,1,0) point in this 
example. 

Note XNA provides shortcuts for the most commonly used vectors, such as  for (0,1,0), 
 for (0,0,–1), and  for (1,0,0). To make you more familiar with 3D vectors, 

all vectors you’ll find in the first recipes of this chapter are written in full.

. You can think of this 

would rather you see it as the matrix that holds information related to the lens of the camera.

sight of a camera, which has, as you can see, the shape of a pyramid. On the right, you can find 
a 2D cross section of this pyramid.
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Figure 2-2. The view frustum of a camera, 3D and cross section

The pyramid minus the top on the left side of the image is called the view frustum. Of all 
-

dered to the screen.

You can create one by calling the  method:

The first argument you need to pass to the  method 
is the viewing angle. This corresponds to half the opening angle of the pyramid, as displayed 

Note Usually, you will want to use a viewing angle that corresponds to the viewing angle of human sight 
when rendering a 3D scene to the screen. However, in some cases you may want to specify other viewing 
angles. These are usually cases where you are rendering the scene into a texture, for example, as seen by 
a light. In the case of a light, the larger viewing angle can mean a larger area being lit. For an example, see 
recipe 3-13.

The next argument you need to specify has nothing to do with the “source,” which is the 

your back buffer, which you can find this way:
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When using a square window of width and height—300, for example—the division will 
 600 pixels 

 600 window, the result-
ing image would be stretched horizontally.

chances are the whole window would be covered by one solid color. To avoid such cases, XNA 
allows you to define a plane in the pyramid, close to the top. Everything between the top of 

This plane is called the near clipping plane, and you can specify the distance between your 
camera and its near clipping plane as the third argument of the  
method.

Note The term clipping is used to indicate that something is not drawn to improve the frame rate of the 
program.

be clipped away. This second plane is called the far clipping plane and is the final boundary 
of your view frustum—the volume of your 3D scene that will be rendered to your 2D window. 
You can specify the distance between the camera and this far clipping plane as the last argu-
ment of the  method.

Caution Even when working with a very simple 3D scene, do not set the far clipping plane too far. 
Setting the far clipping plane distance to some crazy value like 100000 will result in severe visual artifacts. 
Cards with a 16-bit depth buffer (see the “The Z-Buffer (or Depth Buffer)” section of this recipe) will have 
2^16 = 65,535 possible depth values. Even if the depth distribution is linear, if two objects are competing for 
a certain pixel and the distance between both objects is smaller than 100k/65,535 = 1.53 units, your graph-
ics card will not be able to decide which object is closer to the camera. 
  In reality, this is much, much worse, because the scale is quadratic, resulting in the last three quarters 
of your whole scene seeming to have the same distance to the camera. Therefore, the distance between your 
near and far clipping plane should stay below a few hundred. This distance should even be smaller if the 
depth buffer has less than 16-bit resolution. 
  A typical symptom of this problem would be that all your objects seem to have jagged edges.
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Usage
You will want the View matrix to be updated during the update phase of your application, 

matrix needs to be changed only whenever the aspect ratio of the window changes, for exam-
ple, when switching from windowed to full-screen mode.

 method of the follow-
ing code. This allows the shaders on your graphics card to transform all vertices of your 3D 
scene to their corresponding pixels in your window.

The Code
All the code is available for download at .

want to position your camera +10 units on the positive x-axis, with the positive y-axis as the 
 600 window and want 

all triangles closer to the camera than 0.5f and farther away than 100.0f to be clipped away. 
This is what your code will look like:
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 will need to be changed only when the aspect ratio of the target 

the initialization phase of your program.

ideal moment to change it is in the update phase.
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 that will be drawing the 

origin point of the 3D world is. The code that actually renders the coordinate cross is in 
the  file.

Extra Reading
The previous two matrices are all XNA needs to correctly render your 3D scene to the 2D win-
dow on your screen. Going from 3D to 2D involves certain challenges, which are all taken care 
of by XNA. However, if you want to be able to create and debug medium- to large-sized 3D 
applications, a clear understanding of what is going on under the hood is necessary.

The Z-Buffer (or Depth Buffer)
A first challenge  will occupy a certain pixel of 
the final image. When going from 3D space to 2D window space

corresponds to a ray of points in your 3D world, which is explained in more detail in recipe 
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A

B

Figure 2-3. Multiple objects competing for the same pixel

-

To solve this problem, inside the graphics card a second image is stored, with the same 
size as the window. At the moment a color is assigned to a pixel of the frame buffer, the dis-

value between 0 and 1, with 0 corresponding to the distance between the camera and the near 
clipping plane and 1 corresponding to the distance between the camera and the far clipping 
plane. Because of this, this second image is called the depth buffer or z-buffer.

the z-buffer is checked first. The z-buffer will already contain a value for the pixels overlap-

color of

2-2. Specify the Target of Your Camera

The Problem
When you define your View matrix, one of the arguments you need to specify is the Target vec-
tor. This vector sets the rotation of your camera, which can be challenging to provide.
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The Solution
When rotating the camera, the position of the camera will remain the same. Since the posi-
tioning and targeting of the camera are specified by the View matrix (recipe 2-1) and this View 

achieved by changing the Target point
 and applying your rotation to 

this vector, which will result in the new Target point of your camera. You can use the same 

How It Works

vector remains the same, but the Target vector  will change.
Given the rotation angles around the three axes, one approach would be to calculate 

the Target position by hand. This would, however, lead to very complex calculations, while 
a much cleaner and faster approach is possible.

Easiest Example: Camera in Origin, Rotation Along the Up Vector

could get this code:

head were the camera, this would result in turning your head to the right for 45 degrees. When 

the same, but you need to find your new Target vector. You can find the Target vector by 

going to find the vector that is the rotated version of the original Target vector. This is the code 
you need:
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Note Matrices are powerful objects that can represent any kind of transformation. A matrix can represent 
a rotation, translation, scaling, or any combination of these transformations. You can find more examples in 
recipe 4-2.

(0,0,–1) Target vector by the rotation matrix and stores the rotated Target vector in the 
 variable, which is used to create the new View matrix.

Note This transformation is nothing magic; it’s the multiplication between the vector and a matrix, which 
simply comes down to 16 multiplications and 12 summations between ordinary numbers.

Second Example: Camera at Origin, Arbitrary Rotation

camera, this will result in looking up for 45 degrees.

Your Target vector, as in the previous example, will be changed, because your camera needs 
to be directed toward a different point.

Target need to be changed.

your code:
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Here the “arbitrary” rotation matrix is simply a rotation around the x-axis, so you can still 
easily visualize it. The same code, however, is capable of handling any rotation, such as the 
following one, which combines a rotation over the three axes. The following code generates 
a matrix that combines a rotation of –45 degrees over the z-axis (camera rotated counter-
clockwise), 22.5 degrees over the y-axis (camera rotated to the left), and 90 degrees over the 
x-axis (camera rotated down):

The position of the camera is unchanged, while you have to find the rotated versions of 
 for your camera.

Third Example: Camera at a Specified Point, Arbitrary Rotation
 general case, you want to set an arbitrary rotation on the camera and specify the 

position of the camera at a certain point in 3D space. To start with, imagine you position your 

of your camera would be (10,20,30).

Note Keep in mind that you have to specify the Target point, not the Target direction! Indicating (0,0,–1) 
as the Target vector would be wrong, because this would make your camera always look at the (0,0,–1) 
point. Imagine that later you want to move your camera to the (–10,20,30) point, for example. If you still 
specify (0,0,–1) as the Target vector, the camera would still be looking at the (0,0,–1) point, so the direction 
the camera is looking has been changed!

To make the camera at position (10,20,30) look in the (0,0,–1) direction, you need to spec-
ify (10,20,29) as the Target vector. You can find this vector by summing your camera position 
and the target direction, like this:

 will remain 

 after the rotation has been applied to it, you transform it by the rotation 

found the same way, so this is the final code you get:
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Moving a Rotated Camera Forward/Sideways
Now that you have your camera at the position you want and looking into the correct direc-

-

. Once you have this, you can simply add this to the 

, you start with the (1,0,0) Right vector, which again first needs to be 
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The Code
All the code is available for download at .

The View matrix will need to be updated only if either of them changes. These changes will 
usually result from a user input, for which you can find two detailed approaches in recipe 2-3 
and recipe 2-4. As with each matrix that needs initialization, you first set the  
matrix , which is the unity element for matrix multiplication.
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Extra Reading

The Order of Matrix Multiplication
See recipe 4-2.

Choosing the Coordinate System
The vectors for -
cial” XNA vectors for these directions and can also be obtained using the  
and  shortcuts. They are only a convention, however; if you want, you can define 
a totally different coordinate system for your application. An example would be to use (0,0,1) 

are expected to form a right-handed (RH) coordinate system. This means that once you 
know two axes, you can always find the direction of the third axis. Stretch your thumb and 
your index finger of your right hand. Next, bend your middle finger for 90 degrees, so it is 
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perpendicular to your index finger and thumb. Now, imagine your three fingers are the axis of 

the x-axis of your coordinate system on your thumb, your y-axis on your index finger, and your 
z-axis on your middle finger.

-
ing to the right and your middle finger up (no offense intended). To represent the “official” 
XNA coordinate system, hold your thumb to the right (positive x-axis = right) and your index 
finger up (positive y-axis = up). Now, you see that your middle finger points backward (posi-

 the minus sign is

2-3. Create a First-Person Shooter Camera:  
A Quake-Style Camera

The Problem
You want to create a camera that behaves
use the mouse to rotate the camera, while you can move the camera using the keyboard.

The Solution
Starting from the camera approach presented in recipe 2-2, you will update the position and 
the rotation of the camera whenever input from the user is detected. The rotation matrix of 
your camera will be changed according to the movement of the mouse. A key press on the 

How It Works

and Right vectors, respectively, or even more detailed in rotations around the (0,1,0) and 
(1,0,0) directions.

player bending his neck to the left or right and is not used in first-persons, except maybe when 
the player has been shot and is lying on the floor.

Before you move on, it might be useful to read the section “Order of Matrix Multipli-

multiplication does matter, because when you combine two rotations, the axes of the second 
rotation are changed by the first rotation.

This impact of the first rotation on the second axis is called Gimbal lock; it can sometimes 
-

along the Right vector. The first rotation rotates your Right vector nicely, which you can visual-

you, and now, you can nicely rotate around the direction of your arm to look down or up.
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-
tion and the amount of rotation around the Right direction. Next, when you need to calculate 
the total rotation, you combine both rotations using the “rotation around Right after rotation 

the previous recipe!
Now that you know the concept behind first-person camera rotation, you still need to 

relate user input to the two variables that hold the amount of rotation. Here, the example 
of mouse input is given. You will determine the change of the mouse position between two 

A  contains the position of the mouse cursor, as well as some bits that indicate 
whether a mouse button has been clicked since the last call to . Give both 
variables a starting value in your  method:

You first set the rotation values to zero and position your camera at a starting point of 
your choice. You will soon create an  method, which is used here simply to 
initialize the  variable.

Next, you set the mouse cursor to the center of the screen to start with. The last line stores 
the , which contains the position of your centered mouse pointer, so during the 

new one, which would indicate the mouse has been moved.
 

a difference, the rotation values are updated accordingly, and the mouse pointer is returned to 
the center of the window:
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The  variable defines how fast the camera will rotate. You find the horizon-
tal and vertical difference of the mouse coordinate between the new and previous positions, 

The last line resets the mouse pointer to the center of the window.

Note Another approach could have been that you store the  in the 
 so it is ready to be compared to the new  in the next update 

cycle. However, this would become useless if the mouse cursor is moved toward an edge of the screen. If 
the mouse cursor, for example, hits the right edge of the screen, there will be no difference in the X position 
of the mouse cursor when the user moves the mouse even more to the right. Repositioning the mouse cursor 
to the center of the screen solves this problem.

At the end, you call the  method, which will update the  
variable according to the new rotation values. The code of the  method 
follows and, except for the first line, you can find a detailed explanation of it in the previ-
ous recipe. Based on a matrix that stores the rotation of the camera and the position of the 

View matrix:

The first line could use some explanation. The Right vector here is the (1,0,0) vector, so 
 method to create this 

 method to 
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after

This will make your camera rotate when you move your mouse cursor. Next, you want the 

first detect the key presses and react to this by specifying which vector to add to the camera 
position:

-
tion, and so on. However, before you can add these vectors to the camera position, you still 

recipe. This is handled by the  method:

 method. 
Then you rotate the specified vector according to this rotation matrix. Next, the rotated vec-
tor is multiplied by a variable that lets you set the speed at which your camera will move, and 

 method, 
which creates a new View matrix that takes the new camera position into account.

The Code
All the code is available for download at .

To create a first-person camera, you will need to keep track of four variables: the amounts of 
 

that corresponds to the mouse cursor centered in the window. A key press or movement of the 
mouse will be detected in the update cycle, which triggers the changes to these variables and 
results in a new View matrix being created, based on the new values.
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The QuakeCamera Class
Because it is
separated the code from this chapter into a class. This class is used as the camera in many of 
the 3D examples found elsewhere in this book and is easy to integrate into one of your own 

2-4. Create a Freelancer-Style Camera:  
Full 3D Rotation Using Quaternions

The Problem
You want to create a camera that is able to rotate in every possible way, for example, to cre-
ate a flight game. You will need rotations around three axes to do this, but because of Gimbal 
lock (each rotation has an impact on the other rotations), this becomes very difficult, if not 
impossible.

The Solution

help you avoid this problem.

How It Works
When you combine two rotations around two different axes, Gimbal lock will occur. This 
happens because the first rotation will also rotate the second axis, as explained in recipe 4-2. 

imply, however, that the second axis is rotated by the first rotation and that the third axis is 

the final result.
A property of rotations is that there always exists a single rotation that has the same result 

as the combination of multiple rotations. So, the trick you need here is to define only a single 
axis of rotation around which your camera will be rotated. This can be any axis: it does not 
have to be one of the x-, y-, or z-axes. This axis and the amount of rotation will be stored in a 
variable, which is called a quaternion.

A quaternion is perfect to store a rotation, because a quaternion can store an axis and a 
number that can hold the amount of degrees to rotate around that axis.

updated every time the user moves the mouse, as you will see in the next example.
 of your camera as the rotation axis and with 0 degrees of 

around its Right vector. This Right vector first gets rotated with the current camera rotation, 
but because this is over 0 angles, the Right vector remains same. This Right vector becomes the 
current rotation axis. The camera is rotated over this axis, and the camera is looking up a bit.
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. This axis first 
is rotated along the current rotation of the camera, which now no longer is zero but contains 
a rotation around the Right axis. Both rotations are combined, and the resulting single axis 
of rotation and the amount of rotation is stored in the camera quaternion. This rotation now 
becomes the current rotation of the camera.

 gets rotated by the current rotation axis of the camera, and the combination 
of this new rotation and the current camera rotation is stored as the new camera rotation into 
the camera quaternion, after which the camera is rotated over this new rotation.

-
tion over only a single axis (around the Right axis):

Next, a new quaternion is created that holds this axis and the amount of rotation around this 

result is stored as the new camera rotation.

Note The word quaternion alone usually makes programmers shiver. I’ve encountered many articles 
and sites that present quaternions almost as if they were dark magic, impossible to understand or visual-
ize. This is, however, completely untrue. A quaternion is used to store a rotation around an axis, so it needs 
to be capable of storing this axis and the amount of degrees to rotate around it. An axis is defined by three 
numbers, and the amount of degrees can of course be defined by one number. So if you had to store such 
rotation, the easiest way to store one would be to just store four numbers. Guess what a quaternion actually 
is? Simply, it’s four numbers. Nothing magic. The math behind their operations closely resembles complex 
magic, though.

To allow you to rotate the camera any way you want, you need to be able to rotate it 
along a second axis. This rotation needs to be stored in the  variable 
from the previous code, by multiplying the rotation around the first axis by the rotation 
around this second axis:
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Note As with matrix multiplication, the order in which you multiply quaternions is important. To see an 
example of why it’s important, read recipe 4-2 on the order of matrix multiplications. You have to keep this 
in mind when multiplying quaternions, as you’re doing here. However, for quaternions there is an exception 
to this rule when both rotational axes are perpendicular to each other, as is the case in the line where you 
calculate the  variable. This means whether you first rotate around the (1,0,0) Right 
vector and then around the (0,1,0) Up vector, or you rotate the other way around, the result will be the same. 
This is not the case for the line where you calculate the  variable, because both axes are 
not perpendicular to each other. So, here it is important you write .

Note In matrix multiplications,  means after (see Recipe 4-2). Because things would otherwise be 
too easy,  in quaternion multiplication means before. So, the line 

 comes down to  before , meaning 
that the axis stored in the  variable will first be rotated around the axis stored in the 

 variable.

 can be constructed 
using the technique shown in recipe 2-2:



CHAPTER 2   SETTING UP DIFFERENT CAMERA MODES IN YOUR 3D WORLD 53

Moving the camera—for example, when the user presses an arrow key—can be done 
by first rotating the movement vector by the camera rotation and then by adding this trans-
formed vector to the current camera position:

The Code
All the code is available for download at .

Because this type of camera is usually used in space games, the code presented in this sec-
tion is immediately useful if you are creating a space shooter and the 3D world needs to be 
rendered as shown by the pilot inside the spacecraft. The user needs to be able to control the 
rotation of the camera by the keyboard or mouse, and the camera moves automatically for-
ward. The example of keyboard control will be given; you can find how to use the mouse for 
this in recipe 2-3.

To implement a quaternion-based camera system, only two variables are necessary: the 
current position and the rotation of the camera.
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Extra Reading

Camera Following an Object
You can use the code presented earlier to create a space game where the camera is positioned 
inside the cockpit of a spacecraft. However, if you want to position the camera behind the 
spacecraft, you will need other code, which you can find here.

to the camera. The position of the camera will be calculated based on the position of the 

spacecraft to rotate in any arbitrary direction and fly forward. Only now, you want the camera 
to be positioned a bit behind the spacecraft.

Remember, if you want to define the View matrix of a camera, you need three vectors: the 
 of the camera, the Target  of the camera. You can 

find more information on this in recipe 2-1.

vector and rotating it with the spacecraft rotation.

camera to be positioned a bit behind the spacecraft. Since the (0,0,–1) vector is generally 

be rotated with the spacecraft rotation, so this Behind vector actually becomes the Behind 
vector relative to the spacecraft. Then, you need to add this vector to the position of the 
spacecraft so the resulting position of the camera will move along when the position of the 
spacecraft changes.
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 method, the actual camera position is calculated as being behind 
the :
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And in the  cycle, you need to rotate and translate your spacecraft according to its 
current rotation and position:

Notice how the World matrix of the  depends on the rotation of the spacecraft stored 
in the quaternion and depends on the position. You can find more about rendering and posi-

2-5. Check Whether an Object Is in Sight  
of the Camera

The Problem
You want to check whether an
should be drawn.

The Solution
XNA supports this functionality in the shape of the  class, which corresponds 
to the volume of the 3D world currently in sight of the camera. You can create one by passing 

-
tained in this  class.
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How It Works

by the viewing angle of the camera and by the near and far clipping planes as defined by the 

-

 class. You can simply create the  class of your camera by 

Figure 2-4. Camera’s view frustum

A  method (which you can pass a 
) and a  or a  to test whether it is contained in the cam-

, which can have one of three 
values:

 completely outside the frustum.

Checking Whether a Single Point in 3D Space Is in Sight of the Camera
To check whether a single point in 3D space is in sight of the camera, all you have to do is pass 
this point to the  method:
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Here, you check whether the (0,0,0) point is inside your camera frustum. You print the 
result to the window title and change the background color accordingly.

Checking Whether an Object Is in Sight of the Camera

perform the previous check for each vertex of the model. This would of course be very time 
consuming. A faster way (albeit less precise) would be to define a volume that completely 

in sight of the camera. The simplest volume you can think of, which would completely contain 

XNA already supports complete functionality to create this surrounding volume in the 
form of the  class  method explained in 
recipe 4-5 to load your  and have its  stored in its  property:

Tip Because the  attribute of a  can store any kind of data structure, you can use it to store any 
data belonging to the  itself, such as the , textures, and such. Even more, you can 
define a new struct that can hold all of these and store the struct in the  attribute!

Now that you have this bounding volume, you can test whether it is inside the view of the 
camera using this code:
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Checking Objects That Have a World Matrix Set
 cases, your  will not be drawn around the (0,0,0) point but will be rotated, 

-

done by transforming the  by the World matrix of the model:
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Note See Chapter 3 to learn how to render s.

The main change here is the line where you call the  method. This 
method gives you the same 
case,  will be 100 times smaller than , and its center will be moved 
5 units along the x-axis.

Only if the resulting sphere collides with the camera frustum will you render the .

The Code
All the code is available for download at .

The following code will render a model at a certain point in 3D space, only if it is in sight of the 
camera:
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Extra Reading
-

recipe 2-9, a more robust solution is presented that can handle more complex scenes.

2-6. Detect Camera Collision Against Models, 
Walls, or Terrains

The Problem
You want to detect when the camera is

The Solution
To predict a collision between the camera and a model, you can represent the camera as a 

, of which you can use the  method to check whether it collides with 
a  or 
you have to find the exact 3D coordinate at any position of a triangle of that wall or terrain.

How It Works
The problem of camera collision can be separated into camera collision with a  or with a 
triangle grid of which the height of each vertex is known.

Camera-Model Collision

the model. This allows you to set the minimum distance between the model and the camera 

To detect collision between the camera sphere and the model, you will also need 
a sphere or box that surrounds this model. Such a sphere can be calculated by the 

 method, which is described in recipe 4-5 and stores this sphere 
in the  property of the . This  

 and is thus perfectly suited for storing something like the 
your  like this in your  method:

detected a collision, you will want to undo the last change to your camera by resetting its posi-
 method, make sure you save this previous value:
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After updating the camera, you should construct a sphere around the new position of 
the camera. This is how you create a sphere around your camera that will keep the minimum 
distance to 1.0 unit:

Now that you have both the updated camera sphere and the sphere around your , 
-

ous position:

 has a World matrix that moves it to another location in space or scales 

.
The remainder of the code will test whether the camera is not closer than 1.0 unit to the 

bounding sphere around the model.

Camera-Terrain Collision
 detect whether your camera is close to a grid of vertices you defined yourself, 

such as a terrain, you have to do some kind of triangle collision detection. The approach 
described in this chapter works if the horizontal and vertical coordinates of the vertices of the 
grid are all equidistant.

the X and Z coordinates of all vertices is the same. Because of this, for each position of the 
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defined by the vertices (10, . . . ,5), (11, . . . ,5), (10, . . . ,6), and (11, . . . ,6). The three dots indi-
cate the height of these vertices, which you defined when creating the grid. You will have them 
stored in a separate array, or you should be able to access them from a vertex buffer (which is 
less preferred, performancewise, since the data would need to be transferred back from your 
graphics card).

However, what you want to know is the height difference between your camera and the 

the nearest vertex and check whether the camera is above the height of the terrain at that ver-

The  method returns the height at the vertex of a . To 
learn about the  method, read recipe 5-9. You can set the lower bound of 
the height difference between your camera and the terrain by changing the threshold value. 

-
ference of  between your camera and your terrain.

Note The  method expects a positive value for both arguments, because they are 
used as indices to look up values from a matrix. Because the Forward direction is along the negative z-axis, 
you want to negate the Z component of the position to make it positive.
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As the height is retrieved from a neighboring vertex, this code will cause your cam-
era to hop each time you cross a triangle, because the  method will 
return a different value. To make sure the transitions are smooth, you may want to use the 

 method of the , as explained in recipe 5-9. This method will 
give the height of the point exactly below the camera for any point on your terrain:

You will appreciate this enhancement whenever your camera or  is moving slowly 
over the terrain.

Camera-Wall Collision
A wall in general consists of only two triangles, so this is a simplified case of the camera-terrain 
collision. You can use the same approach used in the  method described in 
recipe 5-9 to find the exact 3D point of the wall in front of the camera.

The Code
All the code is available for download at .

The  method has been listed completely in the previous text.

2-7. Create a Camera Fly-by Action

The Problem
You want to move your camera smoothly from one position to another in the 3D world. Of 
course, you also want the target of the camera to transition smoothly during the process.

-
ing position and target to a destination position and target. This movement should start and 
end smoothly. After this process, you want to be able to pick up your camera for regular use 
and use it as a first-person camera without any glitches.

The Solution
This process will require a time variable, which will be 0 when the camera is at its starting posi-
tion and 1 when the camera has reached its destination position.

By specifying a third position where you want the camera to be in the middle of the opera-
tion, you can define a Bezier curve. A Bezier curve is a smooth curve that passes through the 
beginning and ending positions and gets attracted very closely to any additional points speci-
fied in between, such as this third position. By giving such a Bezier curve the current value of 
a time variable between 0 and 1, the Bezier curve will return the position on the curve at the 
time specified.
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The position of the target will be linearly interpolated between the start and destination 
targets. As a result, the camera will move on a curve from the start position to the destination 
position, while at the same time, its target moves over the line that connects the start target 
and the final target.

To use the code of the first-person camera, you cannot simply change the position and 
target of the camera, because it calculates the target based on the position of the target and 

camera.
After you have everything working, the smooth starting and ending of the process will be 

obtained by using the  method.

Note You can use the  class included in the XNA Framework to script complex camera paths, but 
it is not yet mature enough (or overly complex, if you will) to be used for a camera fly-by, because it misses 
some trivial functionality. For example, the class does not support 3D points, and it wants you to manually 
set the tangent vectors in each of the key points of the  class. Anyway, the only part of this recipe that 
can be replaced by the  functionality is the Bezier method. The other 90 percent of this recipe is also 
useful if you want to use the  functionality of the XNA Framework instead of this Bezier approach.

How It Works

The  variable holds the process of your fly-by. When starting a fly-by action, you 
set this to 0. While running, you increment it during your update phase until it reaches 1. A 
value larger than 1 means that the fly-by has finished.

During your fly-by action, you need to keep track of some positions, such as the starting 
and ending positions and targets, but you also need to calculate a midpoint in order to get a 
smooth curve. All of these will be specified at the start of the fly-by action.

the beginning and final camera positions and targets:
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All the , , , and  arguments can immedi-
ately be stored in their corresponding global variables.

The , which is an extra position you will insert between the starting and 
ending positions to bend the curve, needs to be calculated. You can do this by first cal-
culating the position exactly in the middle of the starting and ending positions and then 
taking the mean of these two positions. To deviate the curve a bit to the side, you will shift 
this position away from the straight line between the start and final camera positions by 
adding a direction perpendicular to that line.

You can find the direction perpendicular to two directions by taking the cross product 

which you do as you would find any other direction: by taking the final position and sub-

direction, and you find the direction perpendicular to both directions.

and ending points are close to each other. But if the distance between them is large, your 
curve would be very flat. You can solve this by multiplying this amount of shifting by the dis-
tance between the starting and ending positions. This distance is found by taking the length 
of the vector between the ending and starting points.

 variable to 0, indicating the fly-by has started.
Once your fly-by has been initialized, you should update it every frame by calling the 

 method:
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than 1, you know the fly-by has finished and the method returns.

the next position of your camera is obtained from the Bezier curve by passing the  vari-
able, which indicates how far you are in the fly-by action. Next, you find the current target by 
interpolating between the  and  positions. You can find more infor-
mation on linear interpolation in recipe 5-9.

calculate the resulting  and  values, which is done by calling the 
 method. This method takes in three arguments: the direction the cam-

era will be facing (if you subtract the camera position from the target position, you obtain 
the viewing direction) and the two angles you want to know. By passing them as an “out” 
argument, the method will change the values, and the values will be stored into the variables 

 position and rotation.

Bezier Curve
The first line calls the Bezier method, which has to return the position on the curve, based on 
the  variable, which will always contain a value between 0 and 1. The function needs 
the three points that define the curve, but you have already calculated these in the  
method.

using this function:

start 
2 

mid final 
2

start 
2 

mid final 
2, which is sim-

start start 
2 

mid final 
2

final

be somewhere between the starting and ending points, while the second term somewhat pulls 
the point toward the midpoint.

. The following method calculates the previous 
formula:
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The  is nothing more than the (1 – t) term in the formula, so the  is the 
(1 – t)2 term. The result variable yields the final outcome of the formula, and this position is 
returned to the calling code.

Finding the Rotation
When you take another look at the last lines of code of the  method, you see that 
the next position of the camera is calculated using the Bezier method and the next target using 
simple linear interpolation (see recipe 5-9).

This would do for the simplest fly-by action, because you can immediately create a 
View matrix from this position and target (see recipe 2-1). But after the fly-by has finished, 
you want to be able to pick up camera movement right where the fly-by left the camera. The 
position is automatically stored, but the rotation variables are not. So if you take the camera 

 and 
, you can store these so they are immediately useful for your first-person cam-

era code. Moreover, this will allow the first-person camera to pick up the camera where the 
fly-by left it, without producing a single glitch.

This is exactly what is done by the  method
the direction a camera is facing and calculates the  and  values. Both 
values are passed to the method as an “out” argument, which means the changes will be 
passed back to the calling code, so the changes the method makes to these changes are stored 
in the variables of the calling method.
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diagonal line is the direction the camera is facing, and the X and Z lines are simply the X and 

of a corner, all you need to do is take the arctangent of the side opposite the corner, divided by 
 

function allows you to specify both values instead of their division, because this removes an 
ambiguity. This is how you find the  angle.

Target

Z

X

Angle

Figure 2-5. Finding the leftrightRot angle

To find the 
-

 method, and you 
receive the .

Y

X

Z

Camera

Target

Angle

Figure 2-6. Finding the updownAngle



CHAPTER 2   SETTING UP DIFFERENT CAMERA MODES IN YOUR 3D WORLD72

Usage
Make sure you call your  method from your  method:

Now, all you have to do to start a fly-by is call the  method!

When you want to integrate your fly-by with your user camera, you can start from your 

will often give a smoother result, because otherwise the camera would have to make a sharp 
turn when tracking the target.

Smooth Start and Acceleration
By constantly increasing the  from 0 to 1 by a fixed amount, the speed at which the 
camera moves over the Bezier curve is a constant. This will result in a rather uncomfortable 
starting and ending. What you really want is to have the  first rise slowly from 0 to 0.2 

and 1. This is exactly what  does: you give it a constantly increasing 
value between 0 and 1, and it will return a value between 0 and 1 that has a smooth starting 
and ending!

The only place where you need this is in the  method, so replace the middle 
two lines with this code:

The  variable will hold this smoothed value between 0 and 1, which will be 
passed to the methods, instead of the constantly increasing  variable.

Solving Incorrect/Fast Camera Rotation at the End of the Fly-by
This part of the recipe addresses a problem that can occur in some cases. One of such cases is 

curves cross. At this point, the camera will suddenly be switched, so it is looking to the right! 
You can correct this situation by simply shifting the midpoint of the curve to the left, instead of 
to the right. This way, you get a curve as shown in the right part, where the starting camera will 
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C1

T1 T1

T0

C0

C1

T0

C0

Figure 2-7. Incorrect and correct choices of the fly-by curve

dashed line shows the path of the target, and the solid line indicates the straight path of the 
camera.

C1
C1

C1

T1

T0

C0
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T1

T0 = C0

T1

T0
C0

T1

C0 = T0

Figure 2-8. Deciding how to shift the midpoint

in a vector perpendicular to the plane; however, in one case, it will point up, and in the other 
. Next, if 

you take a cross product of this  and the camera direction, you will get a vector that is 
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perpendicular to the camera direction and the . The direction of this final vector will 
depend on whether the  is pointing upward or downward, which again depends on 
the way the position and target paths cross each other. Since it is perpendicular to the position 
path and the , it can immediately be used to shift the midpoint.

So, use this code to find the correct midpoint for your curve, in the  method:

The  is found by taking the cross product of the position path and the target path, 

lines as shown in the images!). You find the direction perpendicular to this  and the 
position path by taking the cross product of them.

 and the 
 are parallel to each other, or the  and the  are par-

allel to each other, the cross method will fail, resulting in the  variable being 
(0,0,0), which will cause an error when you normalize this vector. So, you will detect this case 
and take care of the problem by setting an arbitrary value:

.

The Code

All the code is available for download at .

This method initiates your variables to start a new fly-by action:
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While running, the  should be called each frame to calculate the new posi-
tion and rotation of your camera:
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The position is calculated by the  method:

And the rotation is found by this method:

2-8. Remove the Solid Background Color: Skybox

The Problem
You want to add background scenery to your scene so you will no longer see any of the solid 

The Solution

decorate the inside of the cube with textures of a landscape or room interior, and put your 
camera inside this cube.
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How It Works
You can load a skybox into your scene in several ways. The simplest way is to import one from 
a  file

can be done via one single , demonstrating the use of the 
function.

These two techniques are used in both cases:

remain exactly in the center of the skybox. This way, when the user moves the camera, 
the distance between the camera and the cube will remain the same, which gives the 

have to scale your skybox to fit around your scene. Make sure you enable writing to the 
z-buffer again after rendering the skybox, though.

Loading a Skybox from a File
A quick fix would be to simply import your skybox from a model file. You can use the sample 

 file, together with its six tex-

 and  variable

And load the model as explained in recipe 4-1 in your s method:

All you have to do now is render the skybox as if it were a normal  (see recipe 4-1):

This will simply render the skybox into your scene as a big box. However, when you move 
your camera around, you will get closer to the box, you will zoom into the textures, and you 
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will feel that the illusion of a sky far away from the camera is completely fake. To solve this, the 
skybox must seem to be infinitely far away from the camera so that when the camera is moved, 

This can be obtained by making sure the camera always remains in the center of the sky-

skybox by moving your skybox to the position of your camera and setting a World matrix (see 
recipe 4-2), like this:

Now, when you run this code, the landscape of the skybox will seem to stay at the same 
position regardless of where you move your camera, which gives the impression that it is infi-
nitely far away.

cube. This is because of the way XNA samples textures near their edges. By setting the tex-
ture addressing mode to  (see recipe 5-2 for more information on textures and their 
addressing modes), you make sure the edges near the border of the texture are clamped to 
the color of the border pixel:

Running this should give a much smoother result at the edges of the cube.

Drawing Other Objects in the Scene
 inside the cube, your scene does not look too nice. When you load other 

anything else you render later will be rendered to the scene as if the skybox
This is how it works: whether you draw a box with lowest point (–1,–1,–1) and highest 

point (1,1,1) or with points (–100,–100,–100) and (100,100,100), they will both look the same 

comes in the model file

 will still be empty! So, 

-
mation on the z-buffer, see the last paragraph of recipe 2-1.

So, you need to add this extra line before drawing the skybox:

Make sure you turn the z-buffer
scene will be mixed up:
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Manually Defining a Skybox

the skybox loaded earlier in this chapter uses six different textures, which causes the model 
to be split up into six different meshes, all of which require a different call to  

of  calls that each render a small amount of triangles (see recipe 3-4 and rec-

the vertices of the skybox yourself, you will make sure the whole skybox uses only one texture 
so the whole skybox can be drawn in one  to 
store such a texture, you will use a . This simply is a 2D image, composed of the six 

Figure 2-9. Six sides of a skybox combined into one image

Add variables to hold , , and 
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And fill the effect and texture in the  method:

You will create the  effect file at the end of this recipe.

Tip You can create your own  images using the DirectX Texture tool that comes with the 
DirectX SDK. After installing the SDK, you should find a shortcut to this utility in your Start menu. You can 
simply select File  New and then choose Cubemap Texture. Next, you can select which of the six sides 
is displayed by selecting the side from the View  Cube Map Face menu. Alternatively, you can define the 
contents of the sides during runtime. For more information on this, see recipe 3-7.

By defining each vertex manually, it is possible to draw a skybox using a single 
 call

want the triangles to be covered with the skybox texture, you want to add texture coordinate 

sample the color data from 
 intrinsic later in this recipe.

only a position. You could of course simply use a more complex vertex format, such as the 
 struct, and leave the color data empty. This will, however, still cause this 

color data to be sent to your graphics card, which simply wastes some bandwidth. To keep 

data. See recipe 5-12 for how to define your own vertex formats:
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This struct defines a custom vertex format, capable of storing only one  that will 

winding order of the triangles into account, or some faces will be culled away. To learn more 
about culling, see recipe 5-6. When the camera is inside the skybox, none of the faces should 
be culled away, so all triangles must be wound in clockwise order, as seen by the camera inside 

-
tive to the camera in the center of the cube:

s defined earlier. The cube has 

After defining all vertices, you send them to the memory on the graphics card by putting them 
in a , as described in recipe 5-4:
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HLSL
With your vertices

 is nothing more than a 2D texture, you can use the normal texture and sampler 
definition:
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This texture will be sampled by the  intrinsic in the pixel shader in a moment, 
which takes two arguments. The first argument is the texture sampler it needs to sample the 

the usual 2D texture coordinates, the  intrinsic takes the direction from the center of 
the cube to the 3D position on the cube where the color is needed. The  intrinsic then 
calculates the corresponding texture coordinates for you.

This has some advantages. Because your camera will always be in the center of the cube, 
this direction is nothing more than the 3D position of the pixel for which color is wanted! Also, 

example, the (1,3,–2) direction is the same as the (10,30,–20) direction.
So, for each vertex of the cube, the vertex shader needs to pass its 3D position to the pixel 

shader (next to the 2D screen position, which it should calculate in all cases):

You can see that the vertex shader requires only the position of each vertex, which is pro-
vided by the vertices you defined in your XNA code. By multiplying this 3D position with the 

screen position. The original position of the vertex is passed to the pixel shader in the 
 member, because it is required by the  intrinsic.
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Note Unlike in most cases when you need the original 3D position available in the pixel shader, this time 
the 3D position is not multiplied with the World matrix, because you need the direction from the center of the 
cube to the vertex, which equals “vertex position minus center position.” Because of the way you defined the 
vertices of your cube, in the original space (called model space), the position of the center is (0,0,0), so the 
direction simply becomes the vertex position!

corresponding color, which needs to be sent to the frame buffer:

Since you already calculated the direction between the pixel and the center of the cube in 
the vertex shader, you can immediately pass this as the second argument to the  intrin-
sic, which samples the corresponding color from the texture. This color is sent to the frame 
buffer.

The Code
All the code is available for download at .

The XNA Code
 at the very top of your namespace:
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This method defines the 36 vertices required to render the six faces of your cube:
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Add this code in your  method to render the triangles using your custom effect:
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The HLSL Code
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2-9. Draw Only the Parts of the Scene  
That Are in Sight of the Camera: Octree

The Problem
 method presented in recipe 2-5 to check for each  if it is in sight of the 

a scalable approach that will determine whether parts of the scene have to be drawn and that 
will render only those parts that are in sight of the camera.
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The Solution
-

tains more than a specified number of s
of the child cubes contains too many s, also split up this cube into smaller child cubes, 
and continue this process until each cube contains no more than a specified amount of s 
or until the size of the cube becomes too small.

s
sight and does have child cubes of its own, it should simply forward this  call to its child 
cubes, until a cube is reached that is in sight and has no child cubes. As a result, only the final 
cubes that are in sight of the camera will render their models.

How It Works
-

mum number of five models will be used.
Whenever a cube that already contains this maximum number of five s gets another 

 assigned, the cube has to be split up into smaller child cubes. The only way to divide a 
cube into smaller cubes that are all identical would be to divide it into eight cubes, as shown 

Because all eight child cubes perfectly fit in their parent cube and each of the child cubes 
can again be split into eight smaller cubes, you end up with a tree-like structure. Since each 
parent node has eight child nodes, this structure is called an octal-tree, or octree for short.

octree contains more than five models, so the parent cube had to be split up into its eight 
child cubes. You can see that one child cube already has five models in it.

Figure 2-10. Cube divided into eight smaller cubes



CHAPTER 2   SETTING UP DIFFERENT CAMERA MODES IN YOUR 3D WORLD90

Now, consider the case when an additional model needs to be added to the cube that 
already contains five models. This cube would have to be split into its eight child cubes, and its 

3
Models

5
Models

Figure 2-11. Octree before adding another Model

Figure 2-12. Octree after adding another Model
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The benefit of using an octree is that the main program needs to ask the root cube only to 

call to its child nodes, which will draw its models if it contains any or propagate the call further 
to its own child cubes. This way, the octree will decide for itself which nodes to render.

The DrawableModel Class
To be able to correctly draw a , each cube of the octree also needs to remember the World 
matrix belonging to each . This World matrix also contains the position of the  in the 
3D world, so storing the World matrix and the  is enough for the octree to determine to 
which child cube the  belongs.

class, 

stored in a cube of the octree. You will also define a  action for this class, which will be 
called by the cube if the cube detects it is in sight of the camera.

select Add DrawableModel 
as the name.

 class: the  and the World 

be passed to your main application, which allows you to change the World matrix of a particu-

So, add these four variables inside the class:
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 class, the constructor will have three arguments: the 
, the 

the position is actually contained inside the World matrix, together with scaling and rotation 

You can see the position is actually the last row of elements of the World matrix.

Note You can also obtain the position contained in a matrix by calling the  method on that 
matrix. The translation component of the transformation contained in the matrix corresponds to the position 
where the  will be rendered.

Next, you will add the  method to the class, which will draw the model using its World 
matrix and transformation matrices:

This concludes the main actions of this class. However, up until now, it is not yet possible 
for the main program to access the private attributes. Although you could get away with mak-
ing them public instead of private, this is considered evil, because this allows outside code to 
read and write these properties. The nice way to provide access to these properties is through 
a getter method:
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Getter methods were introduced in .NET 2.0. They are small methods that simply return 

program can retrieve only the values of these properties; they cannot be set from the outside, 

. You 
 property. So 

 property, and it will 
also extract the new position from this new  and store it in the  property:

The getter method allows the main program to read the  property. The setter 
method receives the new  from the main program in the  variable. This vari-
able is stored in the  variable, and the position is extracted from it.

This concludes the  class. You have defined a class, which can store a model 
together with its . The model can be drawn using the current . The 
main program can update the .

The OcTreeNode Class
Now that you
The tree will consist of nodes that correspond to the cubes of the octree. You will define a 
second class, , which describes such a node. Each node can store  

, as shown earlier. This class contains a few more 
properties:
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The first line defines how many models you want a cube to store before it is split up into 
eight child cubes. Before a cube is split up, you will check whether the future cubes would not 

Next, each node needs to keep track of a few things, such as the position of its center and 
its size. Each node will be able to store a few (five, actually) 
stored in the . To check whether the cube is in sight of the camera, each cube will 
also store a , so containment between the cube and the camera frustum can easily 
be checked for.

, which 

your liking later.
Each  you create will hold its own copy of the variables discussed here. The last 

two variables, however, are static variables, which means these variables are shared among all 
. So when one 

 variable to check that 
your octree is actually working, and the 
for each model added to the tree.

The first method to add is the constructor method, which actually creates an  

The center and size are stored in the private variables, while both the  and 
 are instantiated.
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Tip Since you know the cube will have at most eight child nodes, you can specify this number in the 
constructor method of the . The nicest thing about a  is that you don’t have to specify its maximum 
capacity, but if you do specify it, the  doesn’t have to be resized when you add an element to it.

 corresponding to this cube. The constructor of a 

side length 10, you could specify the points (–5,–5,–5) and (5,5,5) if the center of the cube is the 
-

tion of both points. This is done in the last line of the constructor method.
Now would be a nice time to define the method that creates the eight child nodes. The 

method will be used shortly hereafter.

. As 
shown earlier, to create a new node, you have to specify only its center and size. The length 
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of the sides of the child cubes is half the size of the parent cube. To find the center position 
of the child cube, you start from the center position of the parent cube and add the correct 

, you have to add a posi-

These child nodes must not be created automatically once the parent node is created, 
because each child node would then also create its child nodes, and this would go on 
indefinitely. So, this method needs to be called only if a new model gets added to the node 

 method, which you can find here:

This method gets the 
you check whether the node already has child nodes, which would be indicated by the 

 
 of the node. After this has been done, you check whether the node 

now contains too many 
still large enough to be divided into child cubes.

 
method) each  of the node between the child nodes. This 

 method is explained below. When all models have been distributed among the 
child nodes, you clear the . Otherwise, this node would draw the model, as well as 
the child node, so the model would be drawn twice!

-
ately distributed to the correct child node.
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So in fact, the  method does the difficult part. This method receives the 

-
ately access the position of the :

Very nice, but until now, you have defined only private methods, meaning the main pro-
gram cannot access your nodes to add s. So, you will now define the  method, which 
can be called by the main program:

This method simply expects a model and its  from the caller. The method 
will create a  that stores both arguments. Also, the 

 variable, which will 
be incremented by 1 each time a model is added to the octree. Because this static variable is 
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shared between all nodes and is always incremented, each new  will receive a 
. Next, 

the newly created  is added to the octree.

whole tree. This  method will need the , , and . 
You could calculate the  from both matrices, but then this would need to be 

child nodes.

This is what happens: you first check the kind of containment between the camera frus-
tum and the 
cube does not have to be drawn, and neither do its children.

the node has child nodes, the  request is passed on to these nodes, which will check for 
themselves whether they are in sight of the camera.

Usage: Main Program

main program, you have to define only one node: the  variable. This is the one par-
ent cube that contains all other cubes:

 method:
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Once you have the root of your octree initialized, you can add your models to it. This can 

 method

 array 

During the draw phase of your program, you simply have to call the  method of the 
octree root! This call will be propagated to all of its children and to their children, until the 
models are actually drawn. Remember that only the contents of the cubes in sight of the 
camera are drawn!

Updating the World Matrix of a Certain Model
During the process of your application, you will want to be able to update the World matri-

a model you store in the octree: you need to be able to change the World matrix of the model 

To extend your octree so it allows changing World matrices, two more methods are 
needed in the  class. This is the first one, which is public, so it can be called by the 
main program:
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Note This approach was chosen here because it uses only the  and 
 methods, which are needed anyway. In reality, you won’t want to delete and create 

a new object each time you need to update a World matrix. Instead, you’ll want some other kind of mecha-
nism, for example, storing all matrices in one big list, so you can directly update its contents from within 
your  main program.

 
method, which searches the octree for the 
removed from the  of its cube, and the  is returned. The World matrix 
of the  is updated and added again to the octree.

 method, 
which you can find here:
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 is stored in the  variable, and it is removed from 
the .

Note In this case, you’re not using a  loop to cycle through the contents of the , 
because you’re changing the contents of the list, which is not allowed in a  loop.

 is no longer null, so the  loop is not triggered, and the 
 is returned.

 was not found in the  of the node, you will check in the 
eight child nodes. This is done in the  loop, where, as long as the  has 
not been found and not all eight child nodes have been searched, the next child node will be 
searched.

in your octree from within your main program. This will be done in the update phase of your 
program, like this:

Checking Whether It Works: Number of Models Drawn
 check whether everything is working fine. The  class contains a variable 

increased in the  method only if a model is actually drawn.

change it to public, but here, you can find another example of a getter-plus-setter method, 
which can be added your  class:

During the drawing phase of your program, you will want to set this value to 0 before you 
draw the octree. When the rendering of the octree has been completed, this variable will hold 
the number of models actually drawn to the screen, so you can output it, for example, to the 
title bar of the window:
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 see the number of 
models drawn decreasing.

Checking Whether It Works: Rendering the Borders of the Cube
 to check the structure of your octree, you can use the  method 

inside my  class to render the borders of the :

of its children. When the call has reached one of the ending nodes, the node will render its 
 using the  method.

To render the lines of all boxes of your octree, you simply have to call the  of 
the root node in the  method of your main program, which will propagate the call to all of 
its child nodes:

The  method used here is a quick-and-dirty method that renders the 

so the method can be added or dropped without a problem. Because rendering the borders of 
a 

 class:
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Tip You can use this method as an example of the usage of an indexed . First, the eight corner 
points are stored in an array. Next, you have an array of indices that point to this vertex array. Every 2 num-
bers in the index array define 1 line, so the 24 indices define the 12 lines of a cube. For more information on 
rendering primitives, see recipe 5-1.

The Code
All the code is available for download at .

The  class contains all the information and functionality required to render a 
 to the 3D scene:
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The  class can store a link to each model contained in a node, and it contains 
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s, together with their World matri-
ces, inside your octree:
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With all s stored inside your octree, you can render them using a simple call. By 
s

in the range of the camera:

, simply use the  
method defined earlier:

Extra Reading
The octree presented in this recipe is a basic one, but it should allow you to grasp the idea of 
space divisioning. The code has a few rough edges, though; for example, asking to change the 
World matrix of a  that is not present in the octree will cause an error.

Also, the  could be improved, because now the whole octree 

of all models in one list so the octree can be crawled more efficiently to find the existing 
-

tion the tree should be crawled.

models that contain an effect, because the code of the  method in the  is 
very specific. A more general approach would be to define a virtual  class that 
could be stored in the tree and a few classes that inherit from this virtual class.

familiar with the concept of an octree. With only the strictly necessary functionality added, 
the whole structure is already big enough for an introduction to octrees.

of the camera. More advanced solutions exist in the domain of occlusion culling, where the 

-
cal cubes. These rooms are connected to each other at positions corresponding to the doors. 
This way, you can perform checks to see whether a room is actually in sight of the camera or 
whether a wall or closed door is blocking the sight.
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2-10. Use a Quadtree to Hide Parts of a Grid  
That Are Not in Sight

The Problem
Terrain rendering is one of the most elementary parts of creating a game. However, using the 

severe drops in your frame rate.

The Solution
You can ease the workload of rendering a large terrain by using a quadtree. This is similar to an 
octree, because you will keep dividing your terrain into smaller quads until all of these quads 
are no larger than a specified size.

16 quad is split up into 4 
quads, which are then again split into 4 quads.

The main benefit of using a quadtree is that when it comes to rendering your terrain, you 
render only those quads that are in sight of the camera. You do this by detecting which quads 

quads that should be drawn have been filled with gray.

15840
0

15

Figure 2-13. Splitting a large quad into smaller quads (left) and quads intersecting with the 
camera frustum (right)

A quadtree is a simplified version of an octree. A quad needs to be divided only into four 
smaller quads, while an octree node needs to be divided into eight child cubes. An octree also 

with this.
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How It Works

box. Each frame, you will check whether the current box is in sight of the camera. The current 
node should forward the  call to its child nodes only if this is true.

When creating a quadtree, you should specify the maximum size of the nodes. The 
 variable

it is larger, the node should create four child nodes, stored in  to 

a link to the graphics device and a working , as well as a  and an 
 together with a 

A node is created by calling its constructor method, like this one:
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A node needs a 2D array containing all of its vertices, together with a link to the device 
and texture, as well as the size after which the nodes should stop splitting themselves into 
child nodes.

height of the current node are extracted from the 2D array containing the vertices. Given all 
vertices of this node, you calculate the bounding box using the  method 

 and  from the 
 split the node 

into four child nodes.

Creating the BoundingBox
Given the 2D array containing the vertices, you can easily store all their positions inside a list. 
The  method of the  class can generate a  from this 
list of positions:
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Generating the VertexBuffer and IndexBuffer
You can use the  and 
create a  and an 
to reshape your 2D array into a 1D array first, which you can do using this method:

This generic method accepts a 2D array of a type  (  in your 
case), finds its size, and copies its contents into a 1D array.

Note Generic functions were introduced in .NET in version 2.0. When calling a generic method, you 
specify between brackets which type should replace , like this:

Splitting a Node into Four Child Nodes
 too large, it should be divided into four child nodes. The challenge here is that 

16
vertices, it would not be possible to render triangles between the eighth and ninth column or 

node one row and column larger than the others.
9 quad can be divided into four 

quads of 5
The question that remains is, how you can calculate the number of vertices to store in 

taking the lower integer (which is done for free when dividing integers!), and adding 1 to the 
result. The other value is found by dividing the parent size by 2, taking the lower integer, and 
subtracting this from the parent size.



CHAPTER 2   SETTING UP DIFFERENT CAMERA MODES IN YOUR 3D WORLD 115

the first value. Next, 9 divided by 2 is 4.5, which becomes 4; 9 minus 4 gives you 5.
Once you know the sizes of the child quads to be created, you can use this code to create 

 vertices, needed to cre-
ate a :

Rendering Your Quad Tree
With all the
quadtree. You need to make sure you render only the quads that are in sight of the camera. 
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 method of the root node of your 
quadtree to render all nodes that are in sight of the camera.

 call to each of its four child nodes.
Each of the child nodes should do the same: detect whether they are in sight, and if they 

sight, they should actually render a grid from their vertices:

because it is used to check whether it intersects with the bounding box of the current quad, 
which would indicate the node is in sight of the camera.

 
method is called, which should render the specific quad. This code is taken straight from 
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Each time this code is executed, the  variable is incremented. Because it is a 
static variable, it is shared among all nodes of the quadtree, so at the end of the drawing pro-
cess, it will contain the total number of nodes actually rendered.

You can uncomment the last line, which will render the outlines of the  
 are being rendered, allowing you to verify whether your quadtree is 

working correctly.

Initializing Your Quad Tree
With your  class

a 1D array of  elements. Because you want to use the  
 method

to them, you first need to create a list of indices. Add this code to your  method:
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, however, 
requires a 2D array, so the last lines call the  method, which you find here:

Once again, this is a generic method, so it allows you to transform any 1D array to a 
2D array.

With this 2D array of vertices available, add this final line to your  method:

This single line generates your whole quadtree. You pass in the 2D array of vertices and a 
maximum size of 64. As long as the size of your quads is larger than 64, they will keep on being 
split up in child quads.

Using Your Quad Tree
 method:
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The first and last lines are for debugging purposes only, because they will result in the 
total number of quads actually rendered being printed to the title bar of your window.

detect whether it is in sight of the camera. The third line actually initiates the  call, which 
will crawl through all nodes of your quadtree and render only the visible end nodes.

The Code
All the code is available for download at .

You can find all the code of the  class -
ect, this could be your  method:

This  method will render all visible quads of your terrain:
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Extra Reading
This recipe introduced you to the basics of quad trees. The quad tree presented here has some 
drawbacks:

 calls can be huge, slowing down the application.

these three main problems so you are free to come up with your own solution.
The loading time is caused by the copying of vertices in smaller arrays that happens each 

time a quad is divided into four smaller quads. The reshaping also causes huge overhead. This 
problem is typically one that can be solved by doing the quadtree generation in a custom con-
tent processor so that during runtime only the vertex and index buffers need to be streamed 
from a binary file. See recipe 5-13 on the (de)serialization of a terrain.

The second issue creates problems because the graphics card wants to perform long-

than to render 1,000 triangles 1,000 times. You can solve this problem by decreasing the num-
ber of  calls. One approach would be to detect whether all four child nodes of a 

child nodes. This will render the same triangles using one  call instead of four.
The last problem causes a huge number of triangles to be rendered, because quads that 

are very far from the camera will render the same amount of triangles as the quads close to the 
camera. You can solve this problem by rendering the distant quads in lower detail using what 
are referred to as level-of-detail . This can be quite a challenge.

almost all terrain engines use a quadtree, a ROAM engine, or a combination of both. You can, 
for example, divide your terrain in patches, control these patches using a quadtree, but then 
render them using the ROAM algorithm described in the next recipe. This combines the con-
trol of a quadtree with the power of ROAM.
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2-11. Create a Real-Time Camera-Dependant 
Optimally Adapting Mesh (ROAM) Terrain

The Problem
Although you can use a quadtree mechanism as described in recipe 2-10 to make sure that 
XNA renders only those patches of the terrain that are in sight of the camera, this approach is 
not optimal. The patches that are far away from the camera are still rendered in the same high 
detail as the patches close to the camera. Some of the triangles that are being rendered will 
occupy less than even a single pixel on the screen. 

far away from the camera are rendered in less detail. When you render your terrain using dif-
ferent levels of detail, you will notice cracks at the boundaries between these levels.

The Solution
This recipe introduces you to a powerful technique where you start from two triangles span-
ning your whole terrain. On each iteration of the algorithm, each triangle will calculate its 
distance to the camera and decide for itself whether it should be split up into two triangles. 
At the end, you end up with a mesh that is optimally adapted to the current camera position.

This terrain mesh needs to be updated each time the position or rotation of the camera 
is changed. To remain optimal for the new camera situation, each triangle will also need to 
be able to decide whether it should merge with its neighbors in order to reduce the detail 
level again.

How It Works
The goal of this recipe is to start with two triangles spanning the entire terrain and create an 
algorithm where each triangle decides for itself whether it should split or merge depending on 
the current camera view.

Before you can really start, you need to find a triangle layout that can be split and merged 

triangles would need to be split in four quads of eight triangles, as shown on the right side of 

Figure 2-14. Increasing the level of detail in a quad-based layout
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easy nor clean.

Figure 2-15. 3D view of the different levels of detail showing a crack in the quad-based terrain

quad, you will work per triangle. Whenever a triangle needs to increase its detail level, you will 

increase the detail from two triangles to four triangles, which is a more controlled step.

Figure 2-16. Increasing the level of detail in a triangle-based layout

keep splitting triangles this way without creating cracks in your terrain. As an example, the left 
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Figure 2-17. Three more safe splits (left), one split causing a crack in the terrain (right)

-

Figure 2-18. 3D view of a crack caused by different levels of detail in the triangle layout

following:

dotted line indicates the split you want to make. According to the second rule here, the tri-
angle sharing the same long side (triangle B) should be split first, as shown by the dotted line 
in the top-right image. According to the first rule, however, before triangle B can be split, you 

-
ted line in the middle-left image. Before triangle D can be split, however, you need to split 

can split triangle D, as shown in the middle-right image. You can now safely split triangle B, as 
shown in the bottom-left image, and finally make the requested split of triangle A, as shown in 
the bottom-right image.



CHAPTER 2   SETTING UP DIFFERENT CAMERA MODES IN YOUR 3D WORLD124

Figure 2-19. Split process in the per-triangle layout

-
angles as possible) whenever the camera is moved, in addition to splitting your triangles you 
should also be able to merge themselves. When the two triangles A and B are merged into one, 

-
ure 2-20 illustrates this.

Figure 2-20. Merge process in the per-triangle layout



CHAPTER 2   SETTING UP DIFFERENT CAMERA MODES IN YOUR 3D WORLD 125

Initialization

and creating a 
the length and width of the image must be (a power of 2 + 1). Either you create a height map 
of this size or you start from a height map with sizes that are a power of 2 and copy the last 
row and column. To keep the focus, this recipe expects you to have a height map of sizes 
(power of 2 + 1), although you can also find the  
method in the code of this recipe.

Add this code to your  class, which loads the image and creates the corre-
sponding 

The Triangle Class
You will create a  class, which is capable of making all decisions and actions by 

and selecting Add 
.

for each triangle. These variables store the links to the three neighboring, child, and parent 
triangles:
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Figure 2-21. Triangle-to-triangle relationships

The two s will contain the 3D position of the left point and center point (see 

triangle. The indices will be needed when the triangle should be rendered. The  Bool-
ean will indicate whether the triangle is currently split, and the  Boolean 
will be needed only to make sure some calculations are not done twice for the same triangle.

Some of these variables will already be defined by the constructor, which is called when-
ever you create a new 
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As you can see, when creating a new 

render a terrain, each of its points represents a 3D position. Therefore, when creating a new 

learn how to find the indices for a grid of vertices) and then of the 3D positions corresponding 
to the left corner and the center point.

that the center point is the top (right-angled) point for both child triangles. To verify this and 

Defining the Two Base Triangles
With the general structure of the 
triangles, covering your entire terrain. You will start by rendering only these two triangles in 
the first frame. Then, each time the  method is called, you will decide whether to split 

-
angles that should currently been drawn. Add this variable to the top of your code:

 method  struc-

want to render a terrain of the same size as your height image, but when debugging, it can 
prove useful to use only a section of this image. Although the image that comes with the code 
of this recipe measures 1025 1025 pixels, for now you will use only a 33 33 subset. 

These lines define the left triangle:
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The base triangle has no parent triangle. As second, third, and fourth arguments, you pass 
the three corner points of the triangle, which correspond to the corner points of your entire 

Note that when this line will be executed, the constructor of the  class is called. 
This means that, upon creation, this triangle will by itself create two child triangles, which in 
their turn will create two child triangles. This process continues until all triangles with a size as 
small as two height map points have been created.

The right triangle is defined exactly the same way, only with different corner positions:

Adding the Links
you will implement into the  class, each  will 

need access to its parent, neighboring, and child s. Therefore, the next step is to add 
these links.

Each  has already stored a link to its parent and child triangles, but it still needs 
to know the links to its three neighbors. The trick is that a  that knows its three 
neighbors can figure out the three neighbors of its child triangles. When started from earlier, 
this mechanism will automatically calculate the neighbors of all triangles in your structure. 
Start by adding this method to the  class:

The  expects you to pass links to its three neighbors, which are stored. Next, in 
case the  has children, you want to figure out the neighbors of the child triangles so 
that you can pass the call on to the child triangles, which will in turn pass the correct neigh-
bors to their children until all s in the entire structure have stored a link to their 
three neighbors:
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All you need to do is initiate the process by calling this method on the two base triangles. 
Add this code to the end of the  method:

Each base triangle is the only neighbor of the other. These two simple calls will propagate 
through your entire structure until all s have stored the correct links to their three 
neighbors.

Moving In: The triangleList and the IndexBuffer
With the initialization phase 

During the iteration, you want to update this list so triangles that require higher detail are 
split up (replaced by their two child triangles) and so that triangles that are too detailed are 

by each  in the list storing its indices in a list, which is then uploaded to the graph-
 class that 

allows each  to add its indices to a list:

-

to keep a copy of your indices locally in the . Add these three variables to the top 
of your code:

Next, you start the process by adding your two base s to your list and then storing 
their indices in another list by adding this code to the end of your  method:
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:

As explained in recipe 5-5, you need to specify a method that is called whenever the 
device is lost. This means you also need to specify this  method, 
which is capable of copying the indices from local memory to the graphics card:

Drawing the Triangles in Your triangleList

defining a simple method that renders the triangles contained in your -
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 method:

The last line is required because you cannot change the contents of a  
while it is set as active on the graphics card.

ROAM Iteration
With the triangle structure completely initialized and the triangles currently stored in the 

ROAM mechanism itself. Each iteration, you start from the triangles drawn in the previous 
iteration, and you need to decide which triangles to split and which to merge, depending on 
the current camera situation. The following are the steps involved in each ROAM iteration. 
Note that all these lists are emptied at the beginning of each iteration, with the obvious excep-
tion of the . Although it might seem easy to take some steps together, it is not, 
and the reason will be explained during the following paragraphs.

 1. Start with the  calculated during the previous iteration.

 2. 
the .

 3. Split all triangles in the , where each triangle adds its two child triangles to 
the . This  will become the new  at the 
very end of the iteration.

 4.  whether it should be merged, and if so, 
add its parent triangle to the . Add the others to a .

 5. Add each parent triangle inside the  to the .
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 6. , add it to the  if it still needs to be 
added.

 7. Save the  in the  so it is ready to be used by the next 
iteration.

 8.  to the  
so these triangles will be rendered to the screen.

 method you can 
find next. Obviously, you still need to code the methods used by the  method. 
The  method needs to be put in your main game file, because it needs access 
to the .
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Creating the splitList

Before you can create the , each  should be able to decide for itself whether 
it should be split up. A  will base itself on the screen distance between its left corner 

screen that are between each point, and it will be larger for triangles closer to the camera than 
for triangles farther away from the camera. Only if this screen distance is larger than a certain 
threshold should the triangle need to be split up. All of this is decided by the  
method, which should be put inside the  class:

You start by checking whether the center point is in sight of the camera (see recipe 2-5). 

positions of the left and center points. This is done exactly as in each 3D vertex shader: by 
transforming the 3D position with the W  matrix, which is the combina-

, you need 
to divide the X, Y, and Z components by the W component before the X, Y and Z components 
contain meaningful values. The X,Y coordinates of the resulting value will then contain the X,Y 
coordinates of the screen position, both within the [–1,1] range. So, you extract these X,Y coor-
dinates and find the screen distance, , by subtracting the screen 
positions of the left and center point.

Only if  is larger than a specified threshold will the triangle 
decide for itself that it should split. This means that lowering the value of the  vari-
able will increase the overall detail of the terrain.

Note In this case, if the distance is less than 1/20 of the screen size, the triangle is split up. This is still a 
rather high threshold. See the last paragraph of this recipe for some thoughts on this.
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Now that each -
ate the . However, here you need to keep the discussion of the introduction of this 
recipe in mind: when a triangle needs to be split, you also need to split its bottom neighbor, 

method, which should also be added to the  class:

This method sets the  variable to , adds the current triangle to the , 
and propagates the call to its bottom neighbor and parent.

This propagation is the reason the  and  steps cannot be 
done together; otherwise, you could add a triangle to the  that would later be 
split because its child or bottom neighbor splits. This would result in the triangle as well as its 
two child triangles being drawn.

Note It’s important to first check whether the  variable is  and to set it to  as soon as 
possible. Otherwise, this mechanism would keep looping because two triangles sharing the long side would 
continuously keep calling this method on each other.

 method, which is called by 
the  method in the main game code:
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method is called. Otherwise, it is added to the .

Processing the splitList

 method. Each triangle that should be split should add its two child tri-
angles to the . However, because of propagation, it is possible that one or 
both child triangles by themselves are split. Such a child triangle should not be added to the 

, because the child triangle will take care of its own when its  
method is called.

Add the  method to your  class:

Creating the mergeList

Next, each triangle inside the  should check whether its parent triangle should 

should first perform some checks to decide whether it is actually allowed to merge. This is 
determined by the  method, which you should also put inside your  class:
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As discussed in the introduction, a parent triangle is not allowed to merge when one of 
its child triangles is currently split or when one of the child triangles of its bottom neighbor 
is split.

The next method will check whether a triangle should actually merge:

Since it is actually the child triangles that nominate their parents to merge, this method 
can be called twice during one iteration. Therefore, the  variable will be used to 
indicate whether the triangle has already been added to the  this iteration.

whether it actually should merge, in other words, whether it should not be split. 

split while its bottom neighbor does not, which would result in a crack. Therefore, you make 
sure both the current triangle and its bottom neighbor think the same about merging (see 

end of the  method:
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You start by setting the  variable to , so this triangle will not exe-
cute this method again when it is called by its second child. Next, the triangle is added to the 

to the  to avoid cracks. You also set its  variable to , so this 
mechanism is not done again for that triangle.

 variable to , but you still need 
to reset it to  at the very beginning of an iteration. An ideal place to do this is in the 

 method, because this method is called on all triangles in the . 
So, add this line as the first line in the  method:

, which is called by the 
main program code. Add the method to your  class as well:

 method, which was explained 

to the .

Processing the mergeList

 variable to  and add themselves to the 
:

Processing the leftoverList

, because they simply need to add 
themselves to the . However, because of split propagation, it is possible that 
the current triangle has been split in the meantime, so it first needs to check this:



CHAPTER 2   SETTING UP DIFFERENT CAMERA MODES IN YOUR 3D WORLD138

Updating the Indices
With the entire ROAM mechanism implemented in the previous section, the triangles that 
should now be rendered are stored in the . You still need to gather their indices 
and transfer them to the  on the graphics card. Add this method to your 
main  class:

The first lines gather the indices. Next, you transfer them to the . 
However, it takes some time to re-create a new . Therefore, you first check 
whether the current buffer is large enough to store the current list of indices. Only in case the 

integers the buffer can currently accommodate by finding its size and dividing this size by the 
number of bytes occupied by an integer.

Note See recipe 5-5 for more details about how to create and use the .

Usage
 method, make sure you call the  method to update your 

, as well as the  method, which transfers the indices to your 
graphics card:
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performance.

Orthogonal Projection Matrix

Since the ROAM triangle structure is more complicated than most other approaches, you need 
a powerful way to visualize in real time what exactly is going on, something like what is shown 

Figure 2-22. Orthogonal grid rendered on top of ROAM terrain

terrain that reaches out very far, yet the mountains close to the camera are rendered in nice 
detail. Second, rendered in white on top of that, you should notice the outlines of the tri-
angles that are being rendered. These are the same triangles that render the terrain, with two 
changes:

and where it is looking: near the camera, a large amount of triangles is being rendered, 



CHAPTER 2   SETTING UP DIFFERENT CAMERA MODES IN YOUR 3D WORLD140

corresponding to the dense white spot at the bottom-left of the white overlay. The part of the 

that are outside the sight of the camera are rendered with as few triangles as possible.

You could simply define the position of the camera high above the center of your terrain 

screen appears smaller than the same triangle in the middle of the screen. This is caused by 

two dots on the left side, the one closer to the camera will look larger than the one at the back 

grid near the borders of the screen.

Figure 2-23. Regular camera frustum (left) and orthogonal camera frustum (right)

is called an orthographic frustum

screen.

Creating the View and Projection Matrices

Start by adding both matrices to the top of your code:

Since this top-down camera never changes position or orientation, you can safely define 
both in the  method without ever having to change them again:
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usual: you position it above the center of the terrain, making it look straight down to the center 

how high above the terrain you position your camera: the triangles will have the same size, no 
matter what their distance to the camera is.

to specify the width and height of the view frustum in World units, as well as the near and 

between them.
-

diately render the grid.

Rendering the Orthogonal Grid

Since you need the same triangles to render the grid as you need to render your terrain, you 
can use almost the same method that renders your terrain to render your grid. The most 

 render state to 
the borders of your triangles:
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Because the bright white lines can be very distracting, you might want to blend in some 
of the terrain. This is a useful application of the  render state: since you cannot 
define an alpha value for each vertex (or you would have to create a custom  and 

 accepts a color, and each color is made transparent by the amount indicated by 
the  color.

from within your 
terrain:

The Code
All the code is available for download at .

Extra Reading

discuss some obvious performance improvements.
 method. This 

means that the entire mechanism is executed 60 times each second, which is far too often. 

-
ing the first cycle, you could create the , process this  during the next 
cycle, and so on. Even more, complex steps (such as creating the ) can be split up 
over multiple cycles. This allows you to specify a maximum allowed time budget to spend on 
the algorithm each frame, which allows you to easily throttle the resources allocated to the 
ROAM mechanism.

multiple parts, which can be run in parallel in different threads. This means that the algorithm 
can optimally benefit from multicore processors.
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entire patches of the terrain should be drawn in low or high detail.

2-12. Set Up a Post-Processing Framework

The Problem
You want to add a 2D post-processing effect to the final image of your XNA program, such as a 
blur, ripple, shock, sniper zoom, edge enhancement, or other post-processing effect.

The Solution
You will first render your 2D or 3D scene to the screen. At the end of the  phase, before the 

Next, you will render this 2D image to the screen, but you will send it through a custom 

manipulate each pixel of the image individually.
You could do this by using a simple  as you would any other 2D image to the 

screen (see recipe 3-1), but a  does not support alpha blending for effects with 
multiple passes (like the effect shown in the next recipe). To solve this and create a framework 
that supports all post-processing effects, you will manually define two triangles that span the 
whole screen and cover these two triangles with the final image. This way, you can use any 
pixel shader to process the pixels of the final image.

image of each into a  variable instead of to the back buffer. Only the final result 
of the last effect should be rendered to the back buffer, of which the contents are eventually 
presented to the screen.

How It Works
, 

, 

post-processing technique(s).

Because you have to define two triangles that span the whole screen, you should define 
their vertices:
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This method defines four vertices for the quad, rendered by two triangles as a 
 (see recipe 5-1). At this point, it might be helpful to remember that screen 

coordinates are specified within the [–1,1] region, while texture coordinates are specified 
within the [0,1] region.

Note Even when using pretransformed coordinates (in screen space instead of 3D space), make sure 
you think about backface culling (see recipe 5-6). When using pretransformed coordinates, your eyes are the 
camera, so you need to make sure you define your triangles clockwise on your screen. This is done by the 
previous code: the first triangle is defined from the top left, over to the top right, and then to the bottom left.

You can see that the positions are defined immediately in screen coordinates, where the 
(–1,1) point corresponds to the top-left corner of your window and where the (1,–1) point 
corresponds to the bottom-right corner. You also specify that the (0,0) top-left corner of the 
texture should be positioned at the (–1,1) top-left corner of your window and that the (1,1) 
bottom-right corner of the texture should be positioned at the bottom-right corner of your 

window.

Note Because your window is only 2D, you could argue you don’t need the third coordinate in the position 
of these vertices. However, for each pixel put on the screen, XNA keeps track of its distance to the camera in 
the depth buffer, and that is what this third coordinate is used for. By specifying 0 as distance, you indicate 
the image is drawn as close to the camera as possible (to be more exact, you indicate it is drawn on the near 
clipping plane).
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 method:

The three last variables should be initialized in the  method:

new render target has the same properties as your window; it needs to have the same width, 
height, and color format, which you can retrieve from the  structure 
of your graphics device. This way, you can simply retrieve its texture, post-process it, and 
send the result to the screen, without having to do any scaling or color-mapping operations. 

down to the texture in its original size. You also load the effect file containing your post-
processing technique(s).

manipulates it, and sends the result to the back buffer again. This is exactly what the 
 method does:

The first line resolves the current contents of the back buffer into a , in 
this case the variable 
screen. You save this as a normal , called .

 in the quad covering your whole window by 
, 

that inverts the color of every pixel in the image:
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You start by selecting the post-processing technique you want to use for drawing your 
final image to the screen, and you start the effect.

Next, you pass the  to your graphics card so your effect can sample 

card to render the two triangles that cover your entire window. You will code your effect so the 
two triangles display the image, manipulated in some way of your choice.

Note When drawing an object from a 3D world, you always need to set the World, View, and Projection 
matrices as done in many recipes of this book. These matrices allow the vertex shader in your graphics card 
to map the 3D coordinates from the object to the correct pixels on your screen. In this case, however, you’ve 
already defined the positions of your two triangles in screen space! So, there is no need for setting these 
matrices, because now the vertex shader will not change the positions of the vertices and instead will simply 
pass them to the pixel shader, as you’ll see in the HLSL code.

 of your  method:

HLSL
Only one final
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code presented in this book the same. At the bottom is the technique definition, indicating 
the name of the technique as well as the vertex shader and pixel shader it uses. Above that are 
the vertex shader and pixel shader, and at the top of the code are the variables that you can 
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Next, you set up a texture sampler stage in your graphics card, which is the variable you 
will actually use later in your pixel shader to sample colors from. You link this sampler to the 

that does not correspond 100 percent to a pixel. Here you specify your sampler stage should 
simply take the color of the nearest pixel.

Note A texture coordinate is a , with X and Y values between 0 and 1. Because these numbers 
are floats, almost any operation on them will result in a very small rounding error. This means that when you 
use such a coordinate to sample from a texture, most texture coordinates will not exactly correspond to a 
pixel in the texture but will be very close to one. This is why you need to indicate what the texture sampler 
should do in such a case.

Next, you define two structs: one that holds the information that is sent from the vertex 
shader to the pixel shader. This information is nothing more than the screen position of the 
pixel and where the texture needs to be sampled to obtain the color for that pixel. The second 

only the color.

graphics card to construct triangles from. One of the most important tasks of the vertex shader 

the positions vertices of the two triangles in screen coordinates! So, you simply want the vertex 
shader to forward its input position to its output.

Next, you come to the pixel shader, which is the interesting part of a post-processing 

-
ated, simply called . Next, the color is sampled from the  at the texture 

resulting output image would be the same as the input image, since each pixel of your win-

change something to the coordinate that is being sampled from or to the color that is retrieved 
from the original image, which is done in the next paragraph.

The  variable contains four values (for red, green, blue, and alpha) 

this inverted color in the  structure and return it.
 

texture  finally drawn to the 
screen.

Queuing Multiple Post-Processing Effects
A few additions

 method
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method:

At this moment, you have defined only the  technique, so for this simple example 

 method so it accepts this list of effects as an argu-
ment. As you can see, the beginning of the method has to be extended to allow for the 
queuing:
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you will retrieve the current contents of the  into a texture and render it again 
into the  using the current effect. There are two exceptions on this basic rule.

the 

BackBuffer

Texture2D

Effect 1

RenderTarget2D RenderTarget2D

Texture2D

Effect 2

Texture2D

Effect 3

BackBuffer

Figure 2-24. Queuing multiple post-processing effects

the back buffer into . Otherwise, get the contents of  and store 
it into . Either way,  will contain what was drawn last. As 

 on , you must have activated 
another , which is done by the very first line of the method.

the back buffer as the current render target by passing null in the  
method (you can leave this line out, as it was done at the beginning of the method). Other-
wise, you reset your custom  as the active render target.

The remainder of the code has remained the same.
As a second simple example of a post-processing technique, you can change the color 

value depending on the time. Add this line to the top of the  file:

code. Add this code to the end of your  file:
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depends on the  variable, and the red and green color components will be multiplied by 
the cosine of the same variable. Remember, a sine and cosine produce a wave between –1 and 
+1, and all negative values for color components will be clipped to 0.

Note you set the  value to a certain value, kept in . You need to specify this  
variable in your XNA code:

Also, update its value in the  method:

recipe, where the colors of the surrounding pixels are also taken into account when defining 
the final color of a pixel.
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The Code
All the code is available for download at .

screen image:

 method, you should render your scene as usual. After rendering, define 
which post-processing effects you want to be performed, and pass this list to the  
method:
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At the end of the  method, you call the  method
buffer and renders the image to the screen using one or more of your post-processing effects:
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 variable:
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2-13. Create a Blur/Glow Post-Processing Effect

The Problem
You want to add a blurred look to your
your scene.
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The Solution
Both effects are post-processing effects. See the previous recipe to learn how you can set up 
a post-processing framework. The glow effect was chosen because it demonstrates how to 
blend the outputs of multiple shader passes together.

You can obtain a blurred effect by calculating for each pixel the mean color value of some 
of the surrounding pixels and then replacing the original color of the pixel by this mean value. 

1 2 3 4 5 6

7 8 9 10 11 12

13 14 15 16 17 18

19 20 21 22 23 24

Figure 2-25. Calculating the mean color value of a pixel in a 2D texture

You find the mean of nine numbers by summing the nine numbers and dividing the 
result by 9. You find the mean color in the same way: by summing the colors of pixels 2 to 

pixels, which is 9.

16, which causes pixel 9 to “expand.” However, the color of pixel 9 itself is weakened, because 
it is also replaced by the mean of the colors of its surrounding pixels. This is shown in the 

somewhat restore the original color of pixel 9. So, you end up with pixel 9 having its original 
color and the pixels surrounding pixel 9 having a bit of the color of pixel 9, which makes it 

1 2 3 4 5 6

7 8 9 10 11 12

13 14 15 16 17 18

19 20 21 22 23 24

Figure 2-26. Creating a glow
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How It Works
There are a few caveats, however. To get a nice blur, you need to average over a lot of pixels 
around the center pixel to get a nice result. A much better way would be to first blur the image 

would take the result and blur this result vertically by averaging over a few pixels on the same 
column as the center pixel. This would give you two 1D averages, instead of one 2D average, 
which would require you to average over many more pixels to get a nice result.

Second, you should decide which pixels to average over. You get the best results by giving 
the pixels close to the pixel of interest more importance than the pixels farther away. This is 

weights corresponding to a Gaussian, which corresponds to blurring as it happens in nature.

account. The first entry has 0 offset, meaning the color of the center pixel itself will be taken 
into account. The second entry has a 0.005 offset, which will result in the sampling of a pixel 
very close to the center pixel. To make things symmetrical, you will sample the two pixels that 
are 0.005 away both to the left and right from the center pixel, and you will give both colors a 

weight, 0.0936. You continue like this until you get pretty far away from the center pixel and 
thus also assign little weight to these outliers.

together, their sum should equal 1. This makes sure no color gets lost or added in the image.



CHAPTER 2   SETTING UP DIFFERENT CAMERA MODES IN YOUR 3D WORLD158

Note The center pixel seems to have a small weight in comparison to the other pixels that are sampled. 
However, because +0 and –0 are the same, the center pixel will be taken into account twice, effectively dou-
bling its weight and making it the pixel that will have the most influence on the final result.

You will also be using an  variable so you can tweak the width of the blurring 
effect from within your XNA application:

You can already create the empty body for the  effect, based on the previous 
recipe:

You find the locations of the surrounding pixels by starting from the  of the center 
pixel and adding the value from the  array as the horizontal texture coordinate:
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 You can see that the  variable
between the pixel of interest and its neighbors.

Now inside your XNA application, you simply have to assign a value to this variable and 
activate the effect:

Vertical Blur
Now that you
adding the value from the  array to the horizontal texture coordinate, you should 
add it to the vertical texture coordinate, selecting the pixels on the same column as the pixel 
of interest:
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You will get a nicely blurred image by combining the horizontal and vertical blurs:

The Glow Effect
As explained in the introduction of this recipe, you can obtain a glow effect by starting from 
the blended image and blending in the original image a bit. This way, the original contours will 
be sharpened.

This requires you to have the blurred image present in the back buffer, so during a second 
pass, you can blend in the original image. Therefore, you will define a new technique, a glow, 
that has as a first pass the vertical blur and as a second pass a blend-in pass:

 The second pass is new. You can see three render states are changed at the beginning of 

alpha function in a few minutes. The effect will start with the first pass, so the blurred image 
will be present in the back buffer. Next, the second pass will be started, allowing you to blend 
in the original image over the image in the back buffer.
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This is the pixel shader for the second pass:

-
parency) value. When blending in XNA, the final color is found using this rule:

 to . This means 

 to , meaning 
1 – . So, 

the back buffer (in which the blurred image of the first pass is stored). The remaining 30 per-
cent will be taken from the new color you want to write to the back buffer, which, in this case, 
is sampled from the original image.

. Add it to the top of your effect file:

buffer into this  variable
chapter, you can do this easily during the first effect:
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Now that all your effects are ready, this code will first blur your image vertically. After-
ward, this result will first be horizontally blurred by the first pass of the  effect. 
After the first pass, the blurred image will remain inside the frame buffer, allowing you to 
blend in the original image!

The Code
All the code is available for download at .

As for all post-processing effects, you need to bind the texture sampler stage to the image 
containing your scene. The glow effect also expects you to store the original image inside the 

 variable.
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Extra Reading
Every finished game contains a set of post-processing effects, because they have the potential 
of bringing that extra touch to the final image. Although the blur effect is a relatively easy con-
cept, some sort of blurring or glowing is almost always used to cover some imperfections near 

A whole range of post-processing effects exists, but with the glow effect that uses multiple 
passes and alpha blending, you know the basics behind most of them.
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2-14. Write a Custom Content Importer

The Problem
You want
Because
known to XNA, the default XNA content pipeline does not know how to import and process 

The Solution
You will write a custom content importer, capable of reading in the file from disk and format-

this recipe assumes you already know how to create your own content processor. You are 
encouraged to read the introduction to the content pipeline in recipe 3-9.

This recipe will focus on the custom importer only. The  should read in 
s 

matrix. This example was chosen because a View matrix needs some processing calculations 
to be constructed, and the XNA framework comes with a default  and  
capable of serializing and deserializing 
on loading a file from disk, writing a content importer, and accepting the data in a custom 
content processor.

 storing 
the useful data extracted from the file. The custom  will process the data 
in this 

 and  for a -
izing. See recipe 4-15 and recipe 4-16 for information about coding your own s and 

s.
Because both the importer and processor are invoked at compile time, you might won-

der what good it is to split up the processing task between the importer and the processor. 

shapes this data immediately into a  instead of having two methods and an 
intermediate 

The benefit of splitting things up is that you can reuse a processor for multiple import-

transforming a  into a 
a different format from  or , all you have to do is write an importer that creates a 

 from your file, with the default 
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Figure 2-27. Defining a custom content importer and its place in the content pipeline

How It Works

looks like:

Intermediate Class

additional methods. At the end of this recipe, you can find the full code of the content pipeline 

will be the output of the content importer and the input of the content processor (which will 
use its contents to construct a View matrix). Add the custom  class, 
which can store two s:
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This class is capable of storing two s. The two getter methods allow the processor 
to access this data. The importer will need to provide all the data when calling the constructor 
method.

The ContentImporter
The  will actually read in the data from the file, so make sure that, at the top 

recipe 3-9, introducing the content pipeline):

The attribute indicates this class is a content importer capable of handling  files 
and that by default its output should be processed by the  (which 

At compile time, the importer receives the file name of the  file to be imported and 
should transform it into a . Start by opening the file and read-
ing in the first line, as done by the first two lines in the code that follows. To separate the value 
between ; you should use the simple Strip method, which in this case returns an array of three 
strings, with each string holding a number for our camera position. The next three lines con-
vert these strings to float numbers, which are in the end used to create the position Vector3.
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You read the second line from the file and convert it into the target Vector3 in exactly the 
same way:

Now, you have all the data ready to create a :

the processor should be capable of taking a .

Receiving the Data in a Content Processor
Because the  class
processor. This sample processor will process the  into a  

. See the first recipes of this chapter for information on how to construct a View matrix 
based on the position and target of a camera:
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You indicate this processor is capable of transforming a  
into a . The  and  inside the 

 
 in your

 and .

Usage
When you make sure you fulfill all nine steps of recipe 3-9, you should be able to import  

 file in your Solution Explorer, 
, 

 is chosen as the processor.

Figure 2-28. Selecting the content importer and content processor

Once the  file has been imported, all you need to load a View matrix from a  file is 

The Code
All the code is available for download at .

block links to the necessary namespaces. The first class inside the namespace is the 
 class, which is capable of storing all the required data, from the 

importer to the processor. Next is the  class itself, which is capable of reading 
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in a  file and storing the useful data inside such a 
last block is a content processor, capable of creating a View matrix based on the contents of a 

 and  capable 
of handling a 

how to create your own  and .



CHAPTER 2   SETTING UP DIFFERENT CAMERA MODES IN YOUR 3D WORLD172



C H A P T E R  3

Working with 2D Images/
Textures in XNA 3.0

Whether your game will be 2D or 3D, it will definitely use a vast amount of images. Where 
2D games need a whole set of canvas and character images, 3D games use images to cover the 
triangles that make up their 3D objects.

There are many other cases where you’ll need images while creating a game. Presenting 
the user with a nice-looking menu interface and saving a screenshot to disk are just some 
examples. Special 2D images can be required as input to very advanced effects.

This chapter covers how to load, create, show, and manipulate images in XNA. The first 
recipes are aimed at 2D games because they mainly focus on rendering 2D images to the 
screen. You’ll also find two recipes that introduce you to the content pipeline, a major com-
ponent of the XNA Framework. The more advanced recipes in this chapter show some uses 
of 2D images in a 3D game world, supported by HLSL code fragments.

Specifically, the recipes in this chapter cover the following:

user-friendly  class (recipes 3-1, 3-2, 3-3, and 3-4)

(recipe 3-6)

 class by manually 
defining their colors, saving an image to disk, and saving the contents of your back 
buffer into an image before it is sent to the screen (recipes 3-7 and 3-8)

-
work and how you can benefit from it; extending an existing content processor is used 
to introduce the content pipeline (recipes 3-9 and 3-10)

by 2D images to your 3D game world (recipes 3-11 and 3-12)

into the scene as seen by another camera using projective texturing (recipe 3-13)

173
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3-1. Display 2D Images: Load and Render Images 
Using the SpriteBatch Class

The Problem
You want to render 2D images to the screen to create a 2D game or as part of the user interface 
of a 3D game. You want an easy interface so you can specify the position on the screen where 
the image should be displayed.

The Solution
The XNA Framework provides functionality that is capable of rendering images in a very per-
formant way, in the form of the  class.

The  class has been designed with ease of use as a priority, which will be 
shown in this recipe. Still, the  class is very powerful, as it also allows you to choose 
among several ways of optimization, which you can find explained in detail in recipe 3-4.

Note Because each image is a quad, it can be rendered as two triangles, which are covered with the 2D 
image as texture. The  class does this automatically for you. Because you’ll actually be render-
ing triangles, using the  class allows you to take full advantage of hardware acceleration.

How It Works
In graphics programming, 2D images are usually called sprites. However, when a 2D image is 
used to cover a surface, it is called a texture. So when discussing the image on the screen, I’ll be 
talking about sprites. When I’m discussing the colors required to render the sprite, I’ll be talk-
ing about textures.

Loading a Texture
XNA’s Game Studio (GS) supports drag-and-drop functionality, allowing you to easily import 
textures into your project. GS supports an extensive list of image formats. First, locate the 
Content entry of your project in the Solution Explorer at the top-right of your window. You can 
simply drag an image file from Windows Explorer onto this Content item.

You can also do this manually by right-clicking the Content entry in the Solution Explorer 
and selecting Add  Add Existing Item, as shown in Figure 3-1.
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Figure 3-1. Adding a new image to your XNA project

Next, you need to add a variable to your project, which comes down to giving a name to 
the image you just imported for use in your code; this allows you to access the image from 
within your code. Add this line to your class variables:

And add the following to your class variables, at the top of your code:

Note The  variable is just a shortcut you may want to create for , because 
you will use it very often. Because you need to relink to  every time your application 
recovers focus (for example, after a minimizing operation), you should put the 

 line in the  method.
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Next, you will actually link the variable to the image, which should be done in the 
 method. If the file name of your image is  or , the asset 

name will be .

This will make the content pipeline (see recipe 3-9) load the image file from disk and 
process it into a workable variable.

Putting the Image on the Screen
In XNA, it’s easy to put an image on the screen. This is done using a  object. To 
make things easier for beginners, a  object is already declared by default when you 
create a new XNA game project, and it is already instantiated in the  method.

Caution Creating a new  object takes time and a lot of resources. Therefore, never create 
a new  object for each frame; rather, reuse one  object you created at the startup 
of your application.

In the  method of your application, you want the  object to draw your 
texture:

This will render your image to the screen. The second argument allows you to specify 

pixel of your window you want the top-left corner of the image to be positioned. The top-left 

between the left border of the window and your image, and there will be 100 pixels between 
the top border of your window and your image. You find more information about the last 
argument at the end of this recipe.

Rendering Multiple Images to the Screen
If you want to render multiple sprites to the screen, obviously you first need to import their 
textures into the project and link them to a variable, as shown previously. As its name implies, 
a single  object can render a batch of sprites to the screen. This example uses 
two separate image files and expects them to be already imported into your XNA project and 
linked to two texture variables, as discussed in the “Loading a Texture” section. Each of these 
textures is drawn to two different positions on the screen, resulting in four sprites being drawn 
to the screen:
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Drawing an Image into a Rectangle
 overload of the  method, you can immediately specify the 

target rectangle on the screen, indicating where the image should be rendered. If the target 
rectangle does not have the same size as the image, the image will be scaled automatically to 
fit in the target rectangle.

This code defines a target rectangle having the same size as your window, starting at the 
top-left (0,0) corner. As a result, the image will be stretched over your entire screen, which is 
useful if you want to render a background:

Note that the images are rendered to the screen only at the moment you call 
. This timing allows XNA to sort the images optimally. See recipe 3-4 for more informa-

tion on this.

Color Modulation
 been using  as an argument in the  call. The 

color of each pixel of the image will be multiplied by this color before it is drawn to the screen.
For example, if you specify , the red and green color channels of each pixel in 

your texture will be multiplied by 0, while the blue color channel will be multiplied by 1. This 
will completely remove the red and green components of your image. If your image consists of 
only red pixels, all pixels will turn black, because the red component is multiplied by 0.

If you specify , the red color channel is multiplied by 1, the green channel by 0, 
and the blue channel by 1. So, in the example of the red image, the colors remain unchanged.

The  argument is composed of red, green, and blue, so the red, green, and 
blue color channels will be multiplied by 1. As a result, your image will be drawn to the screen 
in its original colors.

You will want to specify other values than  to slightly decrease a color strength 
or to strengthen, for example, the blue color by decreasing the strength of the red and green 
color channels.

Tip The “Rotation and Scaling” article of the series of 2D XNA tutorials on my site  
contains an example of how color modulation can be useful.
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Using the SpriteBatch Class in a 3D Application
Whenever you activate the  to render images, the  will modify some 
settings of the graphics card. When you render some 3D objects afterwards, chances are these 
new settings will have an undesirable impact on your 3D renderings. Therefore, you may want 
the  to save the original settings of the graphics card, so it can restore them once it 
has finished:

The Code
All the code is available for download at .

This simple program renders a single image to the screen. Note the definition and initializa-
tion of the  variable and how it is rendered to the screen in the  method:
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Moving an Image Using Keyboard Input
In XNA, it’s also very easy to read out which keyboard keys are currently pressed. In this short 
section, we will move our image using keyboard input. First, we need to keep track of the posi-
tion of our image, which is done by creating a variable for it. This line should be added next to 
the other four variables in your project:
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You see that we immediately set a default position for our image. Let’s use this position in 
our  method:

This code should run without any problem, displaying the image at a fixed position. Next, 
let’s read from our keyboard. Since this should be done frequently, it should be done in the 

 method. Place the following line in the  method to read the current state of all 
keys on the keyboard:

Finally, we can use this  variable to check which keys are pressed and change our 
image position accordingly:

3-2. Rotate, Scale, and Mirror an Image

The Problem
You want to rotate, scale, or mirror an image before rendering it to the screen.

The Solution
The different overloads of the  method provided by the  class (see the previous 
recipe) allow you to do this easily.

How It Works

Rotating/Scaling/Mirroring an Image
The  method has a few useful overloads. The most complex overload is 
shown here, and the possible arguments will be discussed next:
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The first two arguments, as well as the fourth argument, have already been discussed in 
the previous recipe, because they specify the texture that needs to be drawn and the screen 
position where you want the top-left corner of the image to be positioned.

The  argument allows you to draw only a section of an image to the 
screen. This is useful if you have stored multiple images into a single image, as discussed in 
recipe 3-3. If you want to simply display the whole image, you should specify  for this 
argument.

Rotation
 argument, you can rotate the image before it is drawn to the screen. You 

need to specify the angle in radians, so if you want to rotate your image clockwise over 20 
degrees, you can specify , which will do the conversion for you.

Note 2*PI radians correspond to 360 degrees, so PI radians correspond to 180 degrees. So if you want to 
rotate over 20 degrees, you can also specify  as an argument.

The  argument allows you to specify which point in the image you want to be posi-
tioned on the screen at the position you’ve specified in the second argument. By default, this 
is (0,0). For example, if you specify (0,0) for both arguments, the top-left pixel of the image will 
be placed in the top-left corner of the screen, as indicated in the top-left image of Figure 3-2.

Figure 3-2. Image origin (offset) argument

If you have a 64 64 image and you specify (0,0) as the screen position and (32,32) as the 
image origin, the center point of the image will be positioned at the top-left corner of the 
screen, as shown in the top-middle image of Figure 3-2.
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If you specify (32,32) for both arguments, the center position of the image will be posi-
tioned at the (32,32) screen coordinate, as shown in the top-right image. Note that this yields 
the same effect as in the top-left case.

-
tion origin. In the top-left case, where you specified (0,0) as the image origin, the image will 
be rotated around this point, as shown in the bottom-left image of Figure 3-2. If you specify 
(32,32) as the image origin, the image will be rotated around its center point, as shown in 
the bottom-right image. Notice the difference between the bottom-left and bottom-right 
images.

Scaling
If you want to make your image larger/smaller before it is drawn to the screen, you can specify 
this in the  argument. By default, the scaling value is 1, meaning the image should be ren-
dered in its original size. Because this argument accepts a , you can stretch the image 

shrink the width to half of the original width, while the height is stretched to double the origi-
nal image height.

Mirroring
The  argument allows you to mirror the image horizontally or vertically. As with most 
flags, you can also specify both using 

, which has the same effect as rotating the image over 180 degrees.

Layer Depth
The last argument allows you to specify which layer the image is on, which is useful when you 
want multiple images to be drawn on top of each other. You can find more information on this 
in the next two recipes.

The Code

All the code is available for download at .

The following simple code example enables all default effects on the image before rendering it 
to the screen:
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The functionality covered in these 2 recipes should allow you to create some basic 2D 
games. For a hands-on series of tutorials that use only this functionality to create a complete 
2D game, you can read the 2D Series of XNA Tutorials on my site at .

3-3. Render Transparent Images Using Layers

The Problem
In most cases, you will want to render multiple images on top of each other. The main prob-
lem is that all images are full rectangles, so they will cover the images rendered earlier. You 
also need to make sure you render the background images first.

The Solution
depth of the images that should be rendered. 

When you call the  method, XNA can order images, so the images on the 
deepest layer will be rendered first.

and blue color information, they also carry alpha information. When transparency is enabled, 
transparent regions of an image will show the image underneath.

In XNA, you can also specify a color, which will be treated as transparent. This is useful for 
images that don’t have any transparency information encoded.

How It Works

Simple Transparency
The  class is capable of dealing with images that contain transparency informa-
tion. This is necessary in most cases, such as when you draw a 2D image of a grass terrain and 
you want to draw an image of a rock on top of that. Say this rock image is a simple white image 
with a rock in its center. If you draw this rock image over your grass, you would also see the 
white background of the rock image on top of the grass!

So, what you need to do is set the image background to transparent. This way, when you 
render the rock image over the grass, the transparent regions of the rock image will get the 
color of the grass underneath it. Note that each pixel of the image needs to specify whether 
that pixel should be transparent or not. This extra information is called the alpha value and is 
stored next to the red, green and blue channels in the alpha channel.

If you want XNA to take the transparency of your image into account, you need to enable 
alpha blending (see the “Alpha Blending” section later in this recipe) using the 

 method:
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Using Color Key Transparency
For images that don’t have transparency information, you can specify a color that will be 
treated as transparent. You do this by setting the color key inside the properties of your image. 
To do this, select your image in your Solution Explorer so its properties are shown on the 
bottom-right of your window, as shown in Figure 3-3. Find Color Key Color, and change it to 
the color of your choice (you might need to expand the Content Processor entry before this 
property shows up). Wherever this color is found in your image, it will be treated as completely 

 Color Key Enabled to True.

Figure 3-3. Setting the Color Key Color property of the texture

Using Multiple Layers
If you want to blend multiple images over each other, you somehow have to indicate which 
image should be on top. In XNA, for each image you render, you can specify the layer (or 
image depth) as a number between 0 and 1. Layer 1 indicates the bottom layer, which will be 
rendered first, while layer 0 will be rendered last, on top of all other layers. You can specify this 
value as the last argument of the  method.

You have to enable sorting by layer by setting the correct  in the 
 method, as shown in the following code snippet.

As an example, the following code will first cover the entire screen with grass. Because 
this is the bottom texture, you can safely set the layer value for these images to 1. Next, you 
will render some cliffs, which should be put over the grass. Therefore, you should render 
them to a layer smaller than 1, where you can specify any float value between 0 and 1:
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The 100 grass tiles are rendered using the double  loop. The nine images composing 
the cliff, as well as the grass tile, are stored in one image file, of which parts are displayed at 
the left of Figure 3-4. Therefore, the code first declares the rectangles in this image file where 
each of the subimages can be found. By specifying such a rectangle as the third argument, 
XNA will cut the correct subimage from the complete image. The final result is shown on the 
right of the image.
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Figure 3-4. One image containing multiple images (left) and another blending them over  
a grassy surface (right)

knows it should first render the grass, followed by the cliff.
 to  in the  method 

so XNA actually knows it should order the sprites by layer before rendering them:

Alpha Blending
The transparency of pixels doesn’t have to be “all or nothing,” as is the case with the cliff 
images, where a pixel either has to be drawn in its own color or is completely transparent. A 
pixel can also have a transparency value of, for example, 70 percent. In the example of a car 
driving over your grass, the gray windows of your car could have 70 percent transparency. 
This way, when you render your car over the grass, the final color of the windows will be 30 
percent gray and 70 percent the color of the grass behind it. You can find more information 
on this in recipe 2-13. This is called alpha blending, as you’re obtaining the final color by 
blending in two colors.

SpriteBlendModes
By default, alpha blending is enabled when drawing with the  class. However, 
you can turn off alpha blending (try this to see the difference!) or set the mode to  
blending.

In the latter case, every color you render to a pixel is added to the color that was already 
present in that pixel. So using this mode, if you draw a blue pixel over a red pixel, you get a 
purple pixel. If you draw a green rectangle over this purple pixel, you get a green rectangle 
containing a white pixel. This mode is used for effects such as fire or explosions, which are 
composed of many sprites and are additively blended, as you can read in recipe 3-12.

XNA allows you to set the blending mode of the  class as an argument in the 
 method, where you specify one of these  states:
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 turns off the blending and will render the image to the screen 
neglecting any transparency information it carries and thus overwriting any images 
already present in deeper layers.

 uses a portion of the existing color and a portion of the 
color contained in the new image, corresponding to the alpha value specified in the 
image. This corresponds to the example on the car windows.

 adds the color of the new image to the color already present 
in the frame buffer.

The Code
All the code is available for download at .

All code required in the  method was listed previously.

Extra Reading
The menu system explained in recipe 3-6 is using alpha blending and multiple layers.

3-4. Consider Performance When Using the 
SpriteBatch Class

The Problem
When using the  class incorrectly, your application will run terribly slowly if you 
want to render a large amount of images.

The Solution
As already mentioned in recipe 3-1, creating a new  class each frame or beginning 
and ending your  class between each image of your render will kill your perfor-
mance. But there are more subtle aspects you should know about.

How It Works

Performance Optimization: Sprite Sorting Modes
The  method of a  class allows you to set a . But before I go 
through the different modes, you need to know how your graphics card likes to work and cer-
tainly what it dislikes.

Drawing a 2D image to the screen is done by drawing two triangles and filling them with 
the colors found in a texture. Your graphics card likes rendering a huge amount of triangles 
at once, without being disturbed. However, whenever you need to change the texture, you’re 
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disturbing your graphics card. In other words, rendering 100 images from the same texture 
will go much faster than rendering 100 images from 100 different textures. This means that 
you can improve your performance by making sure you change the active texture as few 
times as possible.

With this in mind, you can read a discussion on the possible sprite sorting modes you can 
specify as an argument to the  method:

: This is the default . You’ll almost never want to use it, though, 
because actually no sorting is involved. Whenever you add a sprite to the batch by call-
ing the  method, the sprite is simply put on top of the stack. At the 
moment you call the  method, all sprites on the stack are drawn in the 
order the sprites were put on the stack.

the moment you call the  method, all images you have put on the stack 
are sorted by texture, before XNA actually asks your graphics card to render them. This 
way, your graphics card can draw all triangles using the same texture in one run, and 
you will reduce the number of times you have to disturb your graphics card to change 
the texture. However, in cases where you’re using alpha transparency, this can cause 
trouble, and you’ll want to use one of the next modes.

: When using alpha blending, you want the objects that are the far-
thest away to be drawn first. To see why, read the previous recipe. To this end, the 

 method, which adds an image to the  class, has an over-
load that accepts a 
should be drawn on, where 1.0f indicates the layer that is the farthest away (which 
will, for example, contain your grass) and 0.0f indicates the layer that is the closest 
by (which you can, for example, render your rock in). You can specify any number in 
between. When using the  mode, whenever you call the  
method, the images in the  will be sorted so the farthest layer is drawn first.

: This is opposite of the previous mode, so the images on the closest layer 
are drawn first. Because each pixel drawn on the screen will never need to be over-
written (because all following images are behind the ones drawn), this yields the best 
performance. However, this will not work with alpha blending (see the previous recipe) 
and will give great performance only if all images use the same texture! If the texture 
needs to be swapped ten times to draw the closest layer, your performance will be a lot 
worse than when using the  mode.

: In contradiction to all other modes, in this mode XNA will not wait for a call 
to the  method to render all images in the  class. As long 
as you add images that use the same texture to the  by calling 

, the  will put them on a stack. However, at the moment you ask to 
draw a sprite that uses another texture, the sprites on the current stack will be drawn 
first immediately.

, the sprites will be sorted, 
the render states will be set, and the triangles and textures will be sent to the graphics card. 
This allows you to use multiple objects of the  class and add new sprites to them in 
a random order, or even draw 3D objects using their own render states.
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 mode, however, the render states will be set at the moment 
you call the  method, and the sprites will be rendered after the call to 

. This means you have the opportunity to change the render states in 
between! This way, you can access more alpha blending modes or even draw the sprites 
using a custom pixel shader! However, while drawing images using the  mode, 
you should not render anything else, such as 3D objects, because you will probably change 
the render states while doing so. When you want to continue drawing sprites with your 

, the render states will not be reset, so you will be rendering sprites using the 
render states and pixel shader of the 3D object.

Performance Optimization: Storing Multiple Images in One Image File
As discussed in the previous section, the one thing you want when rendering a large number 
of sprites is that your graphics card has to change the active texture as little as possible. The 

 already helps a lot, but for a complete game you will need hun-
dreds of different images, which will cause your graphics card to switch hundreds of times 
between textures, making it quite angry.

A useful approach is to store images that are somewhat related to each other into one big 
image, like the one shown on the left of Figure 3-4. This way, you can use the  
argument of the  method to specify which part of the big image contains the 
image you actually want to draw, as shown in the code fragment of recipe 3-3.

In the image shown in Figure 3-4, each subimage contains 40 40 pixels. This code of rec-
ipe 3-3 defines a few rectangles that indicate where the subimages are positioned in the large 
image file. Specifying one of these rectangles as the third argument in the  
method will cause only this subimage to be drawn to the screen.

Using Multiple SpriteBatches
As you’ve seen up until now, the  is quite a powerful object. You could batch 
the images of an entire game into a single  and have them sorted and ren-
dered to the screen easily. However, there are cases when you might want to use multiple 

 classes.
Say you’re creating a flight game, with planes firing rockets at each other. Of course, you 

have multiple types of planes and rockets. You can store all possible rotations of a single plane 
or rocket into one big texture map, which will reduce the total number of textures needed.

You want some smoke behind the engines of the planes, slowly fading away, and a lot 
of smoke in a trail after the rockets, of course. If you render all these images using a single 

, you have a problem: you want all the images to be sorted by texture to get opti-
mal performance. However, you need the planes and rockets to be drawn first, so after that, 
you can nicely blend over your smoke sprites. This would require your sprites to be sorted by 
their !

The solution is in using two objects of the  class:  and . 
At the beginning of your  method, you call the  method of both  classes. 
Next, for each plane or rocket, you add the plane or rocket image to the  and the 
smoke behind the plane or rocket to the .

The  can be sorted by , and the  can be sorted using 
. After all images have been added to the batches, you first call the  method of 
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the , which will cause all the plane and rocket images to be sorted by texture, and 
they will be drawn to the screen with nice performance. Next, you  the , which 
will cause the smoke sprites to be blended nicely over the image.

So, you have optimal performance for rendering your planes, and yet the blending is done 
correctly!

3-5. Display Text

The Problem
You want to render some text, for example, to display some instructions or the current score.

The Solution
The  class, which is discussed in the first four recipes of this chapter, is also capa-
ble of rendering text. This is done almost the same way as with textures. Instead of importing 
a , you’ll import a , which contains the type of font and font size you want 
to use. Next, you can render your text using the  method.

How It Works
First you need to create a  file. You do this by clicking the Content entry of your 
XNA project (see Figure 3-1) and selecting Add  New item. Select Sprite Font from the dialog 
box, give your font a name (such as ourFont), and click Add.

the  property. Change this to the font you want your text to be rendered in. The next 
property allows you to select the font size, although you can scale this later.

Note You can specify any TrueType font that is installed on your computer. To see the list of installed 
fonts, open the  map (for example, by clicking the Start button, selecting Run, and typing 
this map name). The Font Name column displays all the fonts you can specify. For example, if the font name 
is Times New Roman (TrueType), you can specify Times New Roman as the  property for your font.

Note When compiling your code on another PC, the font has to be installed on this computer, or you will 
get an error.

Caution As with all art assets, make sure you check the copyright on the font before distributing your 
program.
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With the  file created, you should add a  variable to your class:

which you should initialize in the  method:

your  object loaded, you’re ready to render some text in your  method:

Caution If you use another overload of the  method, make sure you specify 
 as the first argument. Otherwise, the pixels surrounding the letters will 

not be transparent, rendering your letters as solid blocks of the color you specified!

String Length
You can query a  to find out how many pixels a certain string would occupy on the 
screen. This information can be useful to scale or cut off a string that is too long. You get both 
the horizontal and vertical size of the string:

Overloads
 has some other overloads that accept the same arguments as the 

 method. See recipe 3-2 for their explanations.

StringBuilder
Instead of just accepting strings, the  method also accepts a 

 object.  objects should be used if you’re doing lots of modifica-
tions to a string, such as appending lots of strings together in a loop. First add a  
variable to the top of your code so you don’t have to re-create one in each frame:

When you want to use the method, first clear it by setting its length to 0. After that, create 
your string, and pass the  to the  method:
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The Code
All the code is available for download at .

Your  object is initialized in the  method, together with the , 
which is loaded by default:

These two objects are all you need to render some text in your  method:

3-6. Create a 2D Menu Interface

The Problem
You want to create a 2D menu interface, which allows you to easily add new menus and 
specify their items. The menus should allow the user to scroll through the different items and 
menus using the controller/keyboard. You want to be able to define nice transition effects 
when the user browses from one menu to another.
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The Solution
You will create a new class, , which will keep track of all things related to a menu, 
such as the current state of the menu, the items in the menu, the background image, and 
more. This class allows the main program to easily create multiple instances of such a 

 and to add items to these instances. The items will be displayed using plain text 
with a font of your liking that’s installed on your system.

To allow transitions, a window will have states such as  and , as well as the 
 and  states. The controller/keyboard state is passed to the  , 

which lets the main program know whether the user has selected one of its items by passing 
the selected menu to the main program.

Giving the  the capability of storing and displaying a background image will 
greatly enhance the final result, which can be even improved by using some post-processing 
effects (see recipe 2-12).

How It Works
The main program will create a number of  objects, of which each item will link to 
another  object. So first, you have to define the  class.

The MenuWindow Class
Create a new class called . Each menu should be capable of storing its items. For 
each item, the text as well as the menu it points to must be stored. So, define this little struct in 
your  class:

Each menu will always be in one of these four states:

: The menu has just been selected and is fading in.

: The menu is the only one showing on the screen and will process user input.

: An item in this menu has been selected, so this menu is fading out.

: If the menu is not in one of the three previous states, it should not be drawn.

Therefore, you’ll need an enum to indicate the state, which can be put outside the class:
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Next are the variables needed for the class to work properly:

 will indicate how long a fade-in or fade-out transition takes. Then you need 
some variables to hold the current state of the menu, the list of menu items, and which of the 
items is currently selected. The  variable will hold a value between 0 and 1 to 
indicate how far the fading progress is in case of the  or  state.

The constructor will simply initialize these values:

You indicate that a transaction between two menus should be completed in 800 milli-
seconds, and a menu starts in  mode. You can read all about the  class and 
how to render text in the previous recipe.

Next, you need a method that allows you to add items to the menu:

The item’s caption, as well as the menu that needs to be activated when the user selects 
the item, is passed in by the main program. A new  is created and added to the 

.
You also need a method that will activate an  menu:

Like almost any component in an XNA application, this class will also need to be updated:
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This method will receive the number of milliseconds that have passed since the last 
update call (usually, this will be 1000/60 milliseconds; see recipe 1-6). If the menu is in transi-
tion mode, the  variable is updated, so after the number of milliseconds stored 
in  (800, as you specified earlier), this value reaches 1.

When this value reaches 1, the transition is over, and the state either has to be changed 
from  to  or has to be changed from  to .

Finally, you want some code that renders the menu. When the menu is , the items 
should be displayed, starting from, for example, position (300,300), with each item 30 pixels 
below the previous item.

When the menu is in  mode, the items should fade in (their alpha value should 
increase from 0 to 1) and move from the left of the screen to their final position. When in 

 mode, the items should fade out (their alpha value should decrease), and they should 
move to the right.
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When in  or  state, the  value will increase linearly from 0 to 
1, which is OK but will not give smooth starts or endings. The  method 
smoothens this curve, so the transitions will start and end smoothly.

The case structure adjusts the horizontal position and alpha values for the menu items, 
in case the menu is in  or  mode. Next, for each item in the menu, the caption 
is rendered to the screen at the correct position. For more information on rendering text, see 
the previous recipe. If the item is not the selected item, its text is drawn in white, while the 
selected item will be drawn in red.

That’s it for the basics of the  class!
In your main program, you simply need a list to store all your menus:

In your  method, you can create your menus and add them to the . 
Next, you can add items to the menus, allowing you to specify which menu should be acti-
vated next in case the user selects the item.
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This will create two menus, each containing an item that links to the other menu. After 
you’re done initializing your menu structure, the  is activated, bringing it in the 

 state.
Now you need to update all your menus during the update cycle of your program:

and render them during the draw phase of your program:

When you run this code, the main menu should come fading in from the left. You can’t yet 
move to the other menu, simply because you aren’t processing any user input yet.

Allowing the User to Navigate Through the Menus
You will extend your  class with a method that processes user input. Note that this 
method will be called only on the currently active menu:
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A lot of interesting stuff is happening here. First, you check whether the up or down key is 
pressed. When the user presses a button, the  for that key remains true as long as the 
key remains pressed! So, you need to check whether that button wasn’t already pressed the 
previous time.

If the up or down key is pressed, you change the  variable accordingly. If it 
has gone out of bounds, you bring it back into a reasonable range.

The following lines contain the whole navigation mechanism. You should note that this 
method has to return a  object to the main program. Since this method will be 
called only on the currently active menu, this allows the menu to pass the newly selected 
menu to the main program. If the user didn’t select any item, the menu will stay active and 
should return itself, which is done at the last line. This way, the main program knows which 
menu is the active menu after input processing.

So, if the user presses the Enter button, the currently active menu is moved from  to 
 mode, and the menu to which the selected item links is returned to the main program. 

If the user presses the Escape button,  is returned, which will be captured later to exit the 
application. If nothing is selected, the menu returns itself, informing the main program that 
this menu is still the active one.

This method needs to be called from the main program, which needs to keep track of two 
more variables:

The first variable holds the menu that is currently active and should be initialized to 
the  in the  method. The  should be initialized in the 

 method.
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This method calls the  method of the currently active menu and passes it 
the previous and current keyboard state. As discussed previously, this method will return  
if the user presses the Escape button, so if this is the case, the application quits. Otherwise, if 
the method returns a menu different from the active menu, this indicates the user has made 
a selection. In this case, the newly selected menu is moved from the  to the  
state by calling its  method. Either way, the menu that was returned contains the active 
menu at this moment, so it needs to be stored in the  variable.

 method
allow you to switch nicely between both menus.

Adding a Menu Title and Background Image to the Menu
The mechanism works, but what good is a menu without a background image? Add these two 
variables to the  class:

which need to be filled in the  method:

Displaying the title should be easy. However, rendering the background image could be 
troublesome if your menus use different background images. What you want is that in both 

 and  states, the image is displayed. When in  mode, the new back-
ground image should be blended over the previous one. When blending a second image over 
a first image, you need to make sure your first image was actually drawn first! This is not easy, 
because it will involve changing the drawing order of the menus.

An easier approach is to use the  argument (see recipe 3-3) of the 
 method. When in  or  mode, the image will be drawn at distance 1, the 

“deepest” layer. In  mode
drawn at distance 0. When using , first the  or  menu 
at depth 1 will be drawn. Next, if applicable, the  menu will be drawn (blending over 
the image already there) and finally all text renderings.

In the  method of your  class, keep track of these two variables:

These will contain the  and transparency value for the background image, 
which are set in the  structure:
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where  is the same as , meaning full alpha value. 
If a menu is in  or  state, the  is calculated. Next, you use this trans-
parency value to render the title and render the background image as well.

items of the menu.
Finally, you need to make sure in the  method of your main program you set 

 to :

Moving from the Menu to the Game
At this point you can create some nice-looking menus, but how can you actually make a menu 
item start the game? This can be done using dummy menus, which need to be stored in the 
main program. For example, if you want your Start New Game menu to contain items to start 
an Easy, a Normal, or a Hard game, add these menus:
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In your  method, you can instantiate these variables with null arguments and 
link them to items in :

This will add four items to your New Game menu. All you have to do next is detect 
whether either of the dummy menus has been selected. So, expand your  method 
a bit:
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You can use this  variable to make sure you’re not updating/drawing your 
menus when the user is in the game:

The Code
All the code is available for download at .

The MenuWindow Class
Here are some easy and necessary methods:
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Next, here are the methods that update the menu. Note that the  method is 
called only on the currently active menu.
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And finally, here is the method that actually renders the menu:
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Main Program
You can create the structure of your menus in the  method. Your  method 
should call the  method of each menu and call the  method:

This  method passes user input to the currently active menu and receives the 
menu that is active after the user input has been processed:
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Extra Reading
Although this mechanism is sufficient for a basic menu implementation, for a completely 
finished game design the  class should be an abstract class so menus cannot be 
instances of that class. Instead, you could create a new class for menus and a class for your 
game, which both inherit from the  class. This way, the keyboard handling and 
drawing is completely handled by the mechanism, and the ugly  variable is no 
longer required. This is the basis of the menus sample on the  site.

3-7. Create a Texture, Define the Color of 
Each Pixel, Save a Texture to a File

The Problem
You want to create a new texture from scratch and manually define the color of each pixel of 
the texture. This can be useful when you want to let the user create an image or generate an 
artificial image such as a depth map or noise map.

You want to save this or another texture to a file, for example, to generate a screenshot of 
your application or for debugging purposes.
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The Solution
Setting the color contents of an image is directly supported by the XNA Framework, as is 
saving the texture to a file in a format of your choice.

You can set and change the contents of a texture by calling the  method of the 
texture, which accepts an array containing the color value for each pixel.

You can save a texture to a file on disk using its  method.

How It Works
You should first create an array, holding the color for each pixel in the image:

The first three lines create an array that can store colors for a texture with a resolution 
 loop

this filling order, you start at the top-left corner. When incrementing the index, the pixels are 
scanned from left to right and then from top to bottom.

Finally, you need to actually create the texture and load the contents of your array into the 
texture’s memory:

After the device and the resolution of the image, you need to specify the number of mip-
maps (see the following note) that you want to be generated. The next argument allows you to 
set . By selecting , XNA will automatically gen-
erate the number of mipmaps you’ve specified. Keep in mind that the width and height of your 
image should be powers of 2 if you want to work with mipmaps.
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Note A mipmapped image contains multiple resolutions of the image. This is beneficial in a lot of cases. 
Imagine you are rendering a 3D scene, with a textured box so far away from the camera that it occupies only 
a single pixel of your window. To determine the color of this box, your graphics card will still calculate what 
it considers the right texture coordinate at which to sample the texture. When you move your camera a little 
bit, this will probably give a slightly different texture coordinate, which might correspond to a totally different 
color in the texture. As a result, moving the camera a little bit might cause the box to aggressively change 
color, resulting in a flickering pixel on your screen whenever you move your camera. A solution to this was 
found by storing multiple resolution versions of an image in the image. For an image of 64 64 pixels, if you 
enable mipmapping, XNA will also create a 32 32 version, a 16 16 version, an 8 8, a 4 4, and a 2 2 
up to a 1 1 version inside the image. Now, in case of the box being very far away, XNA will use the 1 1 
mipmap of the image. As a result, a slight change in the position of the camera will still result in a different 
texture coordinate. However, this change in texture coordinate will not result in a change of color, as the 
entire texture (of 1 1 pixels) has the same color! This means the pixel on the screen corresponding to the 
box will now keep a constant color.

The last argument specifies the format of the pixels in the texture. This is necessary so 
XNA can allocate enough memory to store the texture. Also, when retrieving the values of the 
texture, this is the format you can expect, or when you write data to a texture as you’re doing 
here, you must provide the data in this format.

Finally, you can simply store the  array in the texture:

That’s all there is to it. Saving a texture to a file is even easier:

sure the extension of your file name corresponds to this format, or you might run into trouble 
when trying to open the file with an external image viewer.

When you run your code, the file will be created in the same map as your executable. By 
default, this is in the  map.

The Code
All the code is available for download at .

This method creates a texture, fills it with color data, and returns it:



CHAPTER 3   WORKING WITH 2D IMAGES/TEXTURES IN XNA 3.0 209

The preceding method should be called from the  method, because it requires 
the device to be instantiated:

3-8. Render the Scene into a Texture

The Problem
You want to store the contents of the screen in a texture, which, for example, allows you to 
save a screenshot into a file. As another example, you may want to render the scene into a tex-
ture to be used as a depth map/refraction map or as input for a post-processing effect.

The Solution
The easiest solution is using the  method, which writes the current 
contents of the back buffer into a texture.

However, if you want the scene to be rendered into a texture only, or into a texture of a 
size you want to specify, you should first change the render target from the screen to one you 
define in memory using the  method. Once the scene has been com-
pletely rendered to that target, you can store its contents into a texture.
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How It Works
The easiest approach is to render the scene to the screen and copy the contents of the back 
buffer into a . Therefore, you first need to create a  object, 
capable of storing the contents of the back buffer. This means its size and format have to be 
the same as the size and format of the back buffer. Add this code to your  method 
to create your  object:

The first line retrieves the current , containing all details about 
the current configuration of the graphical device. These include the current width, height, 
and data format of the current back buffer. The second line creates a  object, 
based on these settings.

With your  object created, you can use it to store the current contents of 
the back buffer. In your  method, at a point where you want to capture the contents of the 
back buffer, add these lines:

This will store the current contents of the back buffer in your  variable. 
Because the  inherits from the  class, you can use it in any way you 
would use a normal . In this example, the texture is saved to file.

Caution Because of hardware constraints, after calling the  method, the 
contents of the back buffer are discarded!

Using a Custom Render Target of Size Equal to the Screen
Instead of rendering to the back buffer, you can define a custom  and activate 
this before rendering. This way, nothing will be drawn on the screen while the custom render 
target is active. A render target is exactly what the name implies: it is a piece of memory on the 
graphics card that can be used to render to. After all rendering is done, you will again copy the 
contents of this render target into a texture.

Add the variable that will hold the render target:

and instantiate it in the  method:
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You define the width and height of your render target, indicate how many mipmap levels 
it should have (see the note on mipmaps in recipe 3-6), and set the data format of the render 
target. In this example, you’re using the same values as your current back buffer.

Note As always, mipmapping (see the note in the previous recipe) can be done only if the width/height of 
your texture is a power of 2. So if you get an error when you specify any other number of mipmaps than 1, 
this might be the cause.

Once you have initialized your render target, you can set it as the active render target in 
your  method using the following line. Anything you render after this line will be rendered 
onto your custom render target:

See recipe 6-10 for an explanation of and example on the first argument of this method. You 
should place this line before the  call in your  method, because the contents of your 
render target need to be cleared before you render anything to it. Next, you render the whole 
scene, and after all rendering has been finished, you want to copy the contents of the render tar-
get into a texture. Before you can do this, though, you need to deactivate it by activating another 
render target. In this code, you set the default back buffer (which will be presented to your 
screen) as the active render target by specifying  as the second argument:

Since you’ve activated the default back buffer, anything you render from now on will be 
rendered to the screen as usual. In addition, the last line loads the contents you’ve rendered 
to the custom render target into the  variable
order:

 1. First, activate your custom render target.

 2. Clear the custom render target (if needed).

 3. 

 4. Deactivate the custom render target by activating another render target.

 5. Store the contents of your custom render target into a texture.

Setting a Custom Render Target of Size Not Equal to the Screen
You can also choose to render to a render target that has a different size than that of the 
screen. This can often be useful, for example, for intermediate steps during post-processing 
effects. Steps such as blurring, intensity, and edge detection can be done on a smaller image, 
reducing the work the graphics card has to do.

If the ratio between width and height is the same as that of the window (in other words, as 
of the default back buffer), this is not a problem.
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If you want to set a render target with a different width/height ratio than your window, 
your Projection matrix for the window will not be valid for your render target any longer, 
because it was created using the width/height ratio of your screen (see recipe 2-1). This means 
you’ll have to define a new Projection matrix that corresponds to your custom render target:

First you define the resolution you want the render target to have and create the corre-
sponding render target and Projection matrix.

The width of your new render target will be half the width of your window, while its height 
will be a quarter of the window height. As such, the ratio of this render target is different from 
the ratio of your window. If you used your old Projection matrix instead of this new one, the 
whole scene would look like it had been squashed together vertically.

Now whenever you’re rendering the scene into the new render target, you have to indicate 
you want to use your  instead of the Projection matrix corre-
sponding to the window.

The Code
All the code is available for download at .

Initialize a  object, and set it to a resolution you want. Note that if you save its 
contents into a texture, the size of the texture will be the same as the render target.
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In the  method, you activate your custom render target, clear it, render into it, 
deactivate it, and save its contents into a texture. Important to note is that you use your 

 to render 3D objects into your custom render target (shown in 
the following code). Optionally, this texture is displayed on the screen using a :

3-9. Extend the Image Content Processor

The Problem
You want to extend the default image content importer, to manipulate some pixel values, for 
example. Or, you’re looking for an introduction to the content pipeline.

The Solution
Since XNA already comes with a content importer that takes an image file as its source 
and creates a  object as its end product, all you have to do is extend the content 
processor.

Specific to this recipe, you can simply call the  method of the 
 helper class, which is provided by the content pipeline framework.

Note If you’re simply interested in alpha color keying, the image content processor automatically changes 
the pixels with magenta to fully transparent. This recipe mainly serves as an introduction to extending a con-
tent importer.
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How It Works
This recipe will be written as an introduction to the content pipeline and, more specifically, to 
extending an existing content processor. Therefore, it is important you keep the general flow-
chart of the content pipeline in mind, which is

The Content Pipeline
Before you can use an image file in your XNA project, you need to load it from a file. This 
involves reading the bytes, selecting the useful data, and running this data through a decom-
pressing algorithm if needed.

The same is true for other art assets, such as 3D models. Their data needs to be loaded 
from a file, and after a lot of data manipulations, a  object needs to be created based on 
this data.

This whole process that starts by a file on disk and results in an object ready to be used 
by your XNA project is taken care of by the content pipeline of XNA. Actually, each type of art 

for a specific type of object consists of an importer, a processor, a serializer, and a deserializer.
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Figure 3-5. The content pipeline flowchart

in from disk, its content is processed, and the result is serialized into an  binary file on 
disk. You can find these binary files in the Content submap of the map your  file is in.
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When the game is run (after compiling, when running the game on Xbox or Zune or when 
double-clicking the  file), this  binary file is deserialized, so all the useful information 
becomes readily available, without any further need of processing. The obvious advantage of 
this approach is that all processing needs to be done only once (at compile time), instead of 
each time when the game is run. A second advantage is that the  files are platform inde-
pendent, so they can be used on the PC, Xbox 360, and Zune.

Let’s dissect the compile stage a bit more, because it is executed each time you compile 
your project. The compile stage is divided into three substages:

importer, which reads the source file and extracts the useful data from the file. This 
data is stored in a standard format specific for the kind of data. For a model, this stan-
dard format is a  object, while for an image, this is a  object. 
Such standard formats are called DOM objects

processor, which actually does all the processing on the data contained in the 
, 

for example, the processor can add normal data, calculate tangents, set effects on the 
model, and much more.

serializer, or , defines how the  binary file needs to be generated 
from the output of the processor.

This approach has an additional advantage in that if you want to change something in the 
compile stage, you probably have to change only one of the three substages. For example, if 
you have created a  in a format that is not natively supported by the XNA Framework, all 
you have to do is write a new importer, which reads your file and creates a  object 
from the data contained in it. You can leave the rest of the work to the default content pipeline 
components, because the default processor for the  will take your object from 
there.

During runtime, there’s only one small stage that needs to be executed:

, or , defines how the game object can again be constructed 
from the binary data stream stored in the  file. Because no processing calculations 
need to be done here, this really takes almost no time in comparison to what is being 
done at compile time.

XNA comes with a lot of default content importers and content processors. Combining 
 and , you can import almost any image format into your 

XNA project. Combining the  or  with , you can import  
or  models on disk into your XNA project.

Note This is one example where the separation between the importer and the processor proves useful. 
Both  and  load data from disk and format the data into a simple  
object, which is in both cases passed to , which does the heavy work.
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Table 3-1. The Default Content Importers and Processors in the XNA Framework

Content Importer Input (File) Output (DOM Object)

 , , , , , , ,   
 ,  

  

  

  

  

 

  Audio project

Content Processor Input (DOM Object) Output (Game OM)

  

  

  

 Any Any

  

  

  

The XNA content pipeline comes with default serializers that can write those objects into 
a binary file at compile time and with default deserializers that can re-create your objects from 
such a binary file at runtime.

Using the Default Content Pipeline Framework Components
The key to writing/extending a content processor is in using the default objects as much as 
possible so you can reuse the components already in the content pipeline.

In this recipe, you will extend the default  so you can perform some 
changes on the image data before it is loaded into your XNA project. During compile time, you 
want the image to be read from file and its contents to be shaped in a 2D array so it becomes 
an image, and you want to change some pixels and save the resulting image to an  file.

When it comes to running your project, the  file will be read from file, containing the 
changes you made.

For the first part, reading the file from disk and transforming it into a 2D array of colors 
(whatever the format of the image file might be), you should use the default importer for 
textures.

Next, however, you will need to extend . Because this recipe focuses on 
setting up a custom content pipeline, you will simply switch all pixels with a certain color to 
another color. For a more realistic texture processor, see the next recipe.

You will want to make sure the final product of your processor is a  object 
so you can use the default serializer to save it as an  file and use the default deserializer to 
load that  file into the game during game startup.
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Figure 3-6 shows this whole process. Locate the processor you’re going to extend, as well 
as the components you’ll borrow from XNA.
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Figure 3-6. The location in the content pipeline of the processor you’ll overwrite

I’ll show images like Figure 3-6 throughout this book each time you’ll be working on a 
content pipeline so you can easily visualize on which parts you’ll be working.

Extending an Existing Content Processor
To extend an already existing content processor, a few short initialization steps are required. 
Although the steps will be straightforward for the experienced .NET programmer, I will list 
them here so you can refer to this section from all other recipes that involve extending a 
content processor. If you follow this list, you shouldn’t have any trouble getting your custom 
content pipeline to work. Each step in the list will be explained in the following sections.

 1. Add a new content pipeline project to your solution.

 2. In the new project, add a reference to .

 3. Add the pipeline namespaces to the  block.

 4. Indicate which part you’re going to extend (which method you’re going to override).

 5. Compile the new content pipeline project.

 6. Add the newly created assembly to your main project.

 7. Select the newly created processor to process an asset.

 8. Set the project dependencies.

 9. And after everything has been initialized, code the method you’ve created in step 4.
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Adding a New Content Pipeline Project to Your Solution

To extend or create a new content importer/processor, you need to add a new project to your 
solution. To do this, find your Solution Explorer at the top-right of the screen, right-click your 
solution (the top entry in the list), and select Add  New Project, as shown in Figure 3-7. In 
the dialog box that appears, select Content Pipeline Extension Library, and give your project a 
name that suits the purpose of your processor, as shown in Figure 3-8.

Figure 3-7. Adding a new project to your solution

Figure 3-8. Creating a content pipeline extension library

You should be presented with a new file, containing the namespace you just defined, as 
well as a default  class. Also note that your new project has been added to your solu-
tion in your Solution Explorer, as shown in Figure 3-9.
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Figure 3-9. Content pipeline project added to solution

Adding a Reference to Microsoft.XNA.Framework.Content.Pipeline

In the new project, make sure you add a reference to 
 (version 3.0.0.0). First highlight the new project in the Solution Explorer as shown in 

-
rect reference, as shown in Figure 3-10.

Figure 3-10. Selecting the XNA pipeline reference

Adding the Pipeline Namespaces to the using Block

You will also want your compiler to link to the newly available namespaces so all of their func-
 your  block (the last three 

lines probably are already present):
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Indicating Which Part You’re Going to Extend

The document already contains a lot of comments and a sample 
the entire namespace with the following code (note that the name of the namespace must be 
the same as the name you gave to your pipeline project in Figure 3-7), and indicate the specific 
input and output of your new processor. All this custom processor does is ask its base class 
(the default texture processor) to process its input, so this new  will behave 
the same way as the default texture processor.

In this recipe, you’re going to extend the default , so you need to 
inherit from the  class. Because of this, your  method receives a 

 object and is supposed to produce a  object as output.
In a few minutes, you’ll be coding a real  method for your custom processor; for 

now it passes only the input it receives to the base class, being the default .

Note  will be the name of your new custom processor. If you omit the  
tag and simply put in the  attribute, your new processor will have the name of your 
class,  in this case.

Note Make sure you put in the  attribute. If you don’t put it in, XNA will not con-
sider this class as a content processor. As a result, your processor will not show up when browsing through 
the list of available content processors in step 7 in the earlier list of steps.
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Compiling the New Content Pipeline Project

During the next step, you’re going to link the assemblies of this new project to your main proj-
ect, so you first need to compile the project into an assembly. Pressing F6 will do this; pressing 

Note This can take a few seconds; you can check the bottom-left corner of your window for information 
about the progress.

Adding the Newly Created Assembly to Your Main Project

Now that you have assembled your custom processor, you still need to let your main game 
project know this new processor exists. Therefore, in your Solution Explorer, find the Content 

Figure 3-11. Adding a reference to your custom content pipeline project

In the dialog box that appears, go to the Projects tab, and select your content pipeline 
project from the list, as shown in Figure 3-12.

Figure 3-12. Selecting your content pipeline project

Note If your content pipeline project is not in the list, you must have skipped the previous step.
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Selecting the Newly Created Processor to Process an Image File

When you import an image into your GS project (see recipe 3-1), you should now be able to 
select your newly created content processor to process the image. To do this, select the image 
in your Content folder, and select the content processor in the Property box at the bottom-
right of your screen, as shown in Figure 3-13.

Figure 3-13. Selecting your own content processor to process an image

Now when you compile your project, your custom processor will be used to process the 
contents of your image file!

Setting Project Dependencies

For each change you make to your custom content processor project, you have to recompile 
that project manually before your main project will see the changes. To solve this, you will 
indicate your main project depends on your content project, so each time you recompile your 
main project, the content project will be compiled first (if you made some changes to it since 
the last time you compiled).

You set the project dependencies by right-clicking your main project in your Solution 
Explorer and selecting Project Dependencies. In the dialog box that appears, you need to 
indicate your main project depends on your second project, as shown in Figure 3-14. This will 

 processor project’s  
file is built before your main project.

Figure 3-14. Accessing project dependencies
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Extending the Default Texture Processor
Now everything has been initialized, you’re ready to code your processor so it does something 
custom.

You have created a class, , that inherits from the default 
 class, and you have declared you will override the  method of that 

class. As with all content processor methods, this method is called  and receives a 
, this will be a  object, as you can 

see in Table 3-1) and a  object. This context object can be used to cre-
ate nested builds. For example, when importing a  from file, this object could contain the 
names of all texture files that also need to be loaded, together with the model. You can learn 
more about this in recipe 4-12.

As you can see in Table 3-1, in the case of a , you need to return a 
 object. The case of a texture is special (and simple) as the processor’s input 

and output have the same type. The processor you currently have simply routes its input to its 
base class:

This will cause the input to be processed by the  method of the  
class (this is possible, because you inherited from the default  class) and 
returns the resulting image to your method, so it is ready to be further processed as you like. 
For now, you simply send it immediately to the output, so your processor will give the same 
result as the default  would.

Note The case of the  is special, because the type of the input and output objects 
is the same. In this case, you could drop the line that passes the input to the  method, 
because the input is already useful as output. In more complex cases, however, you will want the 

 method to convert the input object to a workable output model for you. For example, if you extend 
the model processor, you will first want the  method to convert the input  to a 

 object for you, because this involves a lot of work. Once you have this default  
object, you’re free to extend/change it to your liking. See recipe 4-12 for an example on extending the model 
processor.

In this recipe, however, you don’t want to route the input immediately to the out-
put, because you’re interested in changing some of the color values. One of the benefits 
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that have been defined for these objects. For example, the  class has a use-
ful  method that changes the type of format the contents of the texture is 
stored in. The next line changes the contents of the  object to colors:

Because the  class is abstract, the  object will in reality be 
a  object in case of a 2D image but can also be a  or 

 object. This means the image can have multiple faces, as well as multiple 
mipmaps (see the note on mipmaps in recipe 3-7). The next line selects the first face and the 
first mipmap, which will be the only face and mipmap level available in case of a simple 2D 
texture.

The  class has a very useful method, , which replaces all 
pixels of a specified color in the image to another color:

That’s all the functionality you’ll build in for your custom processor at this time. All you 
have to do is return the altered  object:

During compile time, this object will be sent to the serializer, which will save the object 
into a binary  file at compile time. At runtime, this binary file will be loaded by the dese-
rializer, which will create a  object from it (in case your image file contains a simple 
2D image).

Now make sure you import an image into your main XNA project, select your self-made 
processor to process this image, and load it into a  object in your  
method:

Multiple Faces/Mipmaps
In this case, you’re inheriting from the  processor, which will generate 
mipmaps (instead of, for example, the ). For more information 
on mipmaps, see the note in recipe 3-7. If the imported image is a cube image, the texture 
will also have six faces. To make this recipe complete, the following code shows how to scroll 
through the faces and mipmaps:
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The first index on the  property is the face of the image. Standard 2D images will 
have only one face, while cube textures will have six faces. The second index indicates the mip-
map level. Non-mipmapped images will have only one level.

This code sets the color of your choice (in this case, black) to white for each mipmap level 
for each face of the texture.

The Code

All the code is available for download at .

Here you can find all the code you need for extending a default content importer. You should 

work, you need to have added a reference to  to 
that new project.
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3-10. Extend the Image Content Processor: 
Grayscale Conversion and Processor Parameters

The Problem
You want to extend the image processor to gain access to the color values of each individual 
pixel. Also, you want to be able to change some important parameters of your processor from 
within your main XNA project.

The Solution
In the previous recipe, you can find exactly how to extend an existing content processor. This 
will allow you to access and change individual pixel values.

All public variables you declare in your  class are configurable from within the 
Properties box of an asset, processed by your processor.

How It Works

copied from that recipe, which gives you access to all images inside the image file you loaded 
(some image files, such as a , contain multiple images):
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Inside the inner  loop, you have access to all faces of the image. Here, you will first cast 
the current face to a  object, allowing you to access each pixel individually. 
You can also immediately create a second one, which you will use to store the new colors:

Note For this example, you could get away with simply overwriting the old colors with the new ones. 
However, for many image-processing techniques, in order to calculate the new color of a pixel, you will 
still need access to the original colors of the surrounding pixels. This is no problem if you separate the new 
image from the old image.

Next, you can scan through all pixels of the image and retrieve the original color:



CHAPTER 3   WORKING WITH 2D IMAGES/TEXTURES IN XNA 3.0228

Once you know the original color, you can define the corresponding grayscale color. 
Instead of simply taking the average of the three color components, in imaging people usually 
assign more importance to the green color channel, because the human eye is more sensitive 
to this color. Also, when you retrieve the color, each color channel value will be indicated as an 

specify your colors as floats between 0 and 1. This means you need to divide the original values 
 loop:

This will replace all pixels of your image with their corresponding grayscale values. After 
the double  loop, which scans through all pixels, make sure you copy the new colors onto 
the current image face:

Debugging Content Processors
Often, you’ll feel the need to debug your content pipeline. This might be trickier than debug-
ging a normal project, because breakpoints and more of the like will be ignored at compile 
time. You have to manually attach a debugger to your content project.

For example, if you want to debug your project at the center pixel of your image, you can 
use this code:

When you compile your project, Visual Studio will prompt you to specify which debugger 
you want to use. Select New Instance of Visual Studio.

Once the debugger has been launched, you’ll want to call 
 wherever you want to place additional breakpoints.

Defining Processor Parameters
By adding public variables to your  class, you can make your processor much more 
flexible. For example, add this to the top of your  class:
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When you compile your project, you will be able to set this value from within your main 

Figure 3-15. Configuring the parameters of your custom processor

Note Depending on your computer’s locale settings, you will need to use a comma or a point as the deci-
mal separator, or XNA Game Studio 3.0 will complain that you’ve entered an invalid value.

You can use this variable as any other inside your content processor. In this example, you 
can use it to interpolate between the normal, colored image and the new, grayscale image. If 
the interpolation value is 0, the colored pixels will be stored inside the new image. If the value 
is 1, the grayscale values will be stored inside the new image.

The Code
All the code is available for download at .

Here you find the full code for the grayscale image processor:
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3-11. Make Your Scene More Impressive with 
Billboarding: Render 2D Images in a 3D World 
So They Always Face the Camera

The Problem
To look impressive, a 3D world needs to contain a lot of objects, especially when dealing with 
outdoor scenes. For example, you will need hundreds, if not thousands, of trees, or your forest 
will not look real. However, it is out of the question that you would render a couple hundred 
trees as full 3D models, because this would slow down your application tremendously.

You can also use billboarding in smaller quantities, for example, to render laser beams or 
bullets. This is usually done in conjunction with a particle engine (see recipe 3-12).

The Solution
You can solve this problem by replacing the 3D object with a 2D image. However, when the 
camera is positioned next to the 2D image, the viewer will of course notice it’s simply a 2D 
image, as you can see in the left part of Figure 3-16, where five 2D images are positioned in the 
3D world.

Figure 3-16. 2D images in a 3D scene: not billboarded (left), billboarded (right)

To solve this, for each image you will want to define two triangles in 3D space that will 
display the image, and you will want to rotate these triangles so the image is facing the cam-
era. This is shown in the right part of Figure 3-16, where the same five 2D images are rotated 
so they are facing the camera. If the images will contain trees and their borders will be trans-
parent instead of black, this would already give a nice result, while the images on the left 
would not.

The XNA Framework contains functionality that calculates the rotated positions of the 
six corner points of the two triangles of each image, by means of the  
method, but you can get a significant speed boost by performing these calculations in a vertex 
shader, which is explained in the second part of this recipe.

How It Works
As an interface of your forest or particle engine, you want to define only the position in the 
3D world where you want the center of your 2D image to be positioned and the size of the 2D 
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image in your 3D world. So, you want to keep a list that contains the 3D position as well as the 
size for each of your 2D images:

You see the billboards will be stored as a : three floats for the 3D position of the 
center and an additional float to hold the size of the billboard.

For each billboarded 2D image, you will need to calculate the six corner points of the two 
triangles that will hold the image in 3D space. These vertices will be stored in the variable on 
the last line. The  variable holds the texture (or textures) the graphics card will use to 
sample the colors from.

Tip As explained in recipe 3-4, the fastest way to render from multiple textures is by storing them in one 
large texture file so the graphics card doesn’t need to switch textures while it’s doing its job!

Load the texture into this variable as explained in recipe 3-1 by putting the following line 
in the  method:

Next, you will want to add a simple method that allows you to easily add billboards to your 
scene:

For now, this method adds only three billboards to the scene. As the fourth component 
indicates, you want the size of the middle billboard to be four times smaller than that of the 
other two, because the length of its sides is two times smaller. Don’t forget to call this method 
from the  method:

Next, you need to calculate the positions of the six corner points of the two triangles that 
will display the image in your 3D scene. Billboarding comes in two main flavors: spherical 
billboarding and cylindrical billboarding. Spherical billboarding is used mainly in particle 
engines, while cylindrical billboarding is used for rendering trees, people, and
to learn why.
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Calculating the Six Corner Points for Spherical Billboarding

Tip If you’re into HLSL, you can skip to the “Performance Considerations: Part 2” section of this recipe, 
because performing the billboarding calculations on the GPU can give your application a huge speed boost. 
The section called “Performance Considerations: Part 1” is also worth reading.

Now that you’ve defined the center locations of your billboards, it’s up to you to calculate 
the six corner points of the triangles surrounding the center point:

The code shown previously will first create an array that is capable of storing six vertices 
for the two triangles of each of your billboards. Next, for each of your billboards stored in the 

, you find the center and the size. The remaining part of the  loop will be the 
code that actually calculates the position of the six vertices.

For each 2D image, you will need to define two triangles so you can define a quad 
or rectangle in 3D space that holds the 2D image. This means you will need to define six 
vertices, of which only four are unique. Since they need to display a texture, you want a 

 to hold each of them.
Since the  contains the center position of each quad, you want all of the ver-

tices to have the same distance to the center
to/from the X and Y components of the center to obtain the positions of corner points. For 
example, the following three positions hold the offsets from the center position defining one 
triangle, where  is DownLeft and 

If you add the center position of the billboard to each of these positions, you get the posi-
tions of the corners of one triangle in 3D space. However, these positions will remain the 
same, no matter what the position of the camera is. So if you move your camera next to the 
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triangle, you’ll see the side of the triangle, as on the left side of Figure 3-16. You want the tri-
angle to always face the camera, so you need to perform some kind of rotation on these offsets, 
depending on the position of the camera. This can get quite mathematical, but luckily XNA 
can immediately generate a matrix for you that you can use to transform these offsets. Add this 
line in the  loop:

To be able to create this billboard matrix that rotates the positions of the triangles so the 
image is facing the camera, XNA needs to know the position of both the quad and the cam-
era, as well as the Forward vector of your camera. Because you want spherical billboarding 

vector.

Note When you rotate your camera upside down, the quads will be rotated so they still remain upward 
relative to the camera. To demonstrate this, the sample code uses a simple arrow that points upward as the 
texture. Also, to allow you to rotate the camera unrestrictedly in the sample, the quaternion camera of recipe 
2-4 was chosen instead of the quake camera of recipe 2-3.

Once you have this matrix, you can find the rotated offsets by transforming them with this 
matrix:

The first line defines the static offset, not taking the camera position into account. You 

offset by the scaling value so the quad will have the size you specified in the  
method. Now that you know your offset between the corner and the center, you actually trans-
form it by the matrix. Finally, you store this transformed position, together with the correct 
texture coordinate, into the vertices array.

If you do this for all three positions of a triangle, the resulting triangle will be facing the 
camera.

Note You apply the transformation only to the offsets: the translation of the vertices toward its center 
position in 3D space is performed automatically by the matrix transformation! That’s one of the reasons you 
had to specify the center position of the quad when you created the .
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You need to perform this transformation for each of the offsets. Since the two triangles 
each share two points, you need to perform only four transformations. This is what the 

 method looks like:

For each entry in , this method will calculate four points in 3D space, so the 
resulting quad is facing the camera.
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because the rotations of all your billboards have to be adjusted accordingly! To be safe, you 
can call it at the end of the  method.

Rendering from the Vertex Array
Once you have all vertices containing the correct 3D position and texture coordinate, you can 
render them to the screen in the  method

You want to render from the  array, whose vertices describe a list of 
triangles. Since each 2D image is a quad, it requires two triangles to be drawn, so you will be 
rendering a total of  triangles. Since you’re rendering a , 
this number equals .

Performance Considerations: Part 1
When playing around with billboards, you can easily get yourself into situations where you 
need to render thousands of billboards. You can, for example, define a few thousand bill-
boards like this:
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This will completely fill a cube starting from (–10,–10,–10) to (9,9,9) with billboards of side 
-

billboards will be drawn.
Your PC is able to render this many billboards only because you are using one big vertex 

array to store them all. This way, your graphics card can process the whole task of drawing the 
16,000 triangles in one big, single run, which keeps your graphics card happy.

The sample code also includes a minor variation of the code presented previously. In that 
code, for each billboard, a new vertex array is created and filled with the six vertices for that 
billboard, exactly the same way as shown previously. Then, for each billboard, the graphics 
card is issued to render two triangles from the six vertices, and the whole process starts over 
again.

angry.
 only to 3 before I got some serious hiccups 

in the frame rate. This corresponds to only 216 billboards drawn!
So, the bottom line is, as always, keep your graphics card happy by letting it do its work in 

one big run. Always try to render your scene from as few vertex buffers/textures as possible.

Calculating the Six Corner Points for Cylindrical Billboarding
In some cases, you do not want the quad to be rotated so it exactly faces the camera. For exam-
ple, if you are creating a forest using 2D images of trees, you want each image to be rotated 

the billboards are rotated along the three axes, so they completely face the camera.
Imagine the case where you have some images of trees and you move the camera exactly 

of Figure 3-17. At the bottom-left part of the same image, you see that in order to get the quads 
facing the camera, the trees are rotated in quite an unnatural way. This will give some very 
strange effects when the camera is moved over the forest.

What you want is that the quads holding the images of the trees are rotated only along the 

give a result as shown in the upper-right part of the image.
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Figure 3-17. Spherical billboarding (left), cyclindrical billboarding (right)

Note This kind of billboarding is labeled cylindrical, because when you position the camera inside a lot of 
such billboarded images, they will create a cylindrical tunnel. This is caused by the fact that they are allowed 
to be rotated along only one direction. Figure 3-18 shows such a tunnel.

The code to calculate the corner points of each billboard is almost the same as in the first 
part of this recipe. You only need to use another billboarding matrix, which can be created 
using the  method:

As an extra constraint to the rotation, you can now specify the single direction around 

the rotation more accurate when the camera is very close to the object, you can also specify 
 the camera.
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Figure 3-18. Even more cylindrical billboarding

Performance Considerations: Part 2
The first part of this recipe showed how you can create a billboarding engine in XNA code. 

graphics card, as you can read here.
Say you want to render 1,000 billboarded 2D images in your 3D scene. Whenever the cam-

era changes position, you need to recalculate the positions of the four corner points of each 
of your images so they are again facing the camera. Targeting an update rate of 60 updates/
second, this comes down to calculating 4,000 3D positions 60 times each second, which has to 

be created to hold the two triangles needed to display each billboard.

as general game logic.

This requires the graphics card to put this data in nonoptimal memory and puts a lot of traffic 
on your PCI-express (or AGP) bus.

Wouldn’t it be incredible if you just had to store the 3D center position and size of each 

(the calculation unit on your graphics card) perform all the billboarding calculations instead 

important benefits:

much
calculations)

no
more important work

And it introduces no drawbacks. This is almost starting to sound like a cheap infomercial!
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Preparing Your Code for HLSL Billboarding
You can still use a list to keep track of your billboards, so you can use the  
method without any modification. The  method, however, will be simplified, 

A billboard will still be drawn using two quads, so for each billboard you will still need to 

vertices surrounding a billboard so the billboard is facing the camera.

To do this, the vertex shader needs to know the following information about each vertex:

 of the billboard to which the vertex belongs

billboard so the vertex shader can calculate the corresponding offset from the center

them to sample at the right location from the texture

Note Obviously, your vertex shader also needs to know the location of the camera in 3D space before 
it can rotate the billboards so they are facing the camera. This camera position is the same for all vertices, 
however, and should therefore be set as an XNA-to-HLSL variable, instead of storing this position inside 
each vertex.

This means that one part of the information carried by all six vertices belonging to a 
billboard will be the same: the 3D position of the center of the billboard. As information that 
identifies the vertex as one of the four corner points, you could, for example, pass a number 
between 0 and 3, where 0 means, for example, the top-left corner points and 3 the bottom-
right corner points.

However, you are already passing this kind of information to the vertex shader by means 
of the texture coordinate! Indeed, a (0,0) texture coordinate indicates the current vertex is the 
top-left corner point, and a (1,0) texture coordinate indicates a top-right corner point.

As a summary: for each billboard you want to draw, you need to render two triangles, so 
you need to pass six vertices to the vertex shader. These six vertices will carry the same posi-
tional data: the center of the billboard. Each of the six vertices will also carry its specific texture 
coordinate, required for correctly texturing the two triangles, but in this case the texture 
coordinate will also be used by the vertex shader to determine which corner point the current 
vertex is, so the vertex shader can calculate the offset of the current vertex to the center of the 
billboard.

So in your XNA code, adjust the  method so it generates these vertices 
and stores them in an array:
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For each billboard in your list, you add six vertices to your array. Each of these vertices 
contains the center position of the billboard, as well as its correct texture coordinate.

The great news is that you have to call this method only once at the beginning of 
your application, since the contents of this array don’t need to be updated when the cam-
era is changed! So, call it, for example, from the  method, after the call to the 

 method:

vertex shader. Let’s start with the case of cylindrical billboarding, because it’s a tiny bit easier 
than spherical billboarding.

Note You could definitely benefit from storing this data in the memory on the graphics card, since you 
won’t be updating its contents. You do this by creating a  from your  
array. See recipe 5-4 on how to create a .
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Vertex Shader for Cylindrical Billboarding
As with all HLSL code in this book, let’s start with the variables passed from your XNA applica-
tion to your shaders, the texture stages, and the vertex/pixel shader output structures:

As always when you need to render a 3D world to a 2D screen, you need World, View, and 
Projection matrices. To perform the billboarding calculations, you also need to know the cur-
rent position of the camera. Since you’ll start with cylindrical billboarding, you need to define 
around which axis the image is allowed to be rotated.

You’ll need only one texture stage, to put the actual image on the two triangles. For each 
vertex, the vertex shader will produce the mandatory 2D screen coordinate, as well as the cor-
responding texture coordinate. For each pixel, the pixel shader will output the color.

In case of billboarding, the vertex shader is responsible for calculating the offsets to the 
center. Let’s start with some shader code that adds only the offsets to the vertices; the real bill-
boarding will build on this code:
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For each vertex, the vertex shader receives the position and texture coordinate you 
defined in your XNA application. Note that this position is the 3D position of the center of 
the billboard. The multiplication with the World matrix allows you to define a global World 
matrix so you can rotate/scale/translate all your billboards at once. The final center position is 
stored in a variable called , which will be the same for the six vertices belonging to one 
billboard.

offset the individual vertex from the center of the billboard. Take a look at how you want to 
offset the six vertices from the center in Figure 3-19, where the two triangles for a billboard are 
shown. Note the four texture coordinates outside the two triangles and the six vertex indices 
inside the corners of the triangles.

(0,0) (1,0)

(0,1) (1,1)

0 1

5

3

4
2

Figure 3-19. Offset between the six vertices and the center
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The next code block calculates the final 3D position of the specific vertex. First, you start 
from the center position. Next, you want to find out whether the current vector needs to be 

at the X texture coordinate of Figure 3-19: a vertex with texture coordinate (0,0) is the top-left 
vertex, so it needs to be shifted to the left. A vertex with texture coordinate (1,0) is the top-right 
vertex, so it needs to be shifted to the right.

for a right vertex!
The same approach holds for the Y texture coordinate: a (0,0) texture coordinate means 

top-left vertex, and (0,1) means bottom left. So if the Y texture coordinate is 0, you have a top 
vertex; if it is 1, you have a bottom vertex.

the correct 3D position of the specific vertex.
That’s it for the code specific to this recipe. All you have to do now is transform this 3D 

position to 2D screen space as usual by transforming it with the ViewProjection matrix. Before 
you can transform this  by a 4 4 matrix, you need to make it a , by adding a 1 as 
the fourth coordinate.

When you use the pixel shader belonging to this technique, all your billboards will be 
nice-looking quads, but they all are parallel to each other. This is because you haven’t yet used 
the camera location in the code that calculates the offsets, which you’ll want to use to rotate 
your triangles so they are facing the camera.

the billboard: it is the allowed rotation direction, passed to the shader by the XNA app in the 
 variable.

An example of two billboards, holding, for example, two trees, is shown in the left part of 
Figure 3-20. Since you specify the allowed rotational direction in your XNA application as the 

Up Side
Up

Side

Figure 3-20. Two images cyclindrically billboarded
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The Side vector of the billboard is not known a priori. But, as always, you can find this. 
To this end, you need to know the Eye vector, which is the vector going from the eye toward 
the center of the billboard and is shown as a dotted line in Figure 3-20. One thing you know 

shown in the right side of Figure 3-20, displaying the same as the left part of the image from 
a different angle.

You can always find the vector that is perpendicular to two other vectors by taking the 

Translated into HLSL code, the inner clockwork of the vertex shader becomes the 
following:

You can find the Eye vector as you would find any vector going from point A to point B: by 

to be specified by your XNA code. Since the Side vector is perpendicular to the Eye vector and 

control over the final size of your billboard), so you normalize both vectors.

from earlier that transforms the 3D position to a 2D screen coordinate. Now your vertex 
shader uses the current position of the camera to calculate the final 3D position of the vertices, 
so your vertices will change their position whenever the camera is moved!

Finishing Off the Billboarding Technique: Pixel Shader and Technique Definition
Now that your vertex shader is capable of calculating the correct 3D coordinates for the verti-
ces, all you need to do is put the texture over the triangles in the pixel shader:
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And of course here is the definition of the technique:

That will be all for the moment. All you need to do is import this HLSL file (which I called 
) into your project and load it into a variable in your  method:

Now in your  method, you can set the required XNA-to-HLSL variables and finally 
render the billboards!

for your billboards.
If your PC is equipped with a separate graphics card, you should be able to render many 

more billboards now than with the XNA-only version.

Vertex Shader for Spherical Billboarding
The difference between cylindrical and spherical billboarding is that in spherical billboard-
ing each billboard has to completely face the camera. In the words of your vertex shader 
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Cylindrical billboarding, only the Side vector was perpendicular to the Eye vector).

because this no longer is known a priori as was the case in cylindrical billboarding. To help 

Since you want the billboard to completely face the camera, you can say that the Side vec-

left part of Figure 3-21 so you can see that the Side vector is perpendicular to this plane. Since 
they are perpendicular, you already know how to find the Side vector: it’s the cross product 

Figure 3-21. Finding Side and Up vectors for spherical billboarding

the vector that is perpendicular to the Side vector and the Eye vector. I’ve colored the plane of 
the Side and Eye vectors in the right part of Figure 3-21, so you can again try to visualize this. 

Eye and Side vectors:

This is all that needs to be changed when going from cylindrical to spherical billboarding! 
Just make sure you’ve defined the  variable . . .

. . . and a new technique:
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 . . . and since you can use the same pixel shader, you’re ready to go!
Be sure to call the correct technique from within your XNA project and to set the  

parameter:

The Code
All the code is available for download at .

Note that you can find sample code for the main four flavors of billboarding and the code for 
the addendum to this recipe:

: Spherical billboarding

: Cylindrical billboarding

: Spherical billboarding

: Cylindrical billboarding

: Sizeable spherical billboarding

First you have the method that defines where to put billboards:
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And here is the code that transforms this into a vertex array:

The following code invokes the correct technique, sets its parameters, and renders from 
the array:
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On the HLSL part, you have the vertex shader:

And here is the trivial pixel shader:

Passing Additional Information
In case you want to set the size of the billboards generated by your vertex shader or pass 
other information from your XNA app to your vertex shader, you somehow need to be able 
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to add this information to the information contained in each vertex. You could do this by 
using, for example,  and storing the size in a component in the 
Normal vector.

However, this would simply move the problem, and you would meet the same problem 
again when you needed to pass real Normal data with your vertex data. So in order to remain 
general, you want to create your own vertex format, which can hold positional texture as well 
as some additional data. For more information on creating your custom vertex format, see 

You see this format accepts an additional , called , next to 
the usual  and  information. You identify this extra  as another 

. To distinguish both s, notice that they differ in the last 
argument, which is the index. This means the real texture coordinate can be accepted in the 
vertex shader as  and the additional  as 

Next, you replace every occurrence of  with your newly defined 

can adjust your  method and pass up to four additional float values with 
every vertex:
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In this example, you will make the size of the billboard changeable. The first argument 
of the extra , 0.8f in this case, will be used to scale the width of the billboards, and the 
second argument, 0.4f in this case, will scale the height. This will result in the width of your 
billboards being twice their height.

That’s it for the XNA code; all you have to do is accept this extra  in your vertex 
shader as :

Now you can access the extra  as the  variable throughout your vertex 

This sample uses only the x and y values of the , while you can also access the z and 
w values if required. You can find the resulting code in the samples.
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3-12. Create a 3D Explosion Effect/Simple 
Particle System

The Problem
You want to create a nice-looking 3D explosion effect somewhere in your 3D world.

The Solution
You can create an explosion effect by additively blending a lot of small fireball images (called 
particles) over each other. You can see such a fireball particle in Figure 3-22. Note that a single 
particle is very dark. However, if you add a lot of them on top of each other, you’ll get a very 
convincing explosion.

Figure 3-22. Single explosion particle

At the start of the explosion, all of these particles are at the origin of the explosion, which 
will result in a bright fireball because the colors of all images are added together. You will 
obtain this using additive blending when rendering the particles.

As time goes by, the particles should move away from the origin. Additionally, you’ll want 
each of the particle images to get smaller and lose their color (fade away) while they’re moving 
away from the center.

simple 2D images displayed in a 3D world, each of these images needs to be billboarded, so 
this recipe will build on the results of recipe 3-11.

You’ll be building a real shader-based particle system. Each frame, the age of each particle 
is calculated. Its position, color, and size are calculated depending on the current age of the 

remains available for more important calculations.

How It Works
As mentioned previously, this chapter will reuse the code of recipe 3-11, so a basic under-
standing of spherical billboarding is recommended. For each particle, you’ll again define six 
vertices, which you’ll want to define only once so they can be transferred to the graphics card 
and remain there untouched. For each vertex, you’ll want the following data to be available to 
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for billboarding) (  = three floats)

 = two floats)

 = three floats)

time. For example, it can calculate how long the particle has been alive. When you multiply 
this age by the direction of the particle, you can find how far it’s off the original position of the 
particle, which was the center of the explosion.

You will need a vertex format that is able to store all this data for each vertex. You’ll use 
a  to store the position; a  to store the second, third, and fourth items; and 
another  to store the last two items. Create a custom vertex format that can store this 

This looks a lot like the vertex format defined in recipe 3-11, except that it stores a  
instead of a  as the second argument, allowing two more floats to be passed on to your 
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vertex shader for each vertex. To create the random directions, you’ll need a randomizer, so 
add this variable to your XNA class:

You need to initialize this, such as in the  method of your  class:

Now all is set so you can start creating your vertices. The method that generates the verti-
ces is based on recipe 3-11:

This method should be called whenever you want to initiate a new explosion, and it will 
receive the current time from the calling method. First, you define how many particles you 
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want in your explosion and create an array that can hold six vertices for each particle. Next, 
you create these vertices. For each particle, you first store the , where you can indi-
cate where you want to position the center of your explosion.

Next, you want to give each of your particles a unique direction. You can do this by gen-

 based on these values and normalize 
the  to make all random directions of equal length.

Tip This normalization is recommended, because the (0.5f,0.5f,0.5f) vector is longer than the (0.5f,0, 
0) vector. So if you increment the position with this first vector, this particle would go much faster than if 
you used the second vector as the direction. As a result, the explosion would spread like a cube instead of 
like a sphere.

Next, you find another random value, which will be used to add some uniqueness to each 
particle, because the speed and size of the particle will be adjusted by this value. A random 

of speed 0 anyway?).
Finally, you add the six vertices for each particle to the array of vertices. Note that each of 

the six vertices stores the same information, except for the texture coordinate, which will be 
used by the billboarding code in your vertex shader to define the offset between each vertex 
and the center of the billboard.

HLSL
Now that you have your vertices ready, it’s time to start coding your vertex and pixel shader. As 
usual, you start with the variables passed from XNA to your HLSL code, the texture samplers, 
and the output structures of your vertex shader and pixel shader:
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Because you will billboard each particle of your explosion, you will need the same vari-
ables as in the recipe on billboarding. This time, you will also need your XNA application to 
store the current time in the  variable so your vertex shader can calculate how long each 
particle has been alive.

As in recipe 3-11, your vertex shader will pass the 2D screen coordinate of the vertex, 
together with the texture coordinate to the pixel shader. Because you’ll want the particles 
to fade away after some time, you’ll also want to pass some color information from your 
vertex shader to your pixel shader. As usual, your pixel shader will calculate only the color 
of each pixel.

Vertex Shader
Your vertex shader will need to billboard the vertices, so you can use this method, which con-
tains the useful spherical billboarding code of recipe 3-11:

In a nutshell, you pass the center of the billboard to this method, together with the tex-
ture coordinate (required to identify the current vertex) and how big you want the billboard to 
be. The method returns the billboarded 3D position of the vertex. For more information, see 
recipe 3-11.
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Now it’s time for the vertex shader, which will make use of the method defined previously:

This vertex shader receives the  and the two s you stored for each vertex. 
First, the content of this data is stored in some more meaningful variables. The position of the 
center of the billboard was stored in the . You defined the x and y components of the 
first  to contain the texture coordinate, and the third and fourth components stored 
the time at which the particle was created and how long it should be visible. The last  
contained the direction in which you want the particle to move and an extra random float.

At this moment, you can find how long the particle has been alive by subtracting the 
 from the current time, stored in the  variable. However, when working with 

time spans, you always want to work with relative values between 0 and 1, where 0 means the 
beginning of the time span and 1 means the end of the time span. So, you’ll want to divide the 
age by the maximum age at which the particle should “die”:

Always check stuff like this for yourself: when the particle is really new,  will be the 
same as , and  will be 0. When the particle is nearing its end, the age will 
almost equal , and the  variable will almost equal 1.

Let’s first adjust the size of the particle according to its age. You want each particle of the 
explosion to start big and then get smaller as it gets older. However, you don’t want it to com-
pletely shrink away, so for example you can use this code:

This looks a bit scary, but it’s more understandable if you visualize it, as is done in the 
left part of Figure 3-23. For each  of the particle on the horizontal axis, you can find 
the corresponding size on the vertical axis. For example, at  = 0, the size will be 1, and 
at 
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Figure 3-23. Size in function of relAge; displacement in function of relAge

However,  continues to increase after it has become 1. This means size will become 
negative (as you can see in the following code, this will cause the image to stretch in the oppo-
site direction). So, you will want to saturate this value between 0 and 1.

Because particles of size 1 are too small in your application, simply scale them up by mul-

the size by the random value of the particle, so each particle has its own starting (and this end-
ing) size:

Now that you have the size decreasing as the particle gets older, the next thing to calculate 
is the 3D location of the center of the particle. You know the original 3D location (the center of 
the explosion), as well as the direction in which the particle has to move. All you need to know 
is how far the particle has been moved into this direction. Of course, this also corresponds to 
the age of the particle. An easy approach would be to assume the particle keeps on moving at a 
constant speed, but in reality this speed decreases after a while.

Take a look at the right part of Figure 3-23. The horizontal axis again represents the age 
of your particle, while the vertical axis indicates how far the particle has moved from the 
center of the explosion. You see that first the distance increases linearly, but after a while, 
the distance increases a bit more slowly, and at the end the distance does not change that 
much anymore. This means that at the beginning the speed will remain constant and that 
at the end the speed of the particle will almost be 0.

You’re in luck—this curve is simply one quarter of a sine wave. For any given  
between 0 and 1, you can find the corresponding displacement of the curve using this 
function:

A whole sine wave period stretches from 0 to 2*pi=6.28. Since you want only a quarter of 
that period, you divide by 4. Now for  going from 0 to 1,  will have a 
value corresponding to the curve in the right part of Figure 3-23.

Note While the sine works perfectly in this case, it isn’t the mathematical equivalent of what’s happen-
ing in reality. I’ve chosen the sine as the simple paragraph that would otherwise need to be replaced by two 
pages of math, which would draw your attention away from the code too much. The correct approach for 
finding the current displacement is discussed in detail in the 2D explosion tutorial on my site.
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You will want to multiply this value to make the particle move a bit farther from the cen-
ter. In this example, a factor of 3 is a nice value, but feel free to experiment. Larger values will 
cause larger explosions. Also, this value is multiplied by the random value, so each particle will 
move at a unique speed:

Once you know how much the particle has moved in its direction at the given time, you 
can easily find its current 3D position:

The last line adds some gravitational force to the explosion. Because the  variable 
will contain the current time in milliseconds, this line pulls the particles down one unit each 
second.

Tip If you want to explode a moving object, such as an airplane, you simply need to add a line that pulls 
all particles into the direction the object was moving. You’ll need to pass this direction as an additional 

 variable inside your vertices.

Now that you have the 3D location of the center of the billboard and its size, you’re ready 
to pass these values to your billboarding method:

This code comes from recipe 3-11. Start by calculating your billboarded position. As 
always, this 3D position needs to be transformed to 2D screen space by multiplying it by a 4 4 
matrix, but before this can be done, the  needs to be converted to a . You store the 
final 2D screen coordinate in the mandatory  field of the  structure.

That’s it for the position. This should already give a nice result, but of course things will 
look much nicer when you blend your particles away as they near their end. When the particle 
is still fresh, you want it to be completely visible. When it reaches  = 1, you want it to 
become completely transparent.

To achieve this, you can use a linear degradation, but the result will look nicer when you 
use a curve as in the left part of Figure 3-23. Only this time, you want it to stretch from 1 to 0, 
so there’s no need to divide by 2:

So, now you can define the modulation color of the particle:
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In your pixel shader, you’ll multiply each pixel color of the particle by this color. This will 
adjust its alpha value to the value you’ve calculated here, so the particles will become more 

-
tor of 2; otherwise, you would too easily see the separate particles.

Don’t forget to pass the texture coordinates to the pixel shader so it knows which corner of 
the billboard corresponds to which corner of the texture:

Pixel Shader
That’s it for the vertex shader; luckily, the pixel shader is easy in comparison to the vertex 
shader:

For each pixel, you find the corresponding color from the texture, and you multiply 
this color by the modulation color you’ve calculated in your vertex shader. This modulation 
color reduces the brightness and sets the alpha value corresponding to the current age of the 
particle.

Here’s the trivial technique definition:

Setting Technique Parameters in XNA
In your XNA code, don’t forget to set all the XNA-to-HLSL variables:
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Additive Blending
Because this technique relies heavily on blending, you need to set the render states correctly 
before rendering. You can read more about alpha blending in recipes 2-13 and 3-3.

In this case, you want to use additive blending so the colors of all explosion images are 
added together on top of each other. You can achieve this by setting these render states before 
actually rendering the triangles:

The first line enables alpha blending. For each pixel drawn, the color will be determined 
using this rule:

With the render states you set previously, this becomes the following:

Note that your graphics card will render each pixel many times, because you are render-
ing lots of explosion images near and on top of each other (and you will disable writing to the 
depth buffer). So when your graphics card has already rendered 79 of the 80 particles and now 
has to render the final particle, it will do this for each pixel it has to render:

 1. Find the current color of that pixel stored in the frame buffer, and multiply its three 
color channels by 1 (corresponding to  in the earlier rule).

 2. Take the color that was newly calculated by the pixel shader for the last particle, and 
multiply its three color channels by the alpha channel, which depended on the current 
age of the particle (corresponding to  in the earlier rule).

 3. Sum both colors, and save the resulting color to the frame buffer (finalizing the rule).

In the beginning of the particle ( =0),  will equal 1, so your additive 
blending will result in a bright explosion. At the end of the particle ( =1),  will be 
0, and the particle will have no effect on the scene.

Note For a second example on this blending rule, see recipe 2-13.
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Disabling Writing to the Depth Buffer
You still have to think about one last aspect. In case the particle closest to the camera is drawn 
first, all particles behind that one will not be drawn (and this will not be blended in)! So when 
you render your particles, you could turn off the z-buffer test for each pixel and render your 
particles as the last element of your scene. This is, however, not a very good idea, because 
when the explosion happens very far from the camera and there is a building between the 
explosion and the camera, the explosion will be rendered as if it were before the building!

A better solution would be to render your scene as normal first and then to turn off 
z-buffer writing and render the particles as the last element of your scene. This way, you solve 
both problems:

 
(which contains depth information about your existing scene). In case there is an 
object already drawn between the explosion and the camera, the pixels of the explosion 
will not pass the z-buffer test and will not be rendered.

if the first particle is in front of it (of course, if there isn’t another object between the 
explosion and the camera).

This is the code that helps you out:

Next, render the triangles holding the particles of your explosion:

After you’re done rendering your explosion, be sure to enable z-buffer writing again 
before you start rendering your next frame:

And call the  method whenever you want to start a new explo-
sion! In this example, the method is called when the user presses the spacebar:
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The Code
All the code is available for download at .

Here’s the XNA method that generates the vertices for the explosion:

And here’s your complete  method:
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On the HLSL part, you have your vertex shader:
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Your vertex shader uses the  method that you can find earlier in this 
recipe, and at the end of this recipe you can also find the simple pixel shader, together with the 
technique definition.

3-13. Create a Mirror: Projective Texturing

The Problem
You want to create a mirror in your scene, for example, to create a rear mirror for a racing 
game. You can also use this technique to create a reflection map.

The Solution
First, you’ll render the scene, as it is seen by the mirror, into a texture. Next, you’ll render the 
scene as seen by the camera (including the empty mirror), and finally you’ll put the texture on 
the mirror.
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To render the scene as seen by the mirror, you will want to define a second camera, called 
the mirror camera. You can find this mirror camera’s Position -
roring the normal camera Position
look at the scene through this mirror camera, you’ll see the same as what should be displayed 
on the mirror. Figure 3-24 displays this principle.

Original Target
Position

Mirrored Target
Position

Mirrored
Up Vector

Original
Up Vector

Original Camera Position Mirrored Camera Position

Object
Mirror

Figure 3-24. Mirroring principle

After you have stored this result in a texture, you’ll render the scene as seen by the normal 
camera and put the texture on the mirror using projective texturing, which makes sure the cor-
rect pixel is mapped to the correct position on the mirror.

This approach will fail if there are objects between the mirror camera and the mirror itself. 
You can solve this problem by defining the mirror plane as a clip plane, so all objects behind 
the mirror are clipped away.

How It Works
Start by adding these variables to your project:

The  and  variables are required because you’ll need to render 
the scene as seen by the mirror into a custom render target, as explained in recipe 3-8. To cre-
ate the mirror camera, you’ll need to define a mirror View matrix. Since you want to actually 
put your mirror in the scene, you’ll need some vertices that define the location of the mirror.

The  variable needs to be initialized in the  method. For more 
information on setting up and using custom render targets, see recipe 3-8.
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Tip If you want, you can decrease the width and height of your render target. This way, it will cost less 
effort from your graphics card, but the resulting mirrored image will look coarser.

With the custom  initialized, the next step is to define the location of your 
mirror:

Although you can use this technique to create a mirror of arbitrary shape, in this example 
you’ll create a simple rectangular mirror. You’ll use the mirror surface to display the con-
tents of the custom render target. You’ll draw the two triangles defining the rectangle using a 

, so four vertices will be enough.
In 3D space, you need only three points to uniquely define a rectangle. This method 

allows you to specify three corner points—p0, p1, and p2—of the mirror, and the code will cal-
culate the last point p3. This makes sure the four points are in one plane. The line of interest in 
the method is short for this:

The four vertices are created from these four positions. This technique doesn’t require 
any texture coordinates to be passed to the vertex shader (see later in the vertex shader), but 
because I’m too lazy to define a  struct in this recipe, I’m simply passing in 
some arbitrary texture coordinates, for example (0,0), because they won’t be used anyway 

 vertex formats).

Note Because all the Z coordinates in this example are 0, this mirror will be in the XY plane.
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Constructing the View Matrix of the Mirror Camera
Next, you will want to create a mirror View matrix, which you’ll use to render the scene as seen 
by the mirror. To create this mirror View matrix, you will need the Position
vectors of the mirror camera. The Position
are the same as the normal camera but mirrored over the mirror plane, as you can see in 
Figure 3-24.

The  and  values can simply be mirrored, because they are 
-

of your camera.
Since this is a 3D location, you can mirror it over your mirror plane. What you obtain is 

the 3D location somewhere above your mirror camera, so you subtract the position of your 

Once you know the Position
create the View matrix for your mirror camera.

The  method will mirror the  passed to it over the plane. For now, 
because the mirror created during this recipe is in the XY plane, all you need to do to find the 
mirrored position is change the sign of the Z component:

You can find the real method that allows mirroring over an arbitrary plane in a moment, 
but the math in that method could draw your attention away from the bigger picture.

Now call the  method from within your  method:
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Rendering the Scene As Seen by the Mirror
Now that you’re sure your mirror View matrix will be correct at any moment, you’re ready to 
render your scene, as seen by the mirror, using this mirror View matrix. Because you will need 
to render your scene twice (one time as seen by the mirror, then again as seen by the normal 
camera), it’s a good idea to refactor your code that actually draws your scene into a separate 
method:

This method should render your whole scene, using the View and Projection matrices you 
specify as arguments.

In your  method, add this code that activates your custom render target and renders 
the whole scene as seen by the mirror using the mirror View matrix into the custom render 
target. After that has been done, you deactivate your custom render target by setting the back 
buffer as the active render target (see recipe 3-9), and you store the contents of the custom 
render target into a texture:
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Note In the case of a mirror, you want to use the same Projection matrix to render to the custom target 
as you use to render your normal scene. If, for example, the angle of your normal Projection matrix is wider 
than the matrix of the render target, the coordinates you will calculate in your shaders will all be mixed up.

Now that that has been saved, you clear the back buffer of the screen and render your 
scene as seen by the normal camera, in other words, using the normal View matrix:

The last line calls the method that will add the mirror to your scene. In this example, the 
mirror is simply a rectangle defined by two triangles, of which the color will be sampled from 
the texture containing the scene as seen by the mirror. Since the mirror should display only 
the correct part of this texture, you cannot simply put the image on the rectangle; instead, you 
have to create an HLSL technique for this.

HLSL
As always, you should start by defining the variables passed from your XNA application to your 
shaders, the texture samplers, and the output structures of your vertex and pixel shader:
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As always, you’ll need World, View, and Projection matrices so you can calculate the 2D 
screen position of each of your 3D vertices. Additionally, you’ll also need the View matrix of 
your mirror camera, which will be used in your vertex shader to calculate the correct corre-
sponding texture coordinate for each vertex of your mirror.

Your technique will require the texture containing the scene as seen by the mirror camera. 
It will find the color of each pixel of the mirror by sampling from this texture at the correct tex-
ture coordinate.

The output of the vertex shader will be this texture coordinate, as well as the usual 2D 
screen coordinate of the current vertex. As usual, your pixel shader will have to calculate only 
the color of each pixel.

Vertex Shader
Next in line is the vertex shader. As always, the vertex shader has to calculate the 2D screen 
coordinate for each vertex. You do this by multiplying the 3D position of the vertex by the 
WorldViewProjection matrix.

In the mirror technique, for each vertex of the mirror, the vertex shader also has to cal-
culate to which pixel in the  that vertex corresponds. To visualize this, say you 
want to find to which pixel in the  the upper-left corner vertex of the mirror 
corresponds. The key in finding the answer is in looking at the mirror from the mirror cam-
era. You need to find at which 2D coordinate the mirror camera has saved that vertex in the 

. This is exactly what you get if you transform the 3D coordinate of the vertex 
by the WorldViewProjection matrix of the mirror camera.

Note The word  in this code does not imply an additional matrix; it simply means the matrix 
belongs to the mirror camera instead of the normal camera. As an example,  is not the View 
matrix multiplied by a Mirror matrix; it is simply the View matrix of the mirror camera.
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Pixel Shader
Now in your pixel shader, for each of the four vertices of the mirror, you have the correspond-
ing texture coordinate available. The only remaining problem is that the range in which you 
have them is not what you want. As you know, texture coordinates range between 0 and 1, as 

Figure 3-25. Texture coordinates (left), screen coordinates (right)

Luckily, it’s easy to remap from the [-1,1] range to the [0,1] range. For example, you can 

Also, since you’re dealing with a  (homogeneous) coordinate, before you can use 
the first three components, you need to divide them by the fourth coordinate. This is what’s 
being done in the first part of the pixel shader:

The – sign in the line that calculates the second texture coordinate is needed because 
the scene needs to drawn upside down into the frame buffer, so you need to compensate for 
that. The final line looks up the corresponding color in the , and this color is 
returned by the pixel shader.
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Note The first two components indicate the 2D screen position; you need a fourth component to divide 
the first three components by, but what is this third coordinate? It actually is the 2D depth. In other words, it 
is the value that is entered into the z-buffer of the graphics card. It’s a value between 0 and 1, where 0 indi-
cates a vertex on the near clipping plane and 1 a vertex at the far clipping plane. Before the pixel shader is 
called to calculate the color of a pixel, the graphics card first determines whether the pixel should be drawn, 
based on the current depth value in the z-buffer for that pixel. For more information on the z-buffer, read the 
last part of recipe 2-1.

What remains is the technique definition:

Using the Technique in XNA
You still need the  method in your XNA project, which will actually render the rect-
angle using the newly created technique:
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The regular World, View, and Projection matrices are set, as well as the  matrix 
and the  containing the scene as seen by the mirror. The two triangles of the 
rectangle are drawn as a . You’ll need to have imported the  file into your 
XNA project and to have linked it to the  variable.

Arbitrary Mirror Plane
In the previous example, a special mirror plane was chosen, so it was easy to mirror points. 
In real cases, however, you’ll want to be able to define arbitrary mirror planes. Improving the 

 method so it is capable of mirroring any point in 3D space over an arbitrary 
plane will allow you to do this:

First you want to know the shortest possible distance between the point and the plane, 
which can be calculated by the  method of the plane the mirror is in (it is the 
distance from the point perpendicular to the plane). If you multiply the Normal vector of the 
plane by this distance and subtract the resulting vector from the point, you end up exactly on 
the plane. You don’t want to end on the plane; you want to move your point twice as far! So, 
you double this vector and subtract it from your original point coordinate.

This code allows you to use a mirror based on any three points.

Defining a Mirror Clipping Plane
One big problem still remains: in case there are objects behind the mirror, these objects will 
be seen by the mirror camera and thus stored in the 
pixel shader samples colors from this texture, these objects will be shown on the mirror, while 
in reality these objects are behind the mirror and thus should in no case be shown on the 
mirror.

The solution to this problem is in defining a user clip plane. This is done by defining a 
plane and letting XNA know that all objects on one side of that plane must not be drawn. Of 
course, this plane should be the plane your mirror is in, so all objects behind the mirror are 
not drawn.

However, the four coefficients of a clip plane have to be defined in clip space (so 
your graphics card has an easy time deciding which objects to render and which ones to 
clip away). To map them from 3D space to clip space, you have to transform them by the 
inverse-transpose of the ViewProjection matrix, like this:
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First you calculate this inverse-transpose matrix. Next, you retrieve the four coefficients of 
your mirror plane, defined in 3D. You map them to clip space by transforming them with the 
inverse-transpose matrix, and you use the resulting coefficients to create the clipping plane.

Note the – sign indicates which side of the plane should be culled away. This all has to 
do with the direction of the normal of the plane, which is defined by the order in which you 
defined the points p0, p1, p2, and p3 you used to define the plane.

Since this  variable depends on the , it should be updated every time 
the position of the camera changes, so call it from within the  method:

All you need to do next is pass the clip plane to your graphics card and activate it before 
-

ing the scene as seen by the normal camera, because the objects behind the mirror could be in 
sight of the normal camera and thus should be displayed:

Note When you take a close look, the image you see in the mirror might seem like a slightly blurred ver-
sion of the original scene. This is because the calculated texture coordinates will almost never correspond 
to an exact pixel number, so your graphics card will average between the closest pixels. This averaging cor-
responds to a blurring operation (see recipe 2-13).

The Code
All the code is available for download at .

To initialize this technique, you’ll of course need to load the  file into an  variable, 
and you’ll need to define your mirror:
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Each time the position of the camera is changed, you’ll need to update the 
 and the  variables, because they depend on the normal 

View matrix:
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During your drawing phase, you’ll first render the scene as seen by the mirror camera 
into a texture, clear the screen, and render the scene as seen by the normal camera. After that, 
you’ll render the mirror:

The mirror is rendered as a simple rectangle using the mirror technique, which extracts 
the colors from the  variable:
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For each 3D vertex of your mirror, your vertex shader calculates the 2D screen coordinate, 
as well as the corresponding location in the :

Your pixel shader divides this coordinate by the homogeneous coordinate and maps 
-

ing texture coordinate, the color at the correct location in the  is sampled and 
returned:



C H A P T E R  4

Working with Models

What good is a game without any objects? It would be quite impossible, however, to manu-
ally specify the shapes of all objects you use in your game. Luckily, XNA can load s that 
have been created in specific modeling applications and have been saved to disk. Once you’ve 
loaded them into your XNA project, you can move and rotate your s around in your scene 
and even animate them!

The first recipes of this chapter explain how to load a  from a file and how to position 
it correctly in your 3D world. Next, you’ll find a detailed discussion on the structure of a  
object, allowing you to make your s come to life by animating them.

Furthermore, this chapter presents some different collision detection mechanisms, 
because most games rely heavily on this. These checks range from some very fast, volume-
based checks to the most detailed per-triangle check.

Because some of the advanced recipes require a custom content processor for the s, 
this chapter demonstrates how to extend the default  processor and how to pass objects 
of custom classes using a custom-built  and a custom-built .

You’ll definitely need some models to make your 3D world come alive. However, if you 
use an orthogonal Projection matrix (see recipe 2-13), a 2D game can also use s.

Specifically, the recipes in this chapter cover the following:

s from files; scaling, rotating, moving, and drawing them into your 
3D world (recipes 4-1, 4-2, and 4-6)

s by making sure they are always facing the 
direction they’re going to and by adding acceleration (recipes 4-3 and 4-4)

s using the pointer on the screen (recipe 4-19)

s come alive by visualizing their structure and animating them 
(recipes 4-8 and 4-9)

s by using some fast mechanisms (recipes 
4-10 and 4-11)

collisions for each triangle of your  (recipe 4-18)

 using your own HLSL effects because the  class no 
longer suits your needs (recipes 4-7 and 4-12)

 processor so you can access much more useful data in your XNA 
project (recipes 4-13, 4-14, 4-15, and 4-16)

281
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 when it is 
loaded and processed in your custom  processor, by coding your own  
and  (recipes 4-15 and 4-16)

s nicely follow the slopes of your terrain (recipe 4-17)

4-1. Load and Render a Model Using the 
BasicEffect Class

The Problem
Since it is quite impossible to manually define all points of a complex 3D object, these objects 
are created by artists in 3D modeling software packages. Such a model can be saved to a file. 
You want to be able to load such a model from a file and render the model to your XNA scene.

The Solution
The XNA Framework comes with all the functionality you need to do this. XNA provides a 
default  content pipeline, capable of loading models from  and  files. As explained 
for images in recipe 3-1, you can simply drag and drop a  onto your project’s  

 
variable comes with the functionality you need to easily render the model to your 3D scene.

How It Works
First you need to import the  or  file into XNA Game Studio. As with images, you can do 

Figure 4-1. Next, browse to the  or  file, and select it.

Note When you click the newly added model file in your Solution Explorer, the Properties box at the 
bottom-right of the Game Studio window should indicate XNA will use its default content importer and 
processor to load the file. Read recipes 4-12 to 4-16 for information on how to create your own model 
processors.

Now that you have the object added to your project, you should link it to a  variable. 
Add this variable to the top of your code:
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Figure 4-1. Adding a Model to your project

And bind the model to the variable. The ideal place to do this is in the  
method:

Note The name of the asset,  in this case, defaults to the part of the file name before the extension. 
If you want, you can change the name of the asset by selecting the source file in the Solution Explorer and 
changing the Asset Name property in the bottom-right corner.

Now that you have the  fully loaded from a file and associated with a variable in your 
code, you can easily draw it to your scene by adding the following code to the  method. 
This is the only code you need to render a  to your scene; the remainder of this recipe 
provides some background information on what the code does.
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Structure of a Model
In most cases, you’ll want to be able to rotate or move some parts of a model, for example, the 
arm of a person. To allow this, most models are divided into members. For each such member, 
you’ll want to know two things:

: You’ll want to know the vertices, which contain the information 
about corners of all triangles that make up this member of the . This information 
describes the position, color, normal, and much more of all vertices.

: In the example of the person and the 
arm, you’ll want to specify the arm is connected to the person at the position of the 
person’s shoulder.

The geometrical data of each member is stored as a  object in the 
 of the , which you can find in its  property. The positional 

data of the member is stored as a  object in the  of the , which 
you can find in the  collection of the  object contains a refer-
ence to a  object. Such a  object contains a reference to a parent  and where it 
should connect to this parent . This way, you can link all the  objects to each other, as 
described in detail in recipes 4-8 and 4-9. In recipe 4-9, you can also find the explanation for 
the  method.

ModelMeshes and Bones

A  contains the geometrical information of one solid member of the model, which 
is not separable into smaller members. For example, a laptop would not be a good , 
because you will want to open/close the screen and open/close the DVD tray. A better way 
would be to have one  for the bottom part of the laptop, a second  for the 
screen, and a third  for the DVD tray.

Because all es need to be associated to a , next to your three es 
you’ll also have three s. You’ll want to define the  associated with the base of the 
laptop as the root , because the base of the laptop can be thought of as the laptop’s ori-
gin. The  associated with the  of the screen indicates the position where the 
screen connects to the base. Similarly, the  associated with the  of the DVD 
tray also points to the root , while indicating the position of the DVD tray relative to the 
laptop’s base.

ModelMeshes and ModelMeshParts

You have defined a single  and associated  for your screen, which is excellent 
because the screen itself contains no rotatable/movable parts. However, you’ll probably want 
to render the plastic border of the screen using an effect that uses a fixed texture, while you’ll 

its colors from another texture, or maybe you even want to add some reflective glow.
This is where the s  can include multiple 

s, which can be rendered using a different texture, material, and/or effect. This 
means that each  contains its geometry and a link to the effect it wants to render 
this geometry with.
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Note If you’re not familiar with effects, you can think of them as definitions of the color that should be 
given to the pixels that are being rendered. Should the pixels respond to lighting, be transparent, or get 
their color from another image? See Chapter 6 for examples on how to make your pixels respond correctly 
to lighting. Recipe 3-13 contains an example of getting color from another image, which is already quite a 
mathematical effect.

Two Nested for Loops
The structure of the  explains why you need the two  loops to render the whole model. 
First, you cycle through the es of the  contains one or more 

s, which can all have a different effect. So, you would expect the second  loop 
to scroll through all s of the current , setting the parameters of their 
own effect. However, if multiple s were to use the same effect, this would cause 
the same effect to be set twice, which is clearly a waste of time. To avoid this, the  
keeps track of all unique effects used by its s. It is this list that is being scrolled 
through in the second  loop.

Finally, after all effects used by a  have been configured, you call the  
method on the  object, which causes all s of the  objects to 
be drawn using their specified effect.

Note Recipe 4-8 contains an example of scrolling through the s of a , instead 
of through its effects.

Minor Performance Improvement
The code presented earlier causes the array of s to be reinstantiated during each call of the 

 method. A better way would be to instantiate and fill the array only one time, immedi-
ately after the model gets loaded. So, move that line to the  method:

The Code
.

First, load your  and initialize its  array in the  method:
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Next, render your  in the  method:

4-2. Set Different World Matrices for  
Different Objects, Combining World Matrices

The Problem
What good is a model when you can’t move it around your scene? You want to move, rotate, 
and/or scale each object separately before rendering it to your 3D world.

The Solution
You can do this by setting the World matrix of the object. A matrix is nothing magical; it is an 
object that can store any kind of transformation (such as a move, rotate, or scale operation). 
You can easily create a transformation matrix using one of these basic methods that come with 
the XNA Framework:
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The first method creates a matrix holding a translation, where you can define how much 
you want to move your model in the X, Y, and Z directions. The second method allows you to 
scale your model, while the last method returns a matrix holding a rotation around the x-, y-, 
or z-axis, respectively.

You can combine multiple transformations by multiplying their matrices, but you have to 
multiply them in the correct order, as shown in this recipe.

How It Works
When rendering a model to the screen as presented in the previous recipe, the model will be 
drawn so its origin point collides with the (0,0,0) 3D world origin. One of the most trivial things 
you’ll want to do with your model is move it around the 3D scene.

This is quite easy to do. In your  method, define a  variable that represents the 
number of seconds (use milliseconds for precision, and then divide them by 1,000) that have 
elapsed since the start of your program. Next, you’ll define a matrix that holds a translation 
along the x-axis. The amount of translation will depend on the current time:

When set as the World matrix, this matrix will cause the model to be moved one unit each 
second along the x-axis. This code renders your model using the defined World matrix:

To keep all parts of your  at their correct positions, the  transform needs to be 
part of the World matrix (see recipe 4-9 for more information on bone transformations). Only 
this time, you combine this  transformation with the translation matrix you just defined 

multiplication, because in matrix math, the order of multiplication is very important (see the 
remainder of this recipe for more information and examples). When you run this code, your 
model should slowly move along the x-axis.

The same holds for scaling and rotation. Try using this World matrix:

At startup, when  = 0, the model will be invisibly small and will grow as  increases. 
After one second, the model will reach its original size. After that, the model will continue 
growing.
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Next, try using this World matrix:

which will continuously rotate the model around the Up y-axis.

Combining Multiple Transformations
Usually, you’ll want to combine multiple transformations to use as the World matrix for your 
model. For example, you may want to move your character to a position in your 3D world, 
rotate it so it’s looking into the direction it is running, and scale it up because it has just found 
a power-up.

As a small example, try this World matrix:

This will combine a rotation and a translation. This combination will be used as the World 
matrix for your model. However, you can combine both transformations in a different way, 
like this:

As you should clearly see after running the program 30 seconds or so, both results 
are totally different. As mentioned before, in matrix math, the order of multiplication is 
all-important, as I will discuss in the next section of this recipe.

The Order of Matrix Multiplication
In matrix  yield the same result 

combinations.
There is one rule (or trick, if you will) you should always remember: in matrix multiplica-

Rotation Combined with Another Rotation

The order in which you multiply your rotations to obtain the final rotation is important. This is 
because when you first rotate around axis A1 and then around axis A2, the rotation around axis 
A1 will have changed axis A2 before you start rotating around axis A2!

holds a rotation around the Up vector of 90 degrees.
 rotation 

rotating around your Up vector for 90 degrees, so you’re looking to the left, as shown on the 

down, as shown in the right part of Figure 4-2.
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Figure 4-2. 

 rotation 

direction, which results in you lying face down, as shown in the left part of Figure 4-3. Now, 
your Up vector is horizontal, in the same direction as the World’s Forward vector. When you 
rotate around it, you end up lying on your side, as shown in the right part of Figure 4-3!

Figure 4-3. 

-
bining two rotations, the axis of the second rotation is affected by the first rotation.
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Rotation Combined with a Translation

In this -

positive x-axis.

its position. Once it has arrived there, the model is rotated along the Up vector. Both steps are 
shown in Figure 4-4.

Figure 4-4. 

. When asking for translation after rotation, first the 
whole coordinate system (including the model and the x-axis) is rotated along the Up vector 
for 90 degrees, as shown on the left of Figure 4-5. Next, the model is moved for ten units over 
the rotated x-axis. Keep in mind that the original x-axis has been rotated, and instead of being 

 is moved over 
the World’s Forward z-axis.
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Figure 4-5. 

Scaling Combined with a Translation

The same

, you’re asking to perform the scaling after the translation. So first, 
the model is moved ten units to the right along the x-axis, and afterward it is scaled down, as 
shown in Figure 4-6.

Figure 4-6. 
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, you’re first scaling down the whole coordinate 
system (yes, again including the model and x-axis). Next, the small model is moved for ten 
units over the downscaled x-axis. Since the axis has been downscaled by factor 0.5, ten down-
scaled units correspond to only five original units! This results in the model being moved less 
far away, as shown in Figure 4-7.

Figure 4-7. 

Safe Combinations

Luckily, you can use some transformations without having to think about the order of 
multiplication.

For example, it’s safe to combine two translations, because the model will simply be 
moved twice. Also, when combining two scaling transformations, the order is not important. 
For example, whether you first scale up two times and then down ten times or first down ten 
and then up two times yields the same result.

Finally, a scaling operation also has no impact on a rotation, or vice versa, because you’re 
scaling down only the coordinate system’s axis, but the angles between the axes still remain 90 
degrees. So when multiplying a scaling matrix with a matrix holding a rotation, you’re free to 
choose the order of multiplication.

The Code
.

The following code combines a rotation and translation matrix and sets the resulting World 
matrix on the model:
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4-3. Find the Rotation Angle  
Corresponding to a Direction

The Problem
By setting a World matrix before rendering your  (as explained in the previous recipe), 
you can position your  anywhere in your 3D scene.

When you move your  from point A to point B, you need to make sure it is rotated 
toward the correct direction.

This is often obtained in a natural way, for example, when dealing with a World matrix 
containing a rotation. However, if you simply move your  by means of storing its previous 
and current 3D position, you will have to rotate your  manually.

The Solution
You should first calculate the direction to which the  is being moved. Starting from the X 
and Z coordinates of this direction, it is fairly easy to retrieve the angle.

How It Works
Given a direction, you want to know how much you should rotate the  so it is facing into 
this direction. Given the direction shown on the right side of Figure 4-8, you want to find the 
angle between Z and this direction.

The solution is quite easy once you’ve remembered some basic trigonometry math. Given 
the triangle shown on the left of Figure 4-8, you can find the angle  by taking the arc tangent 
(atan) of S divided by L. In the words of the right part of Figure 4-8, you can find the rotation 
angle by taking the atan of the X component of the direction, divided by the Z direction of the 
component.
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Figure 4-8. 

The drawback of the atan method is that it returns values only between +90 degrees and 
–90 degrees (which is caused by the fact that when dividing two negative numbers, the – sign 
is lost).

 method to which you can provide 
your X and Z values separately. This allows the method to return a value between –180 and 
180 degrees, providing a rotation that is uniquely defined over a full circle.

This simple method calculates the rotation angle corresponding to the current and previ-
ous positions of a model:

First you find the direction from the old to the new position, allowing you to calculate 
the corresponding angle. If the model has stopped or if it is moved vertically, both the X and Z 
components of the direction will be 0 and the  method will return a useless value. If this 
is the case, you return the last rotation, so a stopped model will keep its rotation.

Usage
You should use the angle you calculated to create a rotation around the Up y-axis so the front 
of the model is facing the direction it is going. When creating the World matrix, you should 
first translate the  to its 3D position and then rotate it. This means you need to put the 
rotation to the left of the translation in the multiplication (see recipe 4-2). Look at the follow-
ing example, where the last position of your  should be stored in the position variables 
and the angle variable has been calculated by the  method explained 
previously:
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In this case, first the coordinate system of the model is moved toward the final 3D position 
of the center of the model. Next, the Y rotation of this recipe is applied, rotating the coordinate 
system. After this, it shrinks. Because this is a scaling matrix, it can be swapped from place 
with the adjacent Y rotation matrix, not with the translation matrix (see recipe 4-2).

As a result, the  will be moved to its location, rotated, and shrunk afterward.

The Code
.

You can find the  method in one piece a few paragraphs earlier.

4-4. Use Acceleration to Control Velocity

The Problem
You want to make your models accelerate nicely, instead of going instantly from total stop to 
full speed, and vice versa. Figure 4-9 shows the kind of speed increase you want.
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Figure 4-9. 

The Solution
By adding acceleration, you can define how fast your model can speed up. It is the amount of 
speed you will add to the current speed of your model each frame.

How It Works
You will need to keep track of the position and rotation of your , because you’ll need to 
know which direction is Forward. In this example, you will let the model rotate only around 
its Up y-axis and move only the X and Z coordinates of its position. See recipe 4-17 if you want 
your  to move over a surface, based solely on the X and Z coordinates.
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Also, because the next speed of your model will depend on the current speed, you will 
need to keep track of the current speed. Instead of just storing the speed as a number, you 
will store the velocity vector. This velocity vector contains the direction the model is currently 
going to, while its length indicates the speed. So, add these three variables to your class:

You can also define the maximal acceleration and turning speed of your :

In your  method, retrieve the amount of seconds elapsed since the last frame, and 
detect how the user wants the  to move:

The  value will be positive if the user wants the  to accelerate Forward. It 
will be negative if the model should slow down or accelerate backward. The  contains 
whether the  should turn left or right.

Acceleration on Ice
This piece of code adds the basics of acceleration:

The first two lines calculate the current Forward vector of the , which is needed to 
know into which direction to accelerate the . This Forward vector is found by rotating the 
default (0,0,–1) Forward vector over the Up y-axis.



CHAPTER 4   WORKING WITH MODELS 297

Note In this recipe, the  can be rotated only along the y-axis, so the Forward vector depends only 
on the rotation around the Up y-axis. See recipes 2-3 and 2-4 for more information about calculating the For-
ward vector for full 3D or quaternion rotations.

The second line, which calculates the velocity, is the most important one. You start from 
the previous velocity, while the second term adds a new vector based on the user input. The 
more time that has passed since the last frame, the more you need to adjust this velocity. 
Furthermore, the larger the acceleration the user requested, the more you need to adjust the 
velocity. As a last factor, you take the maximum acceleration of the  into account. You 
multiply all three factors together, giving you a value indicating how much you need to adjust 
your velocity this frame. Because you need a  to add to the velocity, you multiply this 
value with  to obtain the vector you want to add to your velocity for this frame.

Note If no rotation is being applied, both  and  will point in the same direction, 
which will result in the  vector simply getting larger and thus your  going faster.

In the end, this  is added to the position of your , and the rotation of your 
 is adjusted. The faster your model is moving, the faster it will rotate.

When you use this code, you will notice two flaws. First, your  will never slow down, 
and it doesn’t have a maximum speed. You want the speed to increase as shown in Figure 4-9 
and saturate at a certain maximum speed. Using this code, your  will keep on speeding 
up at the same pace.

Second, if the  is going pretty fast into a direction, after you rotate the , it will 
still be going in the same direction. That’s pretty nice if your  is moving over an ice plane, 
but in general this is not what you want.

Adding Friction
In reality, the speed of your  will decrease because of the friction between the  and 
the air, surface, and, when applicable, internal mechanical frictions. When you stop accelerat-
ing your , friction will cause the speed to decrease until your  reaches a full stop. 
When you keep on accelerating, friction will cause the speed to saturate at a certain level.

You can obtain friction by reducing the previous speed before building on top of it. The 
next line adds friction to your :

The more time between the last frame and this frame, the more impact friction should 
have on your , so you multiply the friction value by the amount of time that has passed.
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Keeping Only the Forward Component
Although your  will accelerate in a more natural way now, it still moves a bit awkwardly 
whenever it is rotated (unless you’re creating a space or an ice-skidding game). Generally, you 
want your  to move only along its Forward direction.

To this end, you want to know how much the current velocity vector is along the Forward 
direction of the . This is exactly what a dot product does: it projects your Velocity (V) vec-
tor on the Forward vector (F), as shown in Figure 4-10, and returns the length of this projected 

Figure 4-10. 

So, after you’ve updated your velocity, use this code:

The  variable indicates the length of the Forward component of the Velocity 
vector. You multiply this value by the Forward direction and store this as the new Velocity vec-
tor. This way, you are sure the  will move along its Forward direction only.

Note An extra advantage of the  variable is that it will be positive whenever the  is 
going forward and negative whenever it is going backward. This is in contradiction to , 
which always returns a positive value.

The Code
.

The  method listed next adjusts the position, velocity, and rotation of your , 
taking acceleration into account. You will probably want to add these together with the 
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maximum acceleration and rotation speed inside a model structure. Furthermore, you need to 
pass the user input, as well as the friction value.

The method returns the  variable, which is negative if the model is going 
backward.

Extra Reading
You can extend this introduction to object acceleration by allowing multiple accelerations to 
have an impact on the , for example, the gravity. You can do this by summing the accel-
erations and taking this sum as .

4-5. Construct the Global BoundingSphere  
Around a Model

The Problem
The  of a  is the smallest sphere that completely surrounds the . In 
many cases, such as collision detecting, size determination, and more, it is very useful to have 
this global .

The Solution
You can access the  of each  of your . Using the 

 method, you can weld these all together and obtain one 
 surrounding your entire .
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However, because these separate s are defined relative to the  matrix 
of each , you need to take the transformation inside the  matrix into account.

How It Works
You will create a method that loads an asset into a  variable, initializes its  matrix 
array, and saves the global  into the  property of the .

Tip You can use the  property of the  to store any object. In this example, you’ll use it to store 
the . The  property will be used intensively throughout this chapter.

This method does the trivial parts required to load a , as explained in recipe 4-1. 
Before returning the , though, you want to scroll through all es of the  
to look at their s (which are created by the default  processor at compile 
time, as explained in recipe 4-13).

You want to weld all of these spheres together to obtain the global  of the 
whole . You can do this by creating and keeping track of a new  and merg-
ing it with all these smaller spheres:

As a result,  will be a sphere containing all the smaller spheres.
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However, when you retrieve a  of a , it is defined in the local 
space of the . For example, the  of the torso of a person will measure 
80 cm. Next, the  of the head  will measure only 30 cm. If you simply 
merge these two together, you will again obtain the sphere of 80 cm, because the smaller 
sphere is completely included in the larger one.

To merge them correctly, you first need to move the sphere of the head to the correct 
position on top of the torso and then merge this moved sphere with the larger sphere. This 
will result in an even larger sphere of 110 cm that includes both spheres.

In XNA terms, this means you first need to transform the  of the new 
 with the transformation contained in its  matrix (see the last part of recipe 4-1) 

before merging it with the , like this:

The correctly merged  will be stored in the  property of your .

Note The  method that comes with the XNA Framework doesn’t take 
any rotations contained in the matrix into account; therefore, I have included an extended version in my 

 file, which you can find in the sample code.

Usage
Whenever you need to retrieve your global  from inside the  property, you 
need to cast it to a  object first, because the  property really can store any-
thing, and you need to remind your compiler what you stored in there:

The Code
.

This is the method that completely initializes a  and stores its  inside its 
 property:
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4-6. Scale the Model to a Predefined Size

The Problem
When loading a  from disk, often it will look very large or very tiny. You want to immedi-
ately scale it to a size you can define.

The Solution
First you should create the global  of the , as explained in the previous 
recipe. Once you know this sphere, you know the current size of your .

From this size, you can find how much you should scale your  up/down before ren-
dering it. Alternatively, you can store this scaling operation in the matrix of the root , as 
this scaling will be applied to all matrices of all s in your  (see recipe 4-9).

How It Works
Often, when working with models created with different tools or models found on the Inter-
net, you cannot make any assumptions about the size of the model. So, it would be nice if you 
could load the model and scale it to the size you want.
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The following code calculates how much the model needs to be scaled down, depending 
on your liking. It expects the global  to be stored inside the  property of the 

, as explained in the previous recipe.

You need to pass the model to this method and indicate how large you want the final 
model to be.

The method starts by retrieving the global  of the  (explained in rec-
ipe 4-5). You need to double the radius of a sphere to find the size of the sphere, which, in the 
case of this , corresponds to the original size of the loaded model. Next, you find how 
much the model needs to be scaled by dividing this value by the requested size.

You can use this scaling factor to create a matrix from. When you set this matrix as the 
World matrix when rendering the , your  will be scaled down to the size you wanted.

Applying the Scaling to the Root Bone
Well-made models link all their submeshes to their root bone. This means that all you have to 
scale is the matrix of this root bone (see recipe 4-9 for more information), and all es 
of the  will automatically be scaled down by this factor.

 by a scaling matrix, based on the 
 you calculated before, and storing the resulting matrix back into the model.

Because you’ve changed the contents of the  matrices of your , you have to 
extract the new version of the  matrices so these are returned.

Note A nicer way would be to do this in a custom  processor using a configurable variable. See 
recipe 4-12 on how to extend the default  processor and recipe 3-10 on processor parameters.

The Code
.

In your  method, all the code you need to load and scale your  are these two 
lines:
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When it comes to rendering your , you can use your normal code, since the 
. This way, each time you call the 

 method, all resulting matrices will include this scaling 
operation, causing all parts of the  to be scaled before they are rendered to the screen.

s in recipes 4-1 and 4-9 and on World 
matrices in recipe 4-2.

4-7. Render a Model Using Custom Effects and 
Custom Textures (Easy Approach)

The Problem
When you load a model into your XNA project using the code explained in recipe 4-1, you will 
be rendering the model to your scene using a  instance. Although this will render 
the model just fine in simple cases, often you’ll want to render the model using a different, 
custom effect.

The Solution
By casting the effects contained in the model to  objects, you can obtain all infor-
mation about the effects, such as texture and material information. After you have copied 
these properties to somewhere safe, you can overwrite the effect with an effect of your choice.

Note You can also do this in a cleaner way by writing a custom content processor, as discussed in recipe 
4-12. If you just need a quick way or if you are interested in the structure of an  object, read on.
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How It Works
First, you’ll need to load a model, together with a custom effect with which you want to render 
the model. Both should be loaded using the content pipeline:

The simple custom effect in this example will render the model using grayscale values.
Because the effects are stored in the es of a , you can easily overwrite them 

with your custom effect. However, all information held in the original effect will be lost! Such 
information includes textures and material color information.

Before overwriting the default effect of the model, you’ll want to store this information, 
because your custom effect will need to know, for example, which textures to use.

You will create a method that takes in a  and a custom effect. It will replace all effects 
in the model with copies of your custom effect. Finally, to demonstrate how to store the origi-
nal data, the method will return an array of all textures used by the original effects, so you can 
feed them to your own effect. In this example, all effects are overridden by your custom effect, 
but a small adaptation suffices to override only the effect of a particular :

Because you want the changes made to the model to be permanent, you’ll want the model 
to be passed by reference (hence the  in front of the first variable). Otherwise, a local copy 
would be made for the method, and all changes made to this copy would not be seen by the 
calling code.

First, you’ll want to make a copy of all textures used by the original effects:
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You create a list to store the textures and scroll through the different s of 
each  in your . Such a  contains a link to the effect it uses to be 
drawn with. You downcast this effect to a  object so you can access its proper-
ties, such as the texture. For each effect in the model, you append the texture to your list of 
textures.

After all textures have been gathered, you reshape your list into an array and return this 
array to the calling code.

All you have to do now is overwrite the original effect with a copy of your custom effect, 
so add this line in the second  loop:

Note You use the  method to create a copy of the effect for each part of the model. You will want to 
use copies; otherwise, all s would share the same effect. By giving each  its 
own copy of the effect, each  can, for example, use a different texture.

 method after both the model and the custom 
effect have been loaded:

When it comes to drawing the model, you now have the possibility to define each of the 
parameters of your custom effect separately:

Note how you can pass the original effect information to your custom effect, such as the 
texture in this example.
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Scrolling Through ModelMeshParts Instead of Through Effects
The previous  loop scrolls through all effects used by one . Because this can give 
problems if you want to set the effect for a specific , you can scroll through the 

s of the , instead of through its effects:

Storing All Original Information
If you want to store more than the texture information, you can simply store the original 
effects instead of only the textures in a list:

In the  method, add the original effects to the list:

When setting the parameters of your custom effect, you can easily access original infor-
mation like this:

The Code
.

In your  method, load the model and your custom effect:
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The last line replaces all effects in the  file with copies of your custom effect, which is 
done in this method:

When rendering the model, you can access the stored information like this:
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4-8. Visualize the Bone Structure of a Model

The Problem
As discussed in the last part of recipe 4-1, a  usually contains a lot of members, called 

es. The positional relations between these es are contained within the 
 structure of a  object. This  structure defines how and where all es are 

attached to each other and how much each  is rotated and/or scaled relative to its 
parent .

Before you can move on to making a  come alive, you need to know which 
es are attached to which , and you need to visualize the  structure.

The Solution
s are composed from es. These es contain all the data needed to ren-

der a certain part of the . It contains all the vertices, indices, textures, effects, and more, 
as you can read in the second part of recipe 4-1.

However, a  does not contain any information about its position in the . 
For example, a   of a car  will contain all information about the 
vertices and textures it requires to be drawn, but it will not include information about where it 
needs to be drawn relative to the center of the car.

This information is stored in the  collection of a  links to a 
, so XNA can find out where to position the  relative to the center of the . 

A  contains nothing more than a transformation matrix, holding the position of the 
 relative to its parent . For example, the  of the hull of the car 

would point to a  holding a 0 translation, because the hull of the car is the main part of the 
car. The   would link to a  holding a transformation storing the 
position of the front right door relative to the center of the car hull.

You can extend this even further. An advanced car model will also have a separate 
 , which will also have its own  to which it will link. This  

will hold the position of the side window, relative to center of the front right door. Figure 4-11 
shows a corresponding  structure.

I added a B to the end of each name to remind you that those are  objects. To allow 
such a structure, each  object keeps a link to its parent , as well as links to all of its 
child  objects.



CHAPTER 4   WORKING WITH MODELS310

Figure 4-11. Bone

In this recipe, you will walk through this structure and write out all  objects to a file, 
in a similar way as shown in Figure 4-11. You’ll also scroll through all es of the  
and indicate to which  they are linking.

How It Works
Luckily, you can easily see which es are defined in a  by setting a breakpoint 
after the line that loads the . You can do this by clicking the sidebar to the left of your 
code or by using this code:

When you run the code, the program will halt at the last line, and in the bottom-left corner 
of your screen you can browse to your model and see which es it contains, as shown 
in Figure 4-12.

Figure 4-12. 

This can still be confusing and very time consuming for two reasons: for each  
you’ll need to look up which  it links to, and you’ll have to browse through the  col-
lection of the  to get an overview of the  hierarchy.

In this recipe, you’ll write some code that generates a simple text file, containing the  
structure as well as the -to-  relationships. This following listing is the output for 
the dwarf model that ships with the DirectX SDK:
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At the bottom, you see the dwarf model has six es, parts of the  that you 
. You see you can 

move the sword and backpack separately, but unfortunately it is impossible to move an arm 
or a leg of the dwarf, because they aren’t provided as separate es.

Bad luck—this  doesn’t allow basic animation. Let’s take a look at the structure of 
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In this case, you see you have a different  for almost all of the physically separate 
parts! You have four es for the wheels, two for the steering mechanisms, one for the 

es 
have their own s, they all can be transformed separately! You see, for example, that the 

 of the canon is attached to  10 will change the 
rotation or position of the canon. You’ll learn more about this in the next recipe.

Gathering the Model Information
The following method will write the  information to a file:

Because you’ll be writing text to a file, you’ll create a . For this to work, you 
will need to link to the  namespace by adding this line to the very top of your code 
file:

 Next, you’ll write a header to the file and call the  method for the root  of 
your . This method, which you’ll create in two minutes, will write down the information 
of this  and pass this call on to all of its child  objects so all  objects will be written 
to the file.

After writing the second header to file, you scroll through all es of the  
and pass them to the  method, which will write all information regarding the 

 to file.
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WriteBone Method
This method writes the name (or , if this hasn’t been specified) as well as its index to the 
file. At the end, the method calls itself for each of the current ’s child  objects. This 
way, you have to call this method only once for the root  of the , which will cause all 

 objects connected to the root  to be listed.

WriteModelMesh Method
This simple method writes the ID and name of each  in the  to the file and, 
most important, the name and ID of the  to which it is attached. You’ll need this in the 
next recipe, when you’ll want to animate your :

Usage
Simply call the  method once you’ve loaded your :
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When you run this code, the structure of your  will be written to the 
 file, which you can find in the same map in which your  file resides. 

By default, this is in the  map.

The Code
.

The , , and  methods were all listed completely 
in the previous text.

4-9. Make the Bones Move Individually:  
Model Animation

The Problem
You want to be able to move each part of a  separately. For example, you want to lower 
the side window or rotate a wheel of a car.

The Solution
As explained in recipe 4-1, a  consists of separately drawable  
is attached to a . These s are attached to each other, at the position described by their 
matrices.

 has a root  to which all other  objects are connected, directly or indi-
rectly. Figure 4-11 shows an example of such a structure.

If you apply a transformation to the root  of that image—for example, a scaling—
each of its child  objects (and their child  objects) will automatically be transformed 
the same way. As a second example, if you add a rotation to the matrix stored in the 

 of Figure 4-11, only the door itself, its window, and its latch will be 
rotated, which is exactly what you want.

How It Works
Before you can animate a , you need to get an overview of the  structure of the 

. The previous recipe explained how you can visualize this  structure and see which 
es are linking to which  objects.

Let’s examine the -
ture is also listed in the previous recipe. You have one root . When you scale this ’s 
matrix, you will be scaling the whole tank. Next, you see, for example, the turret , which is 
a child  of the root. If you rotate this , each  that links to this  or one of 
its child  objects will be rotated. So if you rotate the turret ’s matrix, the turret itself, 
the canon, and the hatch are rotated, because they are attached to the turret.
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At this point, this is what you should have remembered:

 are stored as 
different  objects.

 object links to a  object.

 object stores the position, rotation, and scaling of the  relative to its 
parent.

, this transformation will also be applied to 
all the ’s child  objects.

Necessity of the CopyAbsoluteBoneTransformsTo Method (Additional Explanation)
The property described in the last point of the previous list doesn’t come for free. Before draw-
ing each , you need to set its World matrix, because you want the  to be 
positioned at the correct location in 3D space. The problem is that this World matrix should 
define where the  should be positioned, relative to the 3D origin. However, the  
matrix contains the position of the , relative to the origin of its parent !

The canon of the tank will once again be used as an example. The canon’s  matrix will 
contain a translation, such as (0,0,–2): two units Forward relative to the origin of its parent, the 
tank’s turret.

Imagine you simply set this matrix as the World matrix for the canon’s . As with 
all translation matrices set as a World matrix, this will cause the canon  to be ren-
dered at the position contained in the translation matrix, relative to the (0,0,0) main 3D origin. 
As a result, the canon will be rendered with the (0,0,–2) as its origin.

However, this is not what you want! You want the turret’s origin to be positioned at posi-
tion (0,0,–2) relative to the origin of its parent, the turret.

So before drawing the canon, you need to combine its  with its parent’s  (you 
do this by multiplying the two matrices held by the s). Furthermore, this needs to be 
forwarded up to the root node, because in this case the resulting matrix still needs to be 
transformed with the  of the turret’s parent, the tank’s hull. This way, you obtain a matrix 
containing the position of the canon’s origin, relative to the root origin of the tank.

Since the matrix you eventually obtain is relative to the origin of the tank, it’s called the 
 for the canon.

Luckily, XNA provides functionality for you that automates this task of combining all 
matrices. Before rendering the , you should call the  
method of the . This method will perform all these combinations for you and store the 
resulting absolute matrices in an array. These absolute matrices no longer contain transforma-
tions relative to parent s; they will be relative only to the very root of the . Hence, you 
can say the matrices contained in the following  array contain the absolute 
transformations for all es of the tank.

You can use these matrices to set as absolute the World matrix for each  of the 
:
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Although it might seem difficult, this brings a huge benefit. In case of the tank, whenever 
the  matrix of the turret is rotated, the (0,0,–2) translation matrix of the canon will also 
be rotated. This is because when the  method finishes, the 
absolute transformation matrix of the canon’s  will contain the rotation of its parent  

es attached to the turret, such as the canon and the 
hatch, are rotated automatically once you set a rotation in the  matrix of the turret.

Animating a Specific ModelMesh of the Model
Now that you know all you need to know about the structure of a , it’s time to actually 
animate the .

In this example, you want to raise only the canon. To do this, look up the  part 
of the canon using the result of the previous recipe and see which  it is pointing to. It is the 
matrix of this  you want to add a rotation to.

However, the matrix of that  holds the original position of the canon relative to its 
parent, the turret. If you overwrite this matrix by its rotated version, this original position will 
be lost (or very hard to find)! It will almost be impossible to animate the canon later, because 
you’ll always want to start from the original matrices.

So, immediately after loading the , you need to make a backup of all the original  
matrices. You want to store the matrices describing the relative position to its parent, so you 
use the  method:

Note For each , you want to store the positions relative to the parent , so you 
use the  method. The  method gives you the 
positions relative to the origin of the , as explained in the “Necessity of the CopyAbsoluteBoneTrans-
formsTo Method (Additional Explanation)” section earlier.

You should place this code in the  method.
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With the original relative matrices stored, you’re safe to overwrite the matrices stored in 
the  objects. Add a  variable to your project:

And let the user adjust it in the  method:

Now that you can control this variable by using the keyboard, put this line in the  
method, at the line before you calculate the absolute matrices of the :

As you can see in the structure of the tank  listed in the previous recipe, the 
 of the turret points to  10. This code will take the matrix holding the original 

rotate it up/down), and store the combined matrix in the . When you run the code at this 
point, the canon will move up/down corresponding to your keyboard input.

If you want to rotate the whole turret, you need to do the same for the turret’s  matrix. 
First add a  variable to your project:

Next make it controllable through the keyboard in your  method:

And adjust the matrix of the corresponding  in the  method:

As you can see in the previous  structure, the  corresponding to the turret’s 
 has index 9. You first retrieve its original matrix. Next, you rotate the original matrix 

along the Up y-axis to make it turn left/right, and you set this new matrix as the active matrix 
for the .

Note It doesn’t matter whether you change the turret’s matrix after you change the canon matrix, or vice 
versa. The relations between the  objects are stored in the absolute matrices only once you call the 

 method.
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As explained in the previous section of this recipe, by rotating the turret, all of its children 
(in this case, the hatch and the canon) are also rotated because the  matrix of the turret 
is combined with the matrices of its child  objects by the  
method.

The Code
.

After loading the model, you need to make sure you save the original  matrices:

During the update phase, you should allow the rotation angles to be changed. You can do 
this based on the time or on the user input, as shown in this example:

Finally, before you draw your , you should overwrite the original  matrices by 
their rotated version and construct the absolute  matrices. These matrices must be used as 
the active World matrix of each 
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4-10. Use BoundingSpheres for Basic Model 
Collision Detection

The Problem
You want to check whether two s collide. If you have many s in your scene, you can-
not afford to perform a detailed, per-triangle check. You want to start with a fast way to check 
for possible collisions and run finer checks afterward.

The Solution
When performing a collision check, you’ll always find yourself making a trade-off between 
speed and accuracy. In most cases, you’ll want to settle for a combination of checks. During 
a first pass, you’ll want to scan all of your objects for possible collisions using a very fast check 
and afterward perform detailed tests only for those objects that responded positively on the 
quick check.

This recipe demonstrates two fast ways to check for possible collisions between two 
models.
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The fastest way is to find the two global s of the s and check whether 
they intersect by calling the  method on one of the spheres.

You can extend this a bit to improve accuracy. s consist of several es, 
which store the geometrical information about the different parts of the 

es can generate its own , so you can perform a collision check 
between each of the s of the first  and each of the s of the 
second . Obviously, this higher accuracy comes at a higher calculating cost.

How It Works

Fastest Check
This approach will use the  surrounding the whole . If these 

s of the two s intersect, it is possible that both s collide.
In some cases, this can give very bad results, such as in a skiing game where you want to 

detect the collision between the two skis of a player. The sphere of a ski is huge in comparison 
to the ski itself; the ski will occupy less than 1 percent of the volume of the sphere. This check 
will classify all objects inside the globe (such as the other ski!) as colliding, as illustrated in 
Figure 4-13.

Nonetheless, this method is used very frequently as the first check because of its speed. 
It would be a shame to waste processing power to check for collisions between two s of 
which the global s don’t even collide.

Figure 4-13. .

To perform this fast check, start by loading the s and generating their global 
 as explained in recipe 4-5. This  will be stored in the  prop-

erty of the :
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This  will contain the center of the  (which doesn’t need to be the 
(0,0,0) point of the ) as well as its radius.

When you render both s, you need a different World matrix for each of the s to 
have them moved (and/or scaled/rotated) to their correct position in the 3D world. When you 
move (and/or scale) a model, you also need to move the center (and/or scale the radius) of its 

. You can do this using the  of my  file. The 
method takes a  as well as a World matrix. It moves the center and scales the 
radius of the sphere according to the matrix, and the resulting sphere is returned.

All you need to do to check for a collision between two s is transform each of the 
s by the World matrix of the corresponding  and check whether the trans-

formed s intersect.

Because the  property of a  can really contain anything (the  class 

a  by performing a cast. If the transformed s collide, the 
method returns .

More Accurate, a Bit Slower
 consists of multiple members, of which the geometrical data is stored in the es 

collection of the  can generate its own 
. The total volume of all these small s will be much smaller than 

the volume of the global  of the . This is displayed in Figure 4-14. On the 
right part of that image you can see the separate s for all parts of the .
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Figure 4-14. 

On the left of the image, both s collide, so the first check would indicate a 
collision between the s. On the other hand, none of the s on the right col-
lide, so this check will correctly indicate that both s don’t collide. The second approach 
will often give a better result; however, the first case requires only one check, while the second 

This method detects collisions according to the second case:
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You start by performing the fast check. If this check returns , there is definitely no 
need to perform the finer check.

If the coarse check indicated a possible collision, you move on. You first set the collision 
variable to , which will stay like this until you encounter a collision. Because you’ll need 
to move each small  to its correct location in the , you’ll need the absolute 

 matrices for both s.
To perform the check, for each  of the first , you transform its 

 to its absolute position in the 3D world. To do this, you need to take into 
account both the position of the  in the  and the position of the  in 
the 3D world.

s to their 
absolute position in the 3D world.

For each  with any 
, you set the collision variable to .

In the end, the collision variable will indicate whether at least one of the s 
 this variable.

Optimization
Because for
the same way, this method can obviously be optimized. For example, you can do this by 
first transforming the 
method, and storing them in an array. After this, you can simply check for collisions between 
these transformed s.

This is what’s done in the next version of the  method:
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Note The  method should ideally be called only once after the  
matrices of a  have been updated.

The Code
.

Both the  and  methods were listed in one piece earlier. The following 
 method defines two World matrices to position two s at separate locations. As time 

goes on, one  approaches the other. If a collision is detected between them, the back-
ground flashes red:
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4-11. Use Ray-Traced Collision Detection for 
Small/Fast Objects

The Problem

colliding. However, if you have a small object going very fast through an object, chances are 
your program does not update fast enough to detect this collision.



CHAPTER 4   WORKING WITH MODELS328

As a far too detailed example, consider a bullet shot at a bottle. The bullet will travel at a 
speed of 5000 km/h toward the bottle, which is only 15 cm wide (that will already be a 1.5 L 
bottle). Your XNA program updates 60 times each second, so between each update of your 
program the bullet has traveled 23 meters, as you can learn from this formula:

5000 1000

3600 60
23

km
h

m
km

h
updates

m
up

+

+
=

sec
sec

teda

This means there’s almost no chance the bullet and the bottle will collide the moment 
your  method is called, even when the bullet went straight through your bottle during 
the last frame.

The Solution
You can create a  between the previous and current positions of the bullet. Next, you can 
check whether this  collides with the  of your object by calling the  
method of the  or .

If they collide, the method returns the distance between the collision and the definition 
point of your  (for which you can use the previous position of the bullet). You can use this 
distance to check whether the collision actually happened between the previous and current 
positions of the bullet.

How It Works
This approach requires the global  of a  to be stored in its  property, 
as explained in recipe 4-5:

You will create a method that receives a , its World matrix, and the previous and 
current positions of the fast object. The model will return whether both objects have collided 
between the current and previous frames.

First you need to move the  of the  to the current location of the  
in 3D space. You do this by transforming the  by the World matrix of the  
(as in the previous recipe).
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Note If you want to scale the  down before it is rendered to the scene, the scaling transfor-
mation will also be contained inside the World matrix. This will cause the previous code to scale the 

 correctly.

Next, you want to find the direction the fast object is going, as well as the distance it cov-
ered since the last frame:

As always, you can find the direction from point A to point B by subtracting A from B. You 
find the distance between them by calling the  method on this direction. When working 
with directions, you’ll usually want to normalize them so their length becomes 1. Because of 
this, you need to make sure you normalize after you’ve stored its length; otherwise, the length 
will always be 1.

Now that you know one point of the  as well as its direction, you’re ready to create 
the . You want to do this so you can use its  method to detect collisions with the 

 of the slow .

Now that you have the  of the bullet, you’re ready to finish the method:

First you define a variable , which will stay  unless the fast and slow objects 
collide. At the end of the method, this variable is returned.

You call the  method on the ray and pass it the transformed  of 
the slow .

The intersection method is a little special. In case of an intersection, it returns the dis-
tance between the intersection point and the point used to define the . However, if the 

 and the sphere don’t collide, the method returns null. Hence, you need a  variable 
instead of a , because it needs to be capable of storing the  value.

Note If the collision point is positioned behind the point you used to define the ray, the method also 
returns . Because of the direction you specified while creating the ray, XNA knows which side of the ray 
is in front of or behind the point.
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If there is a collision between the ray and the sphere and the collision point is in front 
of the  point, the intersection will not be null. To verify the collision happened 
between the previous and the current frame, you check whether the distance between the col-
lision point and the previous position of the fast object is smaller than the distance the object 
has traveled during the last frame. If this is the case, the fast object has collided with the  
during the last frame.

More Accurate Approaches
As explained in the previous recipe, because of the use of a , this approach can 
detect collisions even if there is no collision in reality.

Again, you can increase accuracy by performing the ray-sphere collision on the smaller 
s of the different es of the .

Large and Fast Objects
The approach described previously checks for collision, assuming the fast object is very small, 
much like a single point in 3D space. This is usually OK, but in cases when the fast object is 
too large to be modeled as a point, you’ll need to represent the fast object as a . 
One solution is to perform multiple ray checks based on different points of the  
of the fast object, but this gets quite complex.

A faster and much simpler way is to add the radius of the fast object to the radius of the 
slow object, as shown in Figure 4-15. The figure shows two objects that are on the rim of col-
lision. If you add the small radius to the large radius, the result will be the same. Using this 
approach, you can again represent the fast object by a single point and use the approach dis-
cussed earlier.

Figure 4-15. 

The Code

.

After loading the slow , you’ll need to store its  inside its  property:
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Now that you have the sphere, you can call this method, which will indicate whether a col-
lision has occurred during the last frame:

4-12. Extend the Model Content Processor to  
Load Custom Effects (Clean Approach)

The Problem
Instead of changing the effects of a  at runtime, you want to do this using a custom con-
tent processor. This way, the  is loaded correctly into your XNA project, and you don’t 
have to keep track of all textures and other information contained in the original effects during 
runtime.
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Note If you’re looking for an introduction to extending the default  processor, it might be better to 
start with the next recipe instead of this one.

The Solution
 processor and override the  method, which is called 

for each  encountered in the . Override it to deviate all  
information to a custom material processor.

In this custom material processor, you will create an empty material object from which 
to start. This allows you to link an effect of your choice to this object. You will also copy any 
textures from the original  into the new object and have the opportunity to 
set values for all HLSL variables of the effect.

How It Works
Because this comes down to extending a default content processor, make sure you’ve read 
the introduction to the content pipeline in recipe 3-9. Start by creating a new content pipe-

In this case, you will extend the default  processor, as you can see in Figure 4-16. 
When the default  reads a  file from disk and creates a  object, 
it saves the effects it encounters inside  objects. Your extended  pro-
cessor will make only some changes to these  objects, stored inside the 

. The rest of the  object will remain untouched.

Note If you compare Figure 4-15 to Figure 3-6, you can verify that you’re also extending the processor. 
However, because the processor is dealing with s instead of textures, the input and output will be dif-
ferent, as indicated in both images.

By extending the  method, you gain full control of the contents of the  object, 
before it is loaded into your XNA project. In this case, you want to hijack the way the materials 
inside the s are processed, because effects are stored inside the material information. So 
in step 4 of the checklist presented in recipe 4-9, inside your custom  processor class, you 
don’t have to override the  method as shown in that example, but the  
method. This method is called by the default  method each time a material is encoun-
tered in the  that needs loading.
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Figure 4-16. 

So, replace the dummy  method you see in your new file with this one:

This will create a  class that you can select from your drop- 
down list when importing a  file to process it. This processor will process the geometrical 
information the same way as the default  would, because you are overriding 
only the  method that is called every time a material is encountered in the 

. In the  method, you indicate that the materials should be processed 
by the , which you’ll define now.
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After your  class, add this class:

As its attribute indicates, it’s a content processor by itself. Instead of processing s or 
textures, it can process materials. By inheriting from the , you indicate it 
will receive a  as input, process it, and return the updated .

This time, you’ll want to override the  method of your 
, because you want to change the way the  

object is processed.

Note In the  class, you’ve overridden the way all  
objects encountered in the  are handled. Similar to this, since textures and effects are 
stored in  objects, you can change the way  and  
objects are handled by overriding the  or  method inside your 

 class, respectively.

For now, the  method simply calls the  method of its base class, the default 
, to do its job. Of course, you’ll want to change this so you can influence 

how the  is processed. For now, change the contents of the  method 
to this:

This will create an empty  object and will store a link to an effect 
file of your choice in it. You do this by first finding the map where the  is stored and then 
appending the name of your effect file to it. When the compiler reaches this line, it will add the 
effect to the list of assets that need to be loaded. This will result in the effect being automati-
cally loaded using the default  of the XNA Framework; all you have to do is 
make sure the effect file is stored in the same directory as the model.
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object to the new one. The effect used in this example samples color from a texture, called 

, and allows you to set the strength of the red, green, and blue color components 
individually.

example, a bump map, as explained in recipe 5-14). Unrelated to the number of textures used 
by the original effect, this code will feed only the last texture to the  variable of my 
sample effect, but the code shows you how you can scroll through multiple textures. You can 
access the  collection of the original effect and bind these textures to HLSL texture 
variables of your custom effect:

If you feel the need to adjust some of the HLSL parameters while loading the , this is 
how to do it:

Note Inside this sample HLSL effect file, the red, green, and blue color components of each pixel are 
multiplied by these variables. These settings will strengthen the red component while weakening the other 
components, rendering the model as if it were the sunset. This is also useful as a simple post-processing 
effect!

Finally, you have to return this newly created . You can try to return it as 
it is, but it’s better to pass this object to the default , which will make sure 
any errors it contains (such as some required fields you didn’t specify) are corrected. You can 
do this by calling the  class or using the more general call shown here. Both have 
the same effect.

This line searches for a processor called  that accepts a 
 object as input and produces another  object. The newly 

created  is passed as input. A polished  is returned and will be 
stored in the  you receive in your XNA application.

Note Compare this line to the last line of your  method defined earlier.
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Using the Custom Effect
Import a model into your XNA project, and select your new  
to process it, as shown in Figure 4-17 (make sure you don’t select the 

, because this is also shown in the list).

Figure 4-17. 

Load it the usual way, in your  method:

Your model will now contain the effect you specified! When it comes to drawing your 
model, you can use much cleaner code to set the parameters specific to your effect:

This results in a much clearer approach than the one shown in recipe 4-7.
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The Code
.

First, you indicate you want each  object encountered in your  to be pro-
cessed by , your own material processor. Of course, you also 
need to define this custom material processor.
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Next, import your  into your XNA project, select your custom  processor to pro-
cess it, and load it into a variable:

When this executes, the  will have your custom effect loaded. This allows you to 
immediately set the parameters of the effect before rendering:
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4-13. Gain Direct Access to Vertex Position Data 
by Extending the Model Processor

The Problem
In your XNA project, you want to have access to the position of each vertex inside your  
during runtime. This can be required if you need to do some very precise collision detection or 
if you want to find certain points of your .

Although you can access the  of your  from your regular XNA code, this 
approach requires a lot of clumsy code and slows down your application because the vertex 
data needs to be transferred from your graphics card to your main system memory.

The Solution
 processor by extracting the data you want and saving this into the 

polyvalent  property of the . During this recipe, you will code a custom  proces-
sor that creates an array, containing three s for each triangle of your , and stores 
this array inside the  property of the . Because this processor is only an extension of 
the default  processor, you can use the default  importer and , as shown 
in Figure 4-18.

Figure 4-18. 
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How It Works
-

give your content project a fancy name.
When it comes to defining your custom processor in step 4 of that recipe, inherit from the 

default . Because you want to change something to the  object itself (you 
need to store something in its  property), you want to override the  method:

This processor first passes its input to the  method of its base class, the default 
, to do its work. This will result in a default  object, ready to be 

serialized into a binary file and loaded into your XNA project.
However, before you return this object, you want to add some custom stuff to it. You 

start by creating a list that you will use to store the positions of all vertices inside the model. 
In the next paragraph, you will create the  method, which will browse 
through the whole  structure and add all the positions it encounters to the list. This 
list is returned, shaped into an array, and this array will be stored in the  property of the 

 object.

. Next to geometrical and material data, this node will contain links to its child nodes, 
and so on, until the whole  has been covered. If you want to create a method that saves 
all vertices inside a model to the list, it will first have to save the vertices inside the root node 
and then call itself on all child nodes of this root node, and so on, until all vertices of the  
have been saved into the list.

This is exactly what’s being done by the  method, which you should 
add inside your  class:



CHAPTER 4   WORKING WITH MODELS 341

A node doesn’t have to contain vertices. Sometimes a node serves only as a parent to 
two or more child nodes, without containing any actual vertex data. This means you should 
first check whether the node can be cast to a  object, which would mean it con-
tains vertices. The  keyword tries to perform that cast, but if unsuccessful, the resulting 
object ( , in this case) will contain null. So if the program enters the  block, the cast to a 

 object was possible, so you’re sure the node contains geometrical data. And of 
course you want to store these vertices to your list.

Note A node containing no vertex information will simply result in a  in the  object that you 
receive in your main XNA project. A node that does contain geometrical information will result in both a  
as well as a  that links to this  (actually, a  instead of a ).

After all vertices of the current  have been stored, you need to call the same method 
on all child nodes (if any) of the current node so your code crawls through the whole structure 
of the .

Add the code that extracts all positional information from the node and adds it to the list. 
This code should be put inside the  clause:
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The positions of all vertices of a node are referenced to the origin of that node. To obtain 
the position relative to the origin of the root node (= the origin of the future ), you need 
to transform the position by the absolute transformation matrix of that node (see recipe 4-9 

 property.
Next, you need to actually find the positional data. All triangles of a  are drawn from 

an , linked to a 
a vertex inside the , so for each triangle you will find three indices.

Note All triangles inside the models are rendered as indexed s (see recipe 5-3 and 
recipe 5-4).

You scroll through the indices of the node, look up the corresponding vertex from the 
, transform the position of this vertex so it becomes relative to the ’s origin 

instead of to the ’s origin, and add the resulting position to the list.
After all positions have been added to the list, the list is returned to the parent node, ready 

to be passed on to the next node until all nodes have added their vertices to the list. After this, 
the final list is returned to the  method defined earlier, which reshapes your list into an 
array and stores it in the  property of the .

That’s it! When you import a  into XNA using your custom  processor, you will 
find an array containing s in the  property of the :

Because the  property can really contain anything, you need to cast it to the type you 
know that’s in there. The last line will cause your program to halt there, so you can check the 
contents of , as shown in Figure 4-19.

Figure 4-19. 
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The Code
.

Your custom pipeline project contains your custom  processor. This processor inherits 
from the default  but overrides its  method to store all vertices into an 
array of s:
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4-14. Gain Direct Access to Vertex Position 
Data of Each ModelMesh by Extending the 
Model Processor

The Problem
The previous recipe gives you access to the positions of all vertices in a , relative to the 
origin of the . However, if you animate a part of the , for example, rotate the arm 
of a person, you’ll also want to transform the position of the vertices in the arm, hand, fin-
gers, and (why not?) nails. Using the result of the previous recipe, this is not possible, because 
the huge list of s does not contain any information as to which part of the  the 

s belong. They are defined to the origin of the .

The Solution
All separately transformable parts of a  are stored as es inside the . 
A  also has a  property, which you can use to store useful information. In this 
recipe, you will store the positions of all vertices of a  inside this  property of 
the .

You will store the positions relative to the origin of the  (instead of relative to 
the origin of the whole , as in the previous recipe). When your XNA program updates the 

 matrices of the  and calculates the absolute matrices (see recipe 4-9), you can trans-
form the positions using the same absolute  matrices used to render the  to obtain 
the position relative to the ’s origin. As a main benefit over the previous recipe, this time 
you’ll be taking the current transformation of the separate parts into account.

How It Works
This recipe expands on the code of the previous recipe. Once again, you will be crawling 
through the whole structure of the . Only this time, instead of saving all vertices you 
encounter into one big array, you will generate separate arrays for each node.

After you have crawled through the whole  and stored your arrays, you ask the 
default  to produce a  from the node as usual. Finally, you scroll 
through all s contained in the generated  and store each array 
in the  property of the corresponding .
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Note The  object is the output of a content processor and is written to a binary file. When 
your application is run, this file is loaded from disk, and the object is transformed into a .

This processor already takes care of the first part:

You create the  to store the separate  arrays. Next, you pass it together with the 
root node to the  method.

First, the method calls itself, passing its child nodes, so they add their arrays of s to 
the list first.

After all children have added their arrays to the list, the  
method checks whether the current node contains any vertices. If it does, an array of s 
containing the positions of all vertices is created and added to the list.
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Note In contradiction to the previous recipe, this time the positions are not transformed. This is because 
you want to store the positions of the vertices relative to the origin of the part, instead of relative to the whole 

. This will allow you to transform them later with the absolute transformation matrix of the  
at that moment.

Note A big difference between this method and the  method of the previous recipe 
is that here you first ask the child nodes to add their data to the list before the current node adds its own 
data. In the previous recipe, first the current node added its data before asking its child nodes to do the 
same, which might seem more intuitive. However, it is important to save the arrays of the  in the 
same order as es are saved in the , so you can simply load your arrays in the es 
at the end of the  method.

Finally, add this code to the end of your  method:

With the arrays gathered, you ask the default  to build a default 
 object from your nodes. In each of the es, you will store the correct 

array containing the s of that  (see the earlier note).
However, because things would otherwise be too easy, keep in mind that some s 

have es that consist of more than one  will have 
its own , and thus for each , your  
method will have added an array of s to your . So in order to be complete, you have 
to use this code instead of the code shown earlier:
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For all s belonging to one , this code adds all s to one list, 
which it converts to an array and stores in the  property of the .

Note Because all s of one  are rendered with the same absolute trans-
formation matrix, you can throw all of their s together and still remain compatible with animation 
(see recipe 4-9). You might still want to store the vertices of each  in the  property of that 

, though, for example, to create finer s to allow for finer but still very fast 
collision detection.

Finally, the resulting  is returned, ready to be serialized into a binary file.
When you import a  using this custom  processor, for each  of the 

 you will find an array in its  property, containing three s for each triangle of 
the . You can load your  as usual in your  method:

 of this  now contains its list of s in its  property. You can 
access it by letting the compiler know there’s an array of s stored in there:

The last line will put a breakpoint in your code so you can verify the s are available 
at that point.

The Code
.

Here’s the custom content pipeline:
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4-15. Gain Direct Access to Vertex Position Data 
by Defining a Custom TypeWriter and TypeReader

The Problem
You want to have access to the position of each vertex inside your . Instead of one huge 
list containing three s for each triangle of the , you want a list of  objects, 
where each  object contains three s.

Or, more generally, you want to pass an object of a custom class from a custom content 
processor to your XNA application. The content pipeline will not know how it should serialize 
and deserialize objects of your new class to and from a binary file, so you have to define your 
own  and .

The Solution
The base code of this recipe will rely heavily on the code from the previous recipe, but this 
time you’ll create a simple  object for each three vertices you encounter. You will add 
all generated  objects to a list and store this list in the  property of the .

The main difference is that you will define the  class in your custom content 
pipeline. The default XNA content pipeline has no idea how it should serialize objects of your 
custom class to file or how to deserialize it into an object for your XNA project. So, you will 
define a  and  suited for your new class.

How It Works
This recipe will be written as an introduction to writing your custom  and 

. Therefore, it’s useful to take a look at Figure 4-20 to locate the  and 
 in the content pipeline story.
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Figure 4-20. 

Go through the checklist of recipe 3-9 to create a custom content pipeline project. Add 
this class to the namespace of your new content pipeline project:

This is a very simple class, capable of storing three s. It provides some getter meth-
ods, allowing you to retrieve one  at a time or an array containing the three s.

For each triangle of your , you want to create an object of this custom class, store all 
of these objects in an array, and store this array in the  property of the , so it becomes 
available to your XNA runtime code.
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The  class is nearly identical to the code of recipe 4-13, only this time you’re keep-
ing track of a  of  objects, instead of a  of s. Add your  class 
after your  class:

The  will crawl through the whole  structure, generate a  
object for each three s encountered, and add all  objects to the :

This code is taken straight from recipe 4-13. You will now code the part that generates 
 objects for every three s:
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This code could obviously be shorter, but it would only make the easy code look more 
difficult.

A  is drawn from its , where each index refers to a vertex inside the 
 (see recipe 5-3 to learn more about indices). First you need to find the total num-

ber of triangles in the , which equals the number of indices divided by 3.
-

secutive indices, so first you store these into more meaningful variables. Once you have the 
indices, you retrieve the corresponding vertices and transform this with the node’s absolute 
transformation matrix (see recipe 4-9) so the positions become relative to the ’s origin 
instead of relative to the ’s origin. Finally, you create a new  object based on 
the three vertices and add the  to your .

At the end of the  method, this  is converted into an array of  objects 
and stored into the  property of the .

Tada! This is the point where the previous recipes would be finished: you’ve stored your 
extra data inside the  property of the . However, when you import a , select this 

 to process the model, and try to compile and run your solution, you should get this 
error:

Coding Your Custom Content TypeWriter
This error is raised because the content pipeline does not yet know how to serialize a  
object to a binary file! So, you will need to code a simple  that instructs how such 
a  object is encountered inside the 

 object generated by your , XNA will call this  to save the 
 to the binary file of the .
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Add this new class to your pipeline project, and make sure you put the code outside your 
 class:

The first two lines indicate to your pipeline that you will be defining a  
that knows how to serialize objects of the  class.

You first need to override the  method, which will receive each  object that 
needs to be saved. This array is passed to the  method as the  argument. The  
variable contains a  object that allows you to save to the binary file.

When coding a  for a certain object, you should first think what you need to 
store about this object, allowing you to re-create the object when it should be loaded from 
the binary file at program startup. Next, you need to break down the object into more simple 
objects, until you end up with objects that the content pipeline knows how to serialize.

In the case of a , storing the three s will enable you to re-create the 
 afterward. You’re in luck, because the content pipeline already knows how to serial-

ize s, so the  method simply breaks the  down into three s and 
serializes them.

Tip You can scroll through the different overloads of the  method to see which types the 
default content pipeline knows how to serialize.

Note You can also use  because the  type is by default supported 
by the default content pipeline. However, the  method used in the previous code is 
more general because it allows writing objects of custom classes for which you already defined a custom 

.
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The resulting binary file will need to be deserialized each time you start your XNA pro-
gram. Again, the default content pipeline will not know how to deserialize all  objects 
it encounters in the binary file, so you’ll have to define a custom .

To allow your XNA program to find your corresponding custom  for objects 
of the  class, your  needs to specify the location of the  in the 

 method.
This  method (also defined in the previous code) simply returns a string, 

specifying where the  for  objects can be found.
If you run the solution at this point, you’ll get an error stating the 

 class cannot be found, which is probably because you 
haven’t coded that class yet. So, add this last class to your  namespace:

You inherit from the  class and indicate your custom  will be 
able to deserialize objects of the  class.

Note Make sure the name of your custom reader is the same as you specified in the  
method of your writer! Otherwise, XNA will still not be able to find the  suited for reading serial-
ized  objects.

During the startup of your XNA project, the  method of this class will be called each 
time a  object is found in a binary file. For each triangle, you stored its three s. 
So in your , you simply read in the three s from the binary file, create a 

 object based on these three s, and return the .

Adding a Reference to Your Content Pipeline Project
With your  coded, you should be ready to run your solution. However, although 
this time your project will build correctly, you will get another error when the program is 
actually run:



CHAPTER 4   WORKING WITH MODELS 355

You get this error because your XNA project cannot yet access the  
namespace in which the  for  objects resides. To solve this, you will want to 
add a reference to your content pipeline project. So, open your main XNA project, and choose 
Project 
your content pipeline in the list, as shown in Figure 4-21. Select it, and hit OK.

Figure 4-21. 

Note If your content pipeline project is not in the list, make sure you have built your content pipeline proj-
ect (step 6 in the checklist of recipe 4-9).

At this point, you should have added a reference to your content pipeline project for the 

4-22. The first reference will allow you to select your custom processor as the processor for 
your model, while the second reference allows your XNA project to call the  at 
runtime.

Figure 4-22. 

When you select the  to process your model and run your solu-
tion, your model should now contain an array of  objects in its  property.



CHAPTER 4   WORKING WITH MODELS356

Adding the Content Pipeline Namespace to Your Using Block
In your XNA project, when you want to access the  objects stored in the  property, 
you’ll always have to cast the contents of the  property to the type you want, which in this 
case is  (an array of triangles). However, since the  class was defined in 
another namespace, you need to precede the  name by its namespace:

That looks rather ugly. If you add your content pipeline namespace (  in 
my case) to the  block of your XNA project:

From now on all classes of your custom content project will be known to your XNA project, so 
you can write that last line shorter:

Note The positions stored in the s will be references to the origin of the . To learn how 
you can use these positions while animating certain parts of the , see recipe 4-14.

Checklist for Extending a Content Processor Using an Object of a Custom Class
Here you can find the steps required to get your custom content pipeline containing a custom 
class up and running. As in recipe 4-9, I’ll present them as a checklist, so you can easily refer to 
this list from other chapters. The initialization list of recipe 4-9 is extended by two steps, which 
were discussed earlier.

 1. Add a new content pipeline project to your solution.

 2. In the new project, add a reference to .

 3. Add the  namespaces to the  block.

 4. Indicate which part you’re going to extend (which method you’re going to override).

 5. 

 6. Add the newly created assembly to your main project.

 7. Select the newly created processor to process an asset.

 8. Set the project dependencies.

 9. In your main XNA project, add a reference to your content pipeline project.

 10. Add your content pipeline namespace to the  block of your main XNA project.
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And after everything has been initialized, do the following:

 1. Define the custom classes you’ll need in your processor.

 2. 

 3. For each of the custom classes you used in your processor, create a .

 4. For each of the custom classes you used in your processor, create a .

Note Keep in mind that the content importers, processors, and typewriters are invoked only when you 
compile your project. Therefore, these classes will not be deployed on the Xbox 360 console, and as such 
both the  class and your custom class will not be known to your main  class. To solve this, 
move both classes to your main XNA project, and add your main XNA project as a reference to your content 
pipeline project. See the sample code for this recipe as an example.

The Code
.

You can see the complete custom content pipeline namespace in the following code. This 
namespace includes a custom  processor with its helper method, a custom class, a 

 (to store this custom class to a binary file), and a  (to deserialize objects 
of your custom class). This  is called each time during startup of your application 
for every  encountered in the binary file.
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In your main XNA project, this is how you load the , access its s, and place a 
breakpoint so you can examine the contents of the  array:
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4-16. Store Multiple Objects in the Tag Property by 
Defining a Custom TypeWriter and TypeReader

The Problem
To allow your  processor to store objects inside a  and pass it to your XNA proj-
ect, XNA provides the  property of a . As shown in recipes 4-13, 4-14, and 4-15, this 

 property is quite useful to store an array of objects of the same type, such as an array 
of s or s. But often you’ll want to pass multiple objects, such as the list of 

s together with the global  of the .

The Solution
Define a custom class, capable of storing all objects you want to pass. Inside your  pro-
cessor, create a new object of your class, and fill it with anything you want to pass from your 
content pipeline to your XNA project. Finally, store the object in the  property of the .

Because you have defined a custom class, you’ll have to define a suitable  
(see recipe 4-15) so XNA knows how it should serialize the object to a binary file, as well as a 

, which will be called to restore the object from the binary file each time you run 
your XNA application.

How It Works
Because you will be extending a content processor and you’ll be passing an object of a custom 

-

4-15. In step 1, I called my new content pipeline project . In step 4, I called my pro-
cessor .

With all the initialization done, you’re ready to define the new class that should be capa-
ble of storing everything you want to pass from your content pipeline to your XNA project. In 
this example, you’ll send an array of all s used by the  together with the global 

 of the .



CHAPTER 4   WORKING WITH MODELS 361

At the top of your content pipeline namespace, define a class that can hold both objects:

This simple class can store an array of s and a . It has one constructor 
that stores the values passed to it in its internal variables. You’ve also defined two getter meth-
ods, allowing you to retrieve the contents of the variables later.

Note Since this class does not contain any behavioral methods, you can choose to use a struct instead of 
a class.

Next, you should start coding your  processor. It should gather the data you want to 
pass: the array of s and the .
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First you ask the default  to do its job as done many times in the previous 
recipes, and you store its output in the  variable. Next, you crawl the whole model 
structure and add all s you find to a  using the  method, which 
is explained in recipe 4-13.

Once you have this , it’s easy to create a  from them using the 
 method. This method accepts a collection of s, which is 

subscribed to the  interface, such as an array or a .
By reshaping the  into an array, you have everything you need to create an object of 

your newly defined  class! Finally, you store this object in the  property of the 
.

second half, you’ll code the  and the  for your custom class.

Coding the TypeWriter and TypeReader
Glad you made it back! When you run the code at this point, XNA will complain because it 
does not know how to save an object of the  class to a binary file, as in the previous 
recipe. Add this custom  to your content pipeline namespace:

As explained in recipe 4-15, the first two lines specify this class is a  
capable of serializing an object of the  class. Again, you want to override two meth-
ods: the  method specifies how a  should be written to a binary file, while the 

 method can be called by XNA so it knows where to find the corresponding 
 to reconstruct the object. See recipe 4-15 for more information on this.

The default content pipeline knows how to serialize an array of s and a 
, so you can simply ask the framework to serialize these for you. In the 

 method, you indicate you will code a corresponding  called 
 in the same namespace.



CHAPTER 4   WORKING WITH MODELS 363

Note You could ask yourself what to do if the default content pipeline doesn’t know how to serial-
ize a . You could solve this by adjusting the  for s to save the two 

s of the  to the binary file so the  can reconstruct the box. How-
ever, a much better approach would be to code an additional  and  to serialize/
deserialize a  object. If you do this, all your future  will know how to serialize 

 objects!

So far, so good. All you have to do next is code the corresponding . As defined 
in the  method, the  class should be called :

During application startup, for each object of the  class that has been serialized 
to a binary file, this method will be called to reconstruct the object. First you read the array of 

s from the file and store it into a variable; next you do the same for the . 
Now that you have both objects, re-create the  object and send it over to your XNA 
project.

That’s easy, but it is quite important you read the objects in the same order you wrote 
them to the file! If you first tried to read a , you would create a  based 
on the first s of your array! Luckily, the XNA team has managed to build in a protection 
for this, so if you screw up the reading order, XNA will complain at compile time.

Note If your solution refuses to compile at this point, go over the ten-point list of recipe 4-15 again.

Accessing the Data in Your XNA Project
When you run your solution at this point, any model imported using the 

 will contain a  object in its  property. As always, since 
the  property can really contain anything, you first need to cast it to a  object. 
From then on, you can easily access its properties:
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The Code
.

For this recipe, the complete content pipeline namespace contains the following:

  processor, including the  helper 
method

 class definition

, capable of serializing objects of the  class

, capable of restoring objects of the  class stored in a 
binary file

This entire namespace is as follows:
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4-17. Correctly Tilt a Model According to the 
Terrain Underneath

The Problem
When moving a car  over a terrain, using recipe 4-2 you can adjust the height of the car, 
and using recipe 5-9 you can find the height of the terrain underneath the car. However, if you 
do not tilt the car according to the slope underneath the car, the result will not look very nice 
on hilly parts of the terrain.

You want to correctly position and tilt your car so it is positioned nicely on the terrain.
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The Solution
This problem can be split up into four parts:

 1. First, you want to find the positions of the lowest vertices of the four wheels of your 
.

 2. Second, you want the height of the terrain exactly underneath these four points.

 3. Next, you need to find the rotation along the Forward and Side vectors of the  to 
tilt the  correctly.

 4. Finally, you should find the height difference between the model and the terrain and 
compensate for this difference.

Instead of hacking your way in the runtime program to solve the first step, you should 
code a small custom  processor that stores the position of the lowest vector for each 

 of the  in the  properties of the es. Because these lowest points of 
the four wheels will be moved while the game is running, each update you’ll need to transform 
these positions with the current World positions of these vectors.

To find the exact height at a certain location on a triangle-based surface, you can use the 
 method created in recipe 5-9.

The approach to find the rotation angles are based on a single mathematical rule (which 
you should have remembered from high school!).

The final step involves adding a vertical translation to the ’s World matrix.

How It Works

Coding a Custom Model Processor to Find the Lowest Positions of Each ModelMesh
The first step is to find the positions of the lowest vertices of the wheels of the , because 
these vertices should ultimately connect with the terrain. You will create a  processor that 
is a simplified version of the processor coded in recipe 4-14.

For each  of the , you will store its lowest position in the  property 
of the . Note that you want this position to be defined relative to the origin of the 

, so this recipe remains valid even when you animate the s of the  (see 
recipe 4-9).

 pro-
cessor’s  method:
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The  method crawls its way through all the nodes of the  and 
stores, for each , the lowest position of the  list. Once you have this 
list, you store each position in the  property of its corresponding .

Based on the  method described in recipe 4-14, the  
method adds its position to the list and passes the list on to all of the node’s child nodes:

You start by calling this method on the node’s children so they also store their lowest posi-
tion in the list.

you scroll through all vertices that define the geometrical shape defined in the node. If the 
 is null (it will be null the first time this check is encountered) or if the current posi-

tion is lower than the one previously stored in , you store the current position in 
.

In the end, the vertex with the lowest Y coordinate is stored in . You add this to 
the  list and return the list to the parent node.
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Note As discussed in recipe 4-14, a  first calls this method on its children, and afterward it 
adds its own lowest position to the list. A more intuitive approach would have been to have a node first store 
its own  to the list and then call the method on its child node. You have to do it in the order shown 
earlier, though, because this is the order the nodes are converted to es by the default  
processor. In the  method, this allows you to easily store the correct  in the  property 
of the correct .

 processor to process the  you’re importing for this 
recipe.

Finding the Absolute 3D Coordinates of the Lowest Positions of the Wheels
In your XNA project, you’re ready to store the position of your four wheels. It depends on the 
structure of your  and which  corresponds to which wheel. You can use the 
code of recipe 4-8 to visualize the structure of your .

For each wheel, you should know the ID of the corresponding . Once you know 
the ID, you can access the lowest position of each wheel and store it in a variable. Although 
you can make the following code four times as compact as shown here using a simple  loop, 
I’ll always use four separate variables with a somewhat intuitive name for each of the wheels. 
The front-left one is abbreviated to , the back-right one to , and so on.

, which you can find 
using recipe 4-8.

The positions you have stored in the  properties of the es are relative to the 
origin of the . You want to know them in the same space as your terrain, which is in 
absolute 3D space.

A first step toward this goal would be to find the position of your lowest vertices relative 
to the origin of the , which can be done by transforming them with the absolute trans-
formation matrix of the  (see recipe 4-9). Next, because you will probably also use a 
World matrix to render the  at a certain position in the 3D world, you should combine the 

 matrix of each  with the ’s World matrix.
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First, you calculate the absolute transformation matrix for all s of the  (see recipe 
4-9). Next, for each wheel, you find the absolute transformation matrix stored in the  cor-
responding to the  of the wheel.

Once you know the absolute transformation matrix for each wheel, you combine this 
matrix with the World matrix of the  and use the resulting matrix to transform your verti-
ces. The resulting s contain the absolute world 3D coordinates of the lowest vectors of 
your ’s wheels.

Note As explained in detail in recipe 4-2, the order of matrix multiplication is important. Because these 
vertices are part of the , first you’re taking the offset between the (0,0,0) absolute 3D origin stored in 
the World matrix into account, and afterward you’re transforming your vertices so they become relative to the 

’s origin. Doing things this way, your World matrix has an impact on the s of your , which 
is what you want. If you did this the other way around, any rotations contained in the s would have an 
impact on the World matrix. See recipe 4-2 for more information on the order of matrix multiplication.

Finally, you’re ready to make the four vertices collide with your terrain, because both the 
positions of your vertices and of your terrain coordinates are in absolute 3D space.

Retrieving the Height of the Terrain Underneath the Model
Now that you’ve found the absolute 3D positions of the four wheels, you’re almost ready to 
find the required rotation angles. As a start, you want to find how much you should rotate the 

 around its Side vector so the front of the car is lowered or raised. Instead of working 
with all four points, you’re going to base your calculations on two points only. The first point, 

, is positioned between the front wheels, while the second point, , is between the 
two back wheels, as illustrated in Figure 4-23. You want to find the rotation so the dotted line 

 (that connects both points) is aligned with the terrain underneath.
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Figure 4-23. 

You can find the position of both points easily by taking the average of their neighboring 
wheels. You can find the vector between them, , by subtracting them from each 
other:

so its  point is moved upward or downward. Ideally, you want your  vector to 
have the same inclination as the terrain slope, as shown in Figure 4-24. The angle you want to 
calculate is denoted  in Figure 4-24.

You first need to find the height difference of the terrain at both points. Use the 
 method constructed in recipe 5-9:

Figure 4-24. 
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Calculating the Rotation Angles
Now that you know the height difference on your terrain, using some trigon math you can 
find the inclination angle. In a triangle with one corner of 90 degrees, you can find the angle of 
one of the other corners if you know the length of the opposite side (A in Figure 4-24) and of 
the neighboring side (B in Figure 4-24). The angle is found by taking the arc tangent (atan) of 
their lengths. The first length equals the height difference you just calculated, while the second 
length equals the length of your  vector!

This is how you find the angle and construct the corresponding rotation around the (1,0,0) 
Side vector. The resulting rotation is stored in a quaternion (an object useful for storing and 
combining rotations without Gimbal lock, as explained in recipe 2-4):

If you rotate your  using this rotation, the  and  points of your  will 
follow the slope of your terrain!

Obviously, this is only 50 percent of the work, because you’ll also want to rotate your 
model around its Forward vector so its  and  points follow the terrain. Luckily, you 
can use the same approach and code to find the . You simply want to make sure the 

 dotted line in Figure 4-23 is aligned to the terrain underneath:

-
bine the resulting transformation with the World transformation:

If you use this  matrix as the World matrix for rendering your , it 
will be perfectly rotated to fit on your terrain! However, you still need to position it at the cor-
rect height.

Positioning the Model at the Correct Height
Because you’re rotating your , some wheels will be lower than others. Now that you have 
calculated your rotations, you can easily find the rotated positions of your wheels:
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Next, you can use the X and Y components of these positions to find out exactly where 
they should be positioned:

You know the Y height coordinate of your wheels and you know the Y coordinate of where 
they should be, so it’s easy to calculate how much they’re off:

However, you’ve obtained four different values that could be useful for shifting your  
to its correct height. Because you’ll be shifting your whole model, there’s only one value you 
can actually use.

The value you actually want depends on your liking. If you want to make sure not a single 
wheel ever sticks even a millimeter in the ground, take the largest difference. If you don’t like 
having spaces between your  and the terrain, take the smallest one. Hey, this is my rec-
ipe, so I’m taking their average as the final shifting value:

The last line adds a matrix that contains this vertical translation to the World matrix of the 
.

Note Here you’re putting your newly calculated matrix at the right of the multiplication to make sure the 
model is moved over the absolute Up axis. If you put it at the left part of the multiplication, the  would 
be moved along the Up vector of the , which is rotated.
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That’s it. If you render your  using this World matrix, the  will follow the slope 
of the terrain nicely. It’s a huge amount of code, but if you put it in a  loop, the amount is 
already divided by 4. If you’re scared it looks a bit heavy on the calculations, keep in mind that 
these calculations have to be performed only for s that actually have to be rendered to 
the screen!

Preparing for Animation
If you have animated your , you can run into some trouble. For example, if you have 
rotated one of the wheels for 180 degrees, the vector stored in the  property of the wheel 
will contain the highest point of the wheel, instead of the lowest! This will cause your ’s 
wheel to sink into the ground.

To solve for this, you should reset the  matrices of the wheels to their original value 
before performing the calculations. This is no problem, because you need to store these any-
way when doing  animations (see recipe 4-9); 2, 4, 6, and 8 are the indices of the s 
attached to the four wheels.

The Code
.

Here’s the code for the content pipeline namespace that will save the lowest vertex of each 
 in its  property:



CHAPTER 4   WORKING WITH MODELS 375

The following code is the method that adjusts a given World matrix in such a way that 
your  will be titled so it fits nicely on your terrain. You need to pass it the World matrix of 
the , the  itself, and the four indices of the es that correspond to the four 
wheels of the .
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Extra Reading
The correctness of this method depends on the correctness of the bottom positions of the 
wheels. It will work very well on s with thin tires, because their bottom positions will be 
positioned exactly on the terrain.

s with wide tires, on the contrary, can still give some trouble. If the  processor 
picks the inner bottom vertices, calculations are done on these positions, and nothing will 
assure you that the edges of the wheels don’t sink into the terrain.

If this is the case and it bothers you, adjust your  processor so it stores the outer bot-
tom vertices of the wheels in the  properties, or specify them manually to the method.
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4-18. Detect Ray-Model Collisions Using 
Per-Triangle Checks

The Problem
You want to check whether a 3D ray collides with a . This is required if you want to per-
form collision detection at the finest level of detail. It can be used as an extension to recipe 
4-11 to detect at a high level of detail whether a bullet has hit an object. As shown in the next 
recipe, this can, for example, also be used to check whether the pointer is currently over a 

.
-to-  collisions, because 

each edge of a triangle corresponds to a  that can be tested for collisions with another 
.

This recipe will deal with the most complex case, allowing separate parts of the  to be 
transformed individually, to make this recipe compatible with  animation. These trans-
formations will have an impact on the final position of the vertices of the . For example, if 
a person moves his arm, the final positions of the vertices of the arm are changed. This recipe 
will take these transformations into account.

Or, you want a crash course in 3D vector math.

The Solution
This recipe uses a mix of the custom content pipelines created in recipes 4-13 and 4-14, 
because it stores an array of  objects inside the  property of each  of the 

 object carries three s defining a triangle of the .
The benefit of having each  carrying its own array of  positions is that 

you can transform them with the  transform of the . Whatever transformation 
you have currently set on that part of the , you can find the  positions in abso-
lute 3D space by transforming them with the absolute transformation matrix of that  
(see recipes 3-9 and 4-17). This is required, because in most cases the 3D  will be defined in 
absolute 3D space, so you need to know the absolute 3D positions of the vertices if you want to 
do any kind of comparison between them.

Once you know the absolute 3D position of each triangle of the , the problem 
reduces to a -  check for each  of the .

How It Works
Because the required content pipeline of recipe 4-15 uses a custom class ( ), the easi-
est way is to add the content pipeline project to your solution. You do this by right-clicking 
your solution and selecting Add  
file of your content pipeline project, and select that file.

The following steps are still required to allow your main XNA project to access the content 
pipeline project. See recipe 3-9 for more details on steps 1–5. The last two steps allow your 
XNA project to deserialize the  objects and are explained in recipe 4-15.
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 6. Add the newly created assembly to your main project.

 7. Select the newly created processor to process an asset.

 8. Set project dependencies.

 9. In your main XNA project, add a reference to your content pipeline project.

 10. Add your content pipeline namespace to the  block of your main XNA project.

Be sure not to forget step 7, and select the  to process your 
imported . This processor will store an array of  objects in the  property of 
each  of the .

Transformations
Now that you have access to all vertex positions of the , you can define a method that 
checks for -  collisions:

The concept is simple enough: you start off by setting  = . For each part 
of the , you will scroll through all of its  objects, containing the positions of the 
triangles. For each , you will check whether that  collides with the . If they 
collide, return true. Simple.

This is the moment to remind you that the positions stored in the  objects are 
relative to the origin of the . This means they first have to be transformed by the 
absolute transformation matrix of the  to obtain their position relative to the  
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origin. Next, they need to be transformed by the World matrix of the  to obtain their posi-
tion relative to the 3D world (in other words, the absolute positions).

This first transformation looks like a burden, but in fact it offers a huge advantage: if you 
rotate one  of the  (for example, an arm of a person), this rotation will also be 
taken into account here. After you transform the positions of the arm vertices by their abso-
lute transformation matrix, you get their position relative to the  origin, with the rotation 
taken into account!

In the previous code, you first calculate the absolute transformation matrices for all 
s of the . Next, you combine the absolute matrix for the current  with the World 

matrix. You use the resulting matrix to transform each  you find in the  to 
absolute 3D positions.

Finally, for each  of the , you end up with the exact positions in 3D 
space, taking any animation on the  and the positioning of the  into account! That’s 
how far the previous code goes.

Ray-Triangle Collision
Once you have these absolute positions for each , you check whether there’s a colli-
sion between the  and the 

The  will be broken in two parts. First you will find the point 
where the  collides with the plane of the . Because the  and this intersec-
tion point are in the same plane, the problem becomes a 2D problem, as shown in Figure 4-25. 
Next, you check whether the collision point is inside the triangle.
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Figure 4-25. 

You will code two methods that tackle both parts of the problem. The first method, 
, receives a  and a  and returns the distance of the collision 

point on the . From this distance you can easily calculate the intersection point between 
the  and the .

The second method, , receives the three coordinates of a triangle, as 
well as the coordinate of an extra point (in your case, the intersection point). This method will 
return whether the point is inside the triangle or not.

If this is the case, you have detected a collision between the  and your . This is the 
code that should replace the two lines of pseudocode:
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First you create the triangle plane, based on the three corner points of the triangle. You 
pass this plane together with the  to the  method and receive the 
location of the intersection point on the , which you use to calculate the position of the 
intersection point. Finally, you check whether this intersection point is inside the triangle.

Note For more examples on the usage of  objects, see recipes 4-11 and 4-19.

Finding the Collision Point Between a Ray and a Plane

You’re in luck—the first method is pretty mathematical. Don’t worry too much; I’ve chosen a 
vector-based approach so you can visualize the process using Figure 4-26.

pl
an

e.
D

ra
yP

oi
nt

Di
st

ra
yP

oi
nt

To
Pl

an
eD

is
t

di
re

ct
io

nP
ro

je
ct

ed
Le

ng
th

ray.Position
ray.Direction

collisionPointPl
an

e

(0,0,0) origin

Figure 4-26. 

Given a  and a , this method finds the distance from the  point to 
the  based on the approach shown in Figure 4-26. Note that all lengths of the 
variables in the method are shown to the left and right of the image.
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You start by finding the , which is the length of the projection of the 
 on the normal of the plane (the line perpendicular to the plane). The  

value equals by definition the shortest distance between the plane and the (0,0,0) origin point, 
which is the distance along the normal of the plane.

Once you have these two distances along the normal, you can find the distance between 
the  point and the plane (that is, ) by subtracting them from 
each other.

This shortest distance from the  point to the plane is the line from 
 that goes perpendicularly to the plane, again along the normal of the plane. Now 

it’s time to determine the length of the ray’s direction along the plane normal. In other words, 
if you start in the  point and you add one , how much closer did 
you get to the plane?

You can find this length by projecting the  on the plane’s normal, which is 
done by taking their dot product. This length is also indicated to the right of Figure 4-26.

You know how much one  brings you to the plane and you know how far 
 is from the plane, so you can calculate how many times you should add the 

 to the  point to hit the plane! This factor is what the method 
returns and can be used to find the exact position of the intersection between the  and the 

. Start from the definition point of the  ( ) and add the ’s direction 
multiplied by this factor, and you obtain the position of the collision point. This is done in 
your  method:

Checking Whether a Point Is Inside a Triangle

Luckily, things aren’t over yet. Now that you know where the ray intersects with the triangle’s 
plane, you should check whether the intersection point is inside the triangle. Otherwise, the 

 and the  clearly don’t collide.
This can again be done using a vector-based approach. Figure 4-27 demonstrates the gen-

eral idea. If you keep in mind that the  is in the same plane as the triangle, the 
image is not that complicated.
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Figure 4-27. 

In the left part of Figure 4-27, the  is outside the triangle. First concentrate 
on the T0,T1 boundary of the triangle. You want to find out on which side of the boundary the 

 is. Look at vectors  and  in the left part 
of Figure 4-27. If you rotate from A to B, you’re rotating in a counterclockwise way.

However, in the right part of Figure 4-27, the  is inside the triangle and 
thus at the other side of the T0,T1 boundary. In this case, when you rotate from A to B, you’re 
rotating in a clockwise way!

This is definitely a way you can check on which side of the boundaries the  
is. You can take the cross product of A and B, A B, which will return a vector sticking out of the 
plane in case of the left part where you’re rotating counterclockwise. If you’re rotating clock-
wise, as in the right part of Figure 4-27, this vector will point downward.

This code calculates the A and B vectors and takes their cross product:

Let’s take this one step further: the  is inside the triangle if it is on the same 
side of all three boundaries of the triangle. In other words, it’s inside the triangle if the three 
cross vectors are pointing in the same direction.

So in order to check whether the point is inside the triangle, you’ll calculate the cross vec-
tor for each boundary of the triangle. They are pointing in the same direction when the signs 
of their components are the same. So, this is the method you end up with:
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The method receives the corner position of the triangle, as well as the position of the 
. If the ray was parallel to the plane, no  was found, and the 

point will contain NaNs for all of its components (NaN means Not a Number). If this is the 
case, it returns  immediately, as a parallel , and  will never intersect in the 
finite future.

Otherwise, the method continues. For each side of the triangle, you calculate the cross 
vector. If all cross vectors point in the same direction (meaning the signs of their components 
are the same), the  is inside the triangle!

All that remains is the  method, which receives two s. It needs to 
check whether the signs of both X components are the same, the signs of both Y components 
are the same, and the same for the Z components. In short, it checks whether both directions 
differ less than 90 degrees. This is your code:

You simply take the dot product between both vectors, which projects one vector on the 
other. This results in a single value, which will be negative if both vectors differ more than 
90 degrees, 0 if they are perpendicular to each other, and positive if they differ less than 90 
degrees.

Performance Considerations
You have to keep in mind that this check needs to be called for each triangle of the . 
Therefore, it is important that it executes as fast as possible. In the following sections, you can 
find some suggestions to optimize the checks.
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Transform the Ray Instead of the Positions

Inside a , you’re transforming each and every position with the absolute transforma-
tion matrix of the . This transforms the position to absolute 3D space, so it can be 
compared to the , which is also defined in absolute 3D space.

It would be better to bring the ray into the  coordinate space, because this would 
have to be done only once for each . As long as the  and  positions are in 
the same coordinate space, they can be compared.

 method with this code:

Instead of transforming triangle positions into absolute 3D space, you transform the 
 from absolute 3D space to  space. It’s the opposite transformation of the 
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, so you invert that matrix. Next, you retrieve both points of the ray, transform 
them with the inverse matrix, and create a new  from the transformed points. Now you 
have a  described in  space, so you can compare the  to the untransformed 
vertex positions, which are in the same coordinate space!

As a result, for each  you perform two transformations, instead of three for each 
 inside the !

First Do a BoundingSphere Check

Instead of scanning for an intersection between the ray and all triangles of the model, it’s 
much better to first check whether the ray collides with the  of a . If 
this simple and fast check for a  returns , there’s no use in checking each tri-
angle of the !

If this fast check returns , before jumping in to the heavy per-triangle check, it might 
be a nice idea to check for collisions between the  and the smaller s of all 

es. Or even better, check with the s of all s, if the  
has multiple s for a .

As you can see, a  split up in several es not only allows for detailed anima-
tion but also has the potential of speeding up your collision checks because you will have more 
(detailed) s and thus fewer triangles to check.

The Code
.

This is the final method that checks for collisions between a  and a :
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This method calls the  method, which returns the position of the 
collision point between a  and a :

The  method can be used to check whether this collision point is 
inside the triangle:
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This verifies that the collision point is on the same side of each boundary of the tri-
angle, by checking whether the cross vectors have the same direction. This is verified in the 

 method:

4-19. Detect Whether the Pointer Is Over a Model

The Problem
You want to detect whether the user’s pointer is over a  in your 3D scene.

The Solution
In XNA, it’s easy to retrieve the 2D position of the pointer on the screen. However, this single 
point on your screen corresponds to a whole  in the 3D space of your application, as shown 
in Figure 4-28.

Figure 4-28. 

As a result, if you want the check which  the pointer is over, you need to check 
whether the  collides with any s. Therefore, this recipe will use the code of recipe 4-18.

It’s entirely possible that the  intersects with multiple s. This recipe also shows 
how you can detect which  is the closest to the screen.
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How It Works
All you have to do is create the 3D pointer  and send it together with the  to the 

 method created in recipe 4-18.
You can define a  only once you know two points located on the . The two points 

you’re going to use are indicated in Figure 4-28. The first point is the collision of the pointer 
 with the near clipping plane; the second is the collision with the far clipping plane (see 

recipe 2-1 for more information on clipping planes). You can find their 3D positions by turning 
the problem around.

If you knew the 3D positions of both points, you would transform them with the 
ViewProjection matrix to obtain their 2D positions on the screen. However, when you trans-
form a , the result is another . Of the resulting , transformed with the 
ViewProjection matrix, the X and Y components are the 2D screen position. The third coor-
dinate, the Z component, also contains useful information, because it contains the distance 
between the camera and the original point, where 0 indicates a point on the near clipping 
plane and 1 a point on the far clipping plane. It is this distance that is stored in the depth buf-
fer. So in fact, each pixel drawn on your 2D screen by XNA has three coordinates!

This recipe can be used as an example of this. Both points you’re looking for share the 
same pixel on the screen, the same 2D position, so they share the same X and Y components. 
Because the first point is located on the near clipping plane, its Z component is 0. The second 
point is located on the far clipping plane, so its Z component is 1. The three coordinates for 
both points in screen space, in case of a mouse pointer, are as follows:

Here they are in code:

If you go from 3D space to screen space, you transform the 3D point by the ViewProjec-
tion matrix. Here you want to transform these points from screen space to 3D space, so you 
want to transform using the inverse of the ViewProjection matrix. You also need to map the X 
and Y pointer coordinates into the [–1, 1] region, so you also need the height and width of your 
screen in pixels.

Luckily, XNA provides the  method that performs exactly this mapping and 
inverse transformation:

The two points you get contain the 3D positions of the two points indicated in Figure 4-28!
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Note You want to know the 3D positions relative to (0,0,0) 3D origin, so you specify  
as the World matrix. The ViewProjection matrix is found by multiplying the View and the Projection matrices. 
That’s why you’re specifying both matrices as the second and third arguments.

Once you know two points of a , you can create the  object:

With the  created, you’re ready to detect collisions between the  and your  
using the  method created in the previous recipe:

Adding a Crosshair to Verify Accuracy
The code presented earlier looks very nice, but what good is it if you can’t test it? Let’s add an 
image that shows the position of the pointer. For a brief introduction to rendering images to 
the screen, see recipe 3-1. Start by storing the 2D screen position of the pointer in a :

In your  method, add a  object and a  holding a trans-
parent crosshair image:

And render this image to the screen in the  method:

This will allow you to visualize your pointer on the screen. The center point of the image 
(7,7) will be positioned at the position of the pointer.

Checking for Multiple Objects
If you have multiple objects located in your scene, it is possible that more than one object is 
colliding with the . In most cases, you are interested only in the one closest to the camera, 
because this will be the one that is actually occupying the pixel on the screen.
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You can do this by slightly adjusting your  so it returns the distance to 
the collision instead of simply  or . Similar to the  method, you will use a 
nullable  variable, so you can return  if there is no collision:

 is still . This 
will indicate it is the first collision detected, so you store the distance to the collision. From 
then on, you check whether the distance is less than the distance already known. If this is the 
case, you overwrite the distance.

The resulting value in the  variable will contain the collision closest to 
the camera, so this is returned. You can use this result to detect which model is closest to the 
camera.
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The Code
.

This code creates a 3D  describing all points belonging to the pixel indicated by the pointer. 
This  is passed to the  method of recipe 4-18.



C H A P T E R  5

Getting the Most Out of Vertices

Whether you’re creating a 3D game or some visualization software, in many cases you’ll 
want to render primitives such as points, lines, or triangles. All of these primitives are defined 
by vertices, which are the corners of your triangles or the ends of your lines.

Vertices contain not only a position; they can contain all kinds of data. They can specify 
which color the corner of your triangle should be rendered in. Or, if you’re using a texture 
to put over your triangle, the vertices should indicate which point of your texture should be 
mapped to which corner of your triangle. These are only two examples of an almost endless 
list of data that can be contained in your vertices.

This chapter starts by showing you the basics: how to define vertices and how to render 
points, lines, or triangles from them. Next in line are texture coordinates and normal data, 
because most vertices usually store this data.

Next, the chapter covers some powerful functionality provided by XNA, including 
static and dynamic s and s, which let you store your vertices in 
the memory on the graphics card. This is applied in practice when you create a whole 3D 
terrain defined solely by vertices. Since a terrain (or a grid in general) is quite commonly 
used in game programming, this chapter deals with some common challenges such as 
bilinear height determination as well as surface picking. Using Catmull-Rom interpolation, 
you can even generate extra vertices to make any terrain as detailed as you like!

Since vertices are the data that is sent to your graphics card, this chapter explains why 
vertex formats are the link between your XNA project, your vertices, and your vertex shader on 
your graphics card.

Using HLSL, you’ll learn how to add bump mapping to your 3D objects to increase the 
detail of the pixels in your triangles. In the end, you’ll even learn how to add an impressive 
ocean to your 3D world by letting your graphics card manipulate all of your vertices and pixels.

Furthermore, in this chapter you’ll learn how to load an object from an XML file into your 
XNA project.

Specifically, the recipes in this chapter cover the following:

-
der points, lines, or triangles from your vertices and how to cover your triangles with a 
texture (recipes 5-1 and 5-2).

indices and store your vertices and indices in the memory of your graphics card by 
storing them in a  and in an  (recipes 5-3, 5-4, and 5-5).

393
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card thinks your camera is looking at the back of the triangle, causing it to be non-
rendered, or culled (see recipe 5-6).

also learn how you can calculate all normals at once (recipe 5-7).

as well as find the point on your terrain that the user’s pointer is over (recipes 5-8, 5-9, 
and 5-10).

5-11).

any data you want in your vertices so you can access this in your vertex shader (recipe 
5-12). The vertex format is the glue between your XNA project, your vertices, and your 
vertex shader on your graphics card.

5-13 and 5-14).

 the pixel 
shader adds the required realism (recipe 5-15).

curve that passes nicely through your
create a racetrack (recipes 5-16 and 5-17).

5-1. Render Triangles, Lines, and Points in a 
3D World

The Problem

be composed of triangles, lines, or points.

The Solution
When rendering a 3D geometrical object, you need to define its shape using primitives -
tives are the most basic geometrical object that can be drawn by XNA, and the most frequently 
used primitive is the triangle. Any shape, even spheres, can be represented using triangles, 
if you use enough of them. The XNA Framework can render points, lines, and triangles as 
primitives.

XNA allows you to define all coordinates of these primitives immediately as 3D coordi-
nates. Once you call the  function, XNA will automatically convert the 3D 
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coordinates into their corresponding screen positions, provided you’ve specified a valid View 
matrix  (see recipe 2-1).

How It Works
To transform 3D coordinates to pixel positions on your screen, XNA needs to know the posi-
tion of the camera (stored in the View matrix) and some details concerning the lens of the 

or you’re unsure about their meaning, you might want to read recipe 2-1 and use the camera 
system from recipe 2-3. Just copy the  file into your project map, and import it 
into your project. Add the camera system to your project by adding this variable:

And initialize it in the  method:

That’s it—you now have a working camera system in your project! I explained it in detail 
in recipes 2-1 and 2-3. The  object
If you want to let the user move the camera around, pass the user input to your camera by 
adding these lines to the default  method of your XNA project:

Instead of going through the list of primitives in alphabetical order, I’ll start with the 
triangle because it is used most often.

Defining and Rendering a Triangle in Your 3D World
Using XNA, rendering primitives is simple. The few steps needed to render a triangle to the 
screen are as follows:

 1. Define the coordinates and color of the three vertices (corner points) of the triangle, 
and store them in an array.

 2. Set up the effect you want to use to render your triangle.

 3. Indicate to your graphics card which kind of data your vertices are carrying.

 4. Instruct the graphics card to render the contents of the array to the screen.
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Defining the Vertices

The corner of a triangle is called a vertex (the plural form is vertices). In this recipe, for each 
vertex, you want to store a 3D position as well as a color. XNA provides a structure called 

, which can store just that. So, you’ll add an array of such objects to your 
project. Next, you’ll also need to specify a , which tells the graphics card 
what kind of information is contained in each vertex.

With these variables defined, you’ll create a method that first creates this 
 and fills the array with three vertices, which should be enough to define 

your triangle:

The  will be used before instructing your graphics card to render tri-
angles from the vertices. It tells what kind of information can be found in each vertex. This 
information is described by the  of the vertex format, which, in this case, will 
be the position and color.

Caution In most cases, you’ll use the resulting  variable only in the  
method, where you actually render your triangles. Therefore, it can be tempting to create the variable 
right there. However, this would cause the  variable to be re-created for each 
frame, which would result in a small slowdown. More importantly, since Xbox 360 uses a “lite” version 
of the .NET Framework, it will cause your application to crash on Xbox 360 after some undetermined 
time, making it hard to find out what’s causing the crash. Therefore, make sure you always initialize the 

 only once.

Next, you specify this 3D position and color for each vertex. In this example, all vertices 

Make sure you call this method from within your  method.
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Loading the BasicEffect

Before you can render your triangle to the screen, the graphics card first needs to be told what 
to do with the information it receives. In this example, you want the color you specified to be 
simply used as the color for that corner. This sounds trivial, but in more complex scenarios 
you may want to use the information you send to your graphics card for different purposes. 
This needs to be coded in what is called an effect.

Luckily, XNA provides a default effect that makes the graphics card do the most logical 
and basic things with the information you provide. This effect is called , and you’ll 
need one to get the triangle rendered to your screen. Add this variable to your project:

And initialize it in the  method:

Note See Chapter 6 for an introduction to coding your own effect.

Rendering the Triangle to the Screen

Note For demonstrative purposes, I’ll use the  method here, although it doesn’t 
perform as well as others of its kind. See recipe 5-4 for a detailed discussion about faster/more complex 
alternatives.

With your vertices defined and your  loaded, you’re ready to render your 
triangle to the screen. Obviously, this should be done in the  method, which is already 
provided by the XNA Framework when you start a new project and is called each frame.

Add this code just after you clear the whole scene:
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Tip This is very elementary code, which is used in this chapter each time custom geometry is rendered 
from vertices.

Before you can render your triangle, you need to set some values on the  
effect.

It is possible to move, rotate, or scale your triangle by setting a World transform (see rec-
ipe 4-2). For now, you just want the vertices simply to be drawn at the positions you specified, 
so you set the unity matrix as the World matrix.

The -
ics card can take the position of the camera into account and transform all 3D positions of 
your vertices to their screen positions (see recipe 2-1). Finally, you need to indicate that the 

 effect should actually use the color information you specified.

Note If you do not specify where the  should sample its color from, it will get its color from 
the last source specified.

Next, you start the effect. Advanced effects can have multiple passes. Although the 
 effect has only one pass, it’s good practice to always loop through all the possible 

passes.
Once the pass has started, you first need to pass the  so your graphics 

card knows which data is contained in the vertices.
Finally, you call the  method to render your triangle. The 

 method takes four arguments. First you need to specify whether you want 
to render triangles, lines, or points, as well as how they are stored in the array (see the follow-
ing six sections). Next, you need to pass the array you used to store your vertices. The third 
argument allows you to specify at which vertex inside the array the graphics card should start 
drawing from. Because here you want to start drawing from the very first vertex in your array, 
you specify 0. Finally, you indicate how many primitives XNA should render from the array. 
Since you’ve stored only three vertices in the array, you can expect XNA to render only one 
triangle from them.
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Running this code will render your triangle to the screen! As you can see, each corner of 
the triangle is rendered in the color you specified, with the colors linearly shifted between the 
corners.

Note The  code disables culling (see recipe 5-6). 
Culling can prevent triangles from being drawn, so when beginning 3D programming, you should turn if off.

Rendering Multiple Triangles Using the TriangleList
Now that you’ve managed to render one triangle, there’s no challenge in rendering a few of 
them. First define their vertices:

Tip Instead of doing all indexing manually, you can save yourself some time and use an integer that is 
incremented after each line.

With twelve vertices defined, all you have to do is indicate you want to render four 
triangles from them:
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If you want to render only the last two triangles, you should mention you want to start 
rendering from the seventh vertex. Since arrays are 0-based, this vertex has index 6:

Indicating only a subset of the vertices can save you some bandwidth because less data is 
being pushed from your system RAM to your graphics card.

Rendering Multiple Triangles Using the TriangleStrip
Whenever the triangles you want to render are connected to each other with a side, you can 
save a lot of memory, and thus bandwidth, by using a  instead of a .

Take a look at the six triangles shown in Figure 5-1. Using a , this would take 
6*3 = 18 vertices. However, only eight of them are unique, so the ten duplicates you’re storing 
and sending to your graphics card are a total waste of the memory, bandwidth, and processing 
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Figure 5-1. Rendering a TriangleStrip

By specifying you have stored your triangles as a , XNA will draw the first tri-
angle based on the first three vertices stored in the array. From then on, XNA will create a new 
triangle for each next vertex, using the new vertex and the previous two. So, the first triangle is 
defined by vertices 0, 1, and 2; the second triangle is defined by vertices 1, 2, and 3; the third is 
defined by vertices 2, 3, and 4; and so on.

To render x triangles, you need to define x+2 vertices. So if you have stored twelve verti-
ces in an array (as done in the  method earlier), you can render ten triangles as a 

 using this line:
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Note When defining a , it’s impossible to fulfill the culling rule, where you want to define 
each triangle in a counterclockwise winding order (see recipe 5-6). To solve this, culling is a bit special for 

s. The first triangle needs to be defined in clockwise order, and then the order needs to be 
flipped to counterclockwise for each triangle (this will automatically be the case!).

Rendering Multiple Points Using a PointList
In addition to triangles, you can also render lines and points. This involves using the same 
code; you specify only a different type of primitive.

Simply store a vertex for each point you want to render in an array. If you have stored 
12 vertices in an array as shown earlier, this is how you render the 3D points to the screen:

Note that each point will occupy exactly one pixel on your screen, no matter how close/far 
the camera is from the point. Anyway, you’ll need a couple of good eyes to see the pixels.

Rendering Multiple Lines Using a LineList
The last type of primitive is the line. Strangely enough, you need two points to define a line. 
An array containing 12 vertices can be used to render 12/2 = 6 lines by calling this method:

Rendering Multiple Lines Using a LineStrip
As with the triangles, you can also render a strip of lines if they’re connected with a point, as 
shown in Figure 5-2.
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Figure 5-2. Rendering multiple lines as a LineStrip

Rendering x lines requires x–1 vertices, so if you have stored 12 vertices in an array, you 
can render 11 lines using this method:
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Rendering Multiple Triangles Using a TriangleFan
To make this list complete, you can also render triangles that share one point using a 

. Figure 5-3 shows such a set of triangles. Note that in addition to sharing the 
central point, each triangle must also share an edge with the next triangle.
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Figure 5-3. Rendering multiple triangles as a TriangleFan

It takes x–2 vertices to render x triangles. This means you can draw ten triangles based on 
your twelve vertices. The shared point must be stored at position 0 of your array.

Note The  offers the same performance while being much more flexible.

The Code
All the code is available for download at .

Because this is the first recipe of this chapter, here you can find all the code you need to render 
a few triangles as a :



CHAPTER 5   GETTING THE MOST OUT OF VERTICES 403



CHAPTER 5   GETTING THE MOST OUT OF VERTICES404



CHAPTER 5   GETTING THE MOST OUT OF VERTICES 405

5-2. Apply a Texture to Your Triangles

The Problem
 to render a nicely colored triangle by putting a texture over the triangle.

The Solution

your triangle.
This means you’ll have to import a 2D image into your XNA project and pass it to the 

graphics card before rendering your triangles. For each vertex, instead of specifying the color, 
you’ll have to indicate which position in the 2D image corresponds to the vertex.
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How It Works
Start by importing the 2D image into your project, as demonstrated in recipe 3-1. Make sure 
you link it to a variable in the  method:

Next, you should define the vertices of your triangles. As in the previous recipe, you have 
to specify the 3D position of each vertex. This time, you will not define a color but the position 

coordinate in each vertex. If each vertex of your triangle corresponds to a 2D texture coordi-
nate, your graphics card will fill the interior of your triangle with the part of the 2D image you 
specified.

When specifying texture coordinates, you have to keep in mind that the top-left corner of 
your texture has the (0,0) coordinate, while the top-right corner has the (1,0) coordinate. This 
means the second coordinate indicates the vertical position, so the bottom-right corner has 
the (1,1) coordinate. Figure 5-4 shows three regions of a texture that correspond to different 
texture coordinates.

XNA

(0,0)

(0,0.5) (0.25,0.5)

(1,0) (1,0)

(0.5,1)

(0.5,1)

(1,1) (1,1)

XNA XNA

Figure 5-4. Specifying texture coordinates for your vertices

This means you now have to store a 2D texture coordinate instead of a  in each ver-
tex. Instead of storing an array containing  elements, you will now create 
an array containing  elements, which, much as the name implies, can 
store a 3D position and texture coordinate:
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The nine vertices you’re defining here have texture coordinates corresponding to the 
three triangles of Figure 5-4. By specifying these texture coordinates, you indicate the triangles 
will have the same colors as the triangles in Figure 5-4.

Note It is important to keep in mind that the actual position in 3D space of the triangles is defined by 
the . For example, the first triangle of Figure 5-4 will be rendered upside down in your 3D world, 
because two vertices have 1 as the Y coordinate and the middle vertex has 5 as the Y texture coordinate. 
This will cause the word XNA in the middle of the texture to be rendered upside down.

coordinate instead of a color. Therefore, you should create a  based on the 
 of the , which you’ll pass to the graphics card before 

rendering the triangle.
With your vertices defined, you’re ready to render the three triangles to the screen using 

a small variation on the code presented in the previous recipe:
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as the active texture of the . Next, instead of using the colors defined inside the 
vertices as done in the previous recipe, you specify that the  should sample the 
colors from the texture by setting  to . Since you’re using a different vertex 
format, you need to pass the new  to the graphics card.

Finally, you issue your graphics card to render the three textured triangles!

Texture Addressing Modes
As mentioned earlier, the (0,0) texture coordinate corresponds to the top-left pixel of your tex-
ture, while the (1,1) texture coordinate corresponds to the bottom-right pixel.

This doesn’t mean you have to use texture coordinates in the [0,1] range, however. For 
example, it’s entirely valid to specify (1.5f, –0.5f) as the texture coordinate. In such cases, you 
just have to let XNA know how to handle such coordinates by setting the U and V texture 
addressing modes (where U is the first texture coordinate and V is the second). The following 
code defines a triangle having U and V coordinates outside the [0,1] region:



CHAPTER 5   GETTING THE MOST OUT OF VERTICES 409

Next, you need to instruct XNA how it should handle these coordinates by setting the 
addressing mode of the texture sampler in the graphics card, which is used to sample colors 
from the texture.

TextureAddressMode.Clamp

Use this code to set the U and V addressing modes to :

This addressing mode will cause all texture coordinates to be clamped to the [0,1] region. 
All coordinates less than 0 will be clamped to 0, while all coordinates greater than 1 will be 
clamped to 1.

As a result, all the pixels of the triangle having a texture coordinate outside the [0,1] region 
will get the color of the pixel at the edge of the texture, as shown on the left side of Figure 5-5. 
The triangle shown in the image corresponds to the triangle having texture coordinates as 
defined earlier.

This is how your graphics card first maps the texture coordinates before sampling the 
color from the image:

(–0.5f,1.5f)  (0,1)

(0.5f,–1.5f)  (0.5f,0)

(1.5f,1.5f)  (1,1)

Figure 5-5. Clamp (left) and Wrap (right) texture addressing modes



CHAPTER 5   GETTING THE MOST OUT OF VERTICES410

TextureAddressMode.Wrap

Although this is the default texture addressing mode, after using a different one you can rese-
lect wrapping using this code:

Using this addressing mode, the graphics card will keep adding or subtracting 1 from the 
coordinate until it enters the [0,1] range.

of Figure 5-5.
Here are some example texture coordinate mappings:

(–0.5f,1.5f)  (0.5f,0.5f)

(1.2f,–0.2f)  (0.2f,0.8f)

(–0.7f,–1.2f)  (0.3f,0.8f)

TextureAddressMode.Mirror

Use this code to set the texture addressing mode to :

This addressing mode will result in the original texture being copied. However, unlike the 
 mode, the copies are mirrored over the neighboring side with the original texture. 

So, the copies above and below the original texture are mirrored vertically, while the copies to 
the left and right of the original texture are mirrored horizontally. The diagonal copies are mir-
rored along both sides, resulting in the original texture rotated over 180 degrees, as shown on 
the left side of Figure 5-6.

This mode is quite useful, because it allows you to enlarge your texture without introduc-
ing sharp edges, as the  method does.

Here are some coordinate mappings:

(–0.5f,1.5f)  (0.5f,0.5f)

(0.5f,–1.5f)  (0.5f,0.5f)

(1.2f,1.7f)  (0.8f,0.3f)
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XNAXNA
(0.5,-1.5f)

(0,0)

(1,1)

(1.5,1.5)(-0.5,1.5)

(0.5,-1.5f)

(1.5,1.5)(-0.5,1.5)

XNA

XNAXNAXNA

XNAXNAXNA

XNAXNAXNA

(0,0)

XNAXNA

XNAXNA

(1,1)

Figure 5-6. Mirror (left) and MirrorOne (right) texture addressing modes

TextureAddressMode.MirrorOnce

Alternatively, you can choose to specify the  addressing mode:

This mode mirrors the texture coordinates between the [–1,1] region into the [0,1] region, 
while all coordinates outside the [–1,1] region are clamped to –1 (for values less than –1) or to 1 
(for values greater than 1), as shown on the right of Figure 5-6.

Here are the sample coordinate mappings:

(–0.5f,1.5f)  (0.5f, 1)

(0.5f,–1.5f)  (0.5f, -1)

(1.2f,1.7f)  (1, 1)

TextureAddressMode.Border

 define that you want all the pixels with a texture coordinate outside the [0,1] 
region to be assigned a color you specify. This color is called the  and can be set on 
the  using this code:



CHAPTER 5   GETTING THE MOST OUT OF VERTICES412

This mode is quite useful when debugging, because it clearly indicates all texture coordi-
nates outside the [0,1] region.

No texture mappings are performed; all the pixels with texture coordinates outside the 
[0,1] region are rendered using the .

Caution The Xbox 360 console can only use white as a border color.

The Code
All the code is available for download at .

First you need to define your vertices. Since they need to contain their positions in 3D space, 
as well as their corresponding locations in the texture, you want to use  
elements. Don’t forget to initialize the corresponding .

Once you have your vertices stored in an array and a valid , you can set 
a texture addressing mode and render your triangle(s):



CHAPTER 5   GETTING THE MOST OUT OF VERTICES 413

5-3. Remove Redundant Vertices Using Indices

The Problem
The triangles you want to render share a lot of vertices. Figure 5-7 shows such a situation.

0 1 2

3
4

5

6
7

8

(0-2)

(3-5)
(6-8)

(9-11)

(12-14)

(15-17) (18-20)
(21-23)

Figure 5-7. Structure that could benefit from using indices

The eight triangles shown in Figure 5-7 would require 8*3 = 24 vertices to be rendered 
using a . However, you can clearly see this structure contains only nine unique 
vertices, so the remaining fifteen vertices would be a waste of memory, bandwidth, and vertex 
processing power on your graphics card.

The Solution
A better approach is to store the nine unique vertices in an array and send these to the graph-
ics card. Next, you create a list of twenty-four numbers, which refer to one of the nine vertices.
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Figure 5-8 shows the big list of twenty-four vertices on the left and the nine vertices with 
the twenty-four indices on the right. Note that each of the indices links to a vertex.

Figure 5-8. Eight triangles drawn from twenty-four vertices (left) or from twenty-four indices 
pointing to nine vertices (right)

This brings some important benefits. Since they are just numbers, the 24 indices are very 
small compared to the vertices, which contain a , a color, a texture coordinate, and 
other information you need to store with each vertex. This helps you save on memory and 
bandwidth. Furthermore, the vertex shader on your graphics card will have to process only 
nine vertices instead of twenty-four. Of course, these advantages will be quite important when 
you work with complex structures made from thousands of triangles.

The indices refer to one of the nine vertices, so the triangles are actually drawn based on 
the indices. Using a , you’ll need twenty-four indices to render eight triangles.

How It Works
First you need to define your array of unique vertices. This list (somewhat) corresponds to the 
structure of Figure 5-7:
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Now you need to define which vertices should be used to create the triangles. Each of the 
eight triangles requires three indices to be rendered.

Next, you’ll create the list of indices, pointing to these vertices. First add an array to hold 
these indices:

This method will fill your newly defined array with indices:
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I’ve split the code up into blocks of three indices so each block corresponds to a triangle. 
I’ve also made the list correspond to the gray numbers in Figure 5-7. For example, the upper-
left triangle is defined by indices 12 to 14, which point to vertices 3, 6, and 7.

Note The triangles have been defined in such a way that the vertices follow each other in a clockwise 
order. To see why, read recipe 5-6.

Don’t forget to call this method, for example, from within your  method:

With your vertices and indices defined, you’re ready to send them to your graphics card 
and render the triangles defined by them:

This code is the same as the rendering code of recipe 5-1, except for two lines. The first 
line sets a scaling transformation of factor 2 as the World matrix, meaning that all vertex posi-
tions will be multiplied by 2. So, instead of stretching from 0 to 2, the grid will stretch from 0 to 
4. Read recipe 4-2 for more information on World matrices.

Second, and more on topic, you’re using the  method, indicat-
ing you want to render triangles defined by an array of indices.
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need from the array and at which position to start. This allows you to use only a portion of the 
vertices.

Next, you need to specify the array containing your indices and which index your graphics 
card has to start with. The last argument specifies how many primitives, triangles in this case, 
you want to render.

Note This method supports all primitive types discussed in recipe 5-1. For example, it’s entirely possible 
to render a  using indices (see recipe 5-8 for an example) or a  using indices. 
However, it’s completely useless to use indices for rendering points.

When to Use Indices?
Switching to indices is some kind of optimization, so before moving over to indices, you 
should first try to render your vertices without indices.

There are cases where using indices will have a negative impact on performance. As an 
example, imagine five triangles not sharing a single point. Without using indices, you would 
have to use 15 vertices. Using indices, you also have to define the same 15 vertices, because 
they’re all unique! Even more, you have to define 15 indices, each pointing to its own vertex. 
So, in this case, you’re sending more bytes to your graphics card!

As a rule, you can look at the (number of unique vertices) divided by the (number of tri-
angles). If no vertices are shared among the triangles, this value will be 3. If lots of vertices 
can be shared, this value will be smaller. The lower this value, the more performance you gain 
using indices. In the example of Figure 5-7, this value is 9/8 = 1.125, indicating you can gain a 
lot of performance using indices.

The Code
All the code is available for download at .

Because all the methods used in this recipe were listed in whole in the previous code, I won’t 
list them again here.

5-4. Store Your Vertices and Indices in the 
Memory of Your Graphics Card Using a 
VertexBuffer and an IndexBuffer

The Problem
Each time you call the  method, your vertices are transferred from 
system RAM to the graphics card. Usually, the majority of this data remains the same between 
consecutive frames, meaning the same data is transferred each frame again.
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your application by storing your vertices in that video RAM. Vertex data can be transferred 

card. The same holds for indices.

The Solution
By creating a  from your  array, you’re copying the vertex data to video 
RAM. Once your vertices have been stored in video RAM, you should call the  
method (instead of the  method used in recipe 5-1), which feeds the verti-

Note This approach brings the largest improvements when you (almost) never need to update the verti-
ces. When dealing with so-called dynamic vertex data, meaning that it is updated frequently, you should use 
the , as explained in the next recipe.

How It Works
Instead of passing an array containing your vertices to the graphics card each time you call 
the  method, you’re going to pass the data once and store it in the video 

a . Add this  to your project:

Then use this method to generate six vertices, describing two textured triangles as 
explained in recipe 5-1. At the end of the method, these six vertices are loaded into the 

, moving them to video RAM:
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When you’ve defined all your vertices, you create a new . This translates to 
the reservation of memory space on the graphics board. Because of this, you need to specify 
a link to the device, as well as the total number of bytes the vertices will occupy. This number 
equals (the number of bytes occupied by one vertex) times (the number of vertices you want to 
store). In the next section, you can find more details about the last argument.

Note You certainly don’t want to create a new  each frame, so make sure you call 
this line only once for each geometrical entity. If you need to overwrite data in a , never 
delete one  and create a new one. Instead, simply load the new data into the existing 

 using the  method explained in a moment. The only case in which you should delete 
a  and replace it with a new one is when you have to increase the number of vertices that can 
be stored by the .

With the  created, you’re ready to transfer the vertices to their new memory 
using the  method on the . Obviously, the  needs your vertex array 
as the source from which to copy data. The overload shown here can be used if you want to 
write only to a part of the . In such a case, you can indicate the position where 
you want to start writing to and how many vertices you want to copy.

Note If you need to update the contents of your  quite often, you should definitely use a 
. The  method of a  also has some more powerful 

overloads.

With the vertex data stored on the graphics card, it’s time to render some triangles to 

 method, indicating you’re going to render from the active . Before 
you can do this, you need to activate your .



CHAPTER 5   GETTING THE MOST OUT OF VERTICES420

Inside the pass, as usual you indicate which type of information is stored in each vertex by 
passing the  to the device.

The third line of the pass sets your  as the active vertex source for the graph-
ics card. For each vertex, you can store separate information in separate s. In this 
case, you’re using only one , so you specify index 0. Using the  method, 
you indicate you want to activate your 
going to need its data starting from the first vertex, and you need to specify how many bytes 
one vertex occupies (so the graphics card can cut the byte stream in separate vertices).

Once you’ve activated your , render its contents as a , starting 
from the first vertex. The  contains data to draw two triangles.

Performance Considerations: VertexBuffer Constructor
The constructor of the  allows you to specify a few useful option flags as the last 
argument. The driver of your graphics card can use this to determine which memory would be 
the fastest for your usage of your vertex data. Here you can find the possible s for 
creating a :

: Allows you to write to and read from your .

: Indicates that the vertices stored inside the  will be 
used to render points and sprites.

never read from data you stored in the 
. When used with a , this allows the driver to put your vertex 

data in the fastest RAM on your graphics card. Therefore, if you think you’ll need access 
to your vertex data, it’s often better to store a local copy of your vertices in your main 
system RAM instead of calling the  method on one of your s.

paradoxically enough, results in a logical AND of the options specified).
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IndexBuffer
If you also want to store your indices on your graphics card, you should use an  
next to a , so add this  variable to your project:

As a simple example, you’ll define the same two triangles as shown earlier, but because 
they share one point, you’ll define only the five unique vertices:

Next, use the  method to create an array of indices that point to your vertices, 
and copy them into your :
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When creating an , you have to specify the type of indices you’ve used, which 
will be ints or shorts, and how many you’ve used of them.

Caution Some low-end graphics cards allow only 16-bit indices. This will cause errors when you use 
32-bit ints as indices. To solve this, store your indices in an array of shorts, and specify you want to create 
an index buffer of shorts.

Tip If your vertex array/buffer will never contain more than 32,768 vertices, you should use shorts instead 
of ints. This will cut the amount of memory your index buffer consumes in half.

Don’t forget to call this method during the startup of your project!
When it comes to rendering, you first need to activate your  and  

and then call the  method to render your triangles from them:

The Code
All the code is available for download at .

The , , and  methods were all listed earlier.



CHAPTER 5   GETTING THE MOST OUT OF VERTICES 423

5-5. Store Your Frequently Updated Vertices in a 
DynamicVertexBuffer

The Problem
 to update your vertex data frequently. This will cause slowdowns if you’re using the 

 method of the .

The Solution
If you’re planning to frequently update your vertex data, you should use a 

 instead of a normal . This will cause the data to be stored 
not in the fastest video RAM but in some memory that is more easily accessible. Therefore, 
this will result in slightly reduced performance, but changing data frequently inside a normal 

 would result in a much larger performance hit.
However, as opposed to a normal , whenever the graphics card is ordered 

to switch tasks (for example, when switching applications using Alt+Tab), the contents of the 
 

event.

How It Works
The  works very much like the normal . Again, you’ll first 
need an array of vertices that you’ll load into your , as shown here:
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The line that actually creates the  accepts the same arguments as 
when creating a normal . The  method, however, accepts a new powerful 
argument, which I’ll describe in a moment.

The last line is completely new. If the device gets “lost,” then when the graphics card is 
required by another application, the contents of a  will be lost. Therefore, 
you can hook a method to the  event of the . Whenever the 

 loses its content, it will fire the  event. All methods that are 
hooked to this event will be called, so this is your chance to reload its contents.

In the previous example, you’ve hooked the  method to the 

the contents of the buffer:

Note This requires local access to your vertex data. Because a  is to be used only 
in cases where your vertex data changes frequently, this should be no problem. Keep in mind that you should 
never try to read from a .

When it comes to rendering, the  behaves in the same way as a 
.

Performance Considerations: DynamicVertexBuffer.SetData Method
Since a  is needed in cases when you want to frequently update the vertex 
data, you can expect the  method to be used a lot. Therefore, the  method of a 

 accepts an extra argument, .
This argument allows you to specify some interesting options, which can improve the 

overall speed of your application. By default, whenever you want to overwrite the contents of 
RAM on the graphics card, your graphics card can’t read from that section because it doesn’t 
support simultaneous reading and writing. When writing to a large, important section of 
memory, this could cause the drawing operation of your graphics card to stall, because it has 
to wait for your copy operation to be completed.

However, there are two ways you can make sure your graphics card doesn’t have to wait 
 argu-

ment; the following are the possible values:
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: This option gives you full control over which parts of the 
 to overwrite. However, as explained previously, this can come at a per-

formance penalty. If the graphics card is rendering from the previous contents of the 
 at the time you issue your  command, your graphics card has to 

stall its drawing operation until all the slow copying has been finished!

: Using this option, you indicate you don’t need the previous 
contents of the  anymore. The data you write using this option will be 
stored in a new spot in video RAM. Although this is happening, the graphics card can 
happily continue to render from the old contents. Once the writing has been finished, 
the graphics card is kindly requested to use the new contents from then on, and the old 
contents are discarded. In short, the graphics card does not have to wait, but you have 
to rewrite all the data. (This option cannot be used when programming for Xbox 360. 

 call to render frequently changed vertex 
data on Xbox 360.)

: This is quite powerful but dangerous. Using this option, 
you promise your graphics card that the part of the  you’re going to 
overwrite is currently not being used to render from. Therefore, you can overwrite a 
specific section of your , while your graphics card doesn’t have to wait for 
the copying to be finished, because it doesn’t need that specific part to do its job. This 
is faster than the  option, because you do not need to reserve a new section of 
memory. However, if you break your promise and overwrite data that is currently being 
rendered from, your application will crash.

5-6. Enable Backface Culling: What It Is and 
What It Can Do for You

The Problem
In the previous recipes, you can always find the following line inside the  method:

If you remove this line and move the camera behind the triangles, they will disappear!
Also, when you start defining the vertices of your triangles without understanding back-

face culling, each triangle you define has a 50 percent chance of not being displayed.

The Solution
The way you define the vertices of your triangles tells XNA which side you want to be facing 
the camera.

When rendering a solid object, a human can clearly say which side of each triangle is on 
the inside or on the outside of the object. To render only the necessary triangles, you could 
ask XNA to render only the triangles, of which the front side is facing the camera. All the other 
triangles (of which the front sides are turned away from the camera) are on the back side of the 
object and are hidden by triangles on the front side!
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However, things are not so trivial for a computer. For each triangle you define, you need 

vertices of a triangle in counterclockwise or clockwise order.

How It Works
When defining vertices, you need to keep the position of the camera in mind. If you want the 
triangle to be rendered, the order of vertices as seen by the camera must increment in a clock-
wise manner.

To visualize this, you should imagine a ray going from the camera through the center of 
the triangle, as shown in Figure 5-9. If the order of vertices (as seen by the camera!) rotates 
around this center point in a clockwise way as in the left part of the image, XNA considers this 
triangle as facing the camera; thus, the triangle will be rendered.

1

20

1

20

Figure 5-9. Camera in front of (left) and behind (right) the triangle

If you put the camera behind the same triangle as shown in the right part of Figure 5-9, 
the order of vertices (again, as seen by the camera!) increments in a counterclockwise way (if 
you don’t see this immediately, read on). XNA will consider this triangle as not facing the cam-
era and will not render it.

Figure 5-10 shows the same situation, but this time shown from the sight of the 
camera. It should be clear the camera sees the order of vertices on the right side in a 
counterclockwise way.
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Figure 5-10. Clockwise-defined triangle will be rendered (left); counterclockwise-defined triangle 
will be culled.

Why Do You Need Backface Culling?
The case of a single triangle is useful for showing the principle but does not really show the 
benefit of backface culling. As mentioned briefly in the introduction to this recipe, backface 
culling is most interesting when rendering solid objects, such as models or terrains.

Let’s discuss a cube as an example. However you rotate your cube, at any one moment 
you will be able to see only three faces of the cube at a time. This means that the other three 
faces are simply a waste of the processing power of your graphics card. The triangles not facing 
the camera should not be drawn.

As an example, say you are holding the cube so you see only its front face, as in the left 
part of Figure 5-11. Next, take a look at the right of the figure, where one triangle of the front 
face and one triangle of the back face of the cube have been highlighted.

The numbers indicate the order of the vertices. The six faces consist of twelve triangles, 
requiring thirty-six vertices to be defined. The numbers in Figure 5-11 indicate which vertices 
define the two triangles.

Note If you are using indices, the cube has only eight unique vertices but still requires thirty-six indices to 
render the twelve triangles from the eight vertices. The numbers in Figure 5-11 then indicate which indices 
define the two triangles.
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Figure 5-11. Cube: two triangles of the front and back faces of the cube

The left part of Figure 5-12 shows the ray that is coming from your camera and intersects 
both triangles at the dots. Focus on the dot that indicates the intersection between the ray and 
the front triangle. When you follow the vertices of the front triangle in increasing order (going 
from 0 to 1 to 2), you will see you are making a clockwise rotation around the dot. As a result, 
XNA will render this triangle.

Now focus on the intersection dot between the ray and the back triangle. When you follow 
the vertices of the back triangle in increasing order (going from 6 to 7 to 8), you will be mak-
ing a counterclockwise rotation. So, XNA will be culling this triangle away, which is excellent 
because it’s on the back side of the cube and will be hidden by the front face!

The right part of Figure 5-12 shows the same cube, rotated for 180 degrees, so the front 
and back faces have changed places. The camera has remained on this side of the page. Now 
if you follow vertices 6 to 7 to 8, you are making a clockwise rotation around the eye ray. This 
time, your graphics card will draw this triangle and cull away the other one! It’s exactly as it 
should be.

This is the way your graphics card knows which triangles to cull away. Culling away tri-
angles that are not facing the camera can vastly improve the rendering performance of your 
application and is activated by default.

0 6

1 82 7

6 0

7 2
8 1

Figure 5-12. Ray from your eye intersecting both triangles
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Tip Recipe 5-7 contains an example of a cylinder. Make sure culling is on, and try moving your camera 
exactly above the cylinder. See what happens!

When and How to Turn Off Culling
Although culling offers a huge benefit when rendering objects consisting of solid surfaces, 
sometimes you’ll want to turn culling off. For example, if you create a building of which a 
rectangular wall is composed of only two triangles, this wall would look nice from the outside. 
However, when the camera enters the building, the wall would be culled away, and you would 
be able to see right through it!

To solve this, you could define two extra triangles for the wall with the opposite winding 
order, so either way you look at it, two triangles are drawn and two triangles are culled away.

An easier approach is to turn off culling by using this line:

Don’t forget to turn culling back on after the code that renders the walls, though, so the 
rest of your scene is rendered with backface culling enabled.

-
ing off when rendering a surface that can be seen from both sides.

Tip When designing and especially when debugging your application, you may want to turn off culling. 
Doing so removes one of the possibilities of why objects don’t get rendered.

The Code
All the code is available for download at .

The sample code defines a cube in a clockwise order and a counterclockwise order. When run-
ning the counterclockwise version, you’ll see that XNA renders only the triangles it actually 
shouldn’t render.

When running the clockwise version, try moving your camera into the cube.

5-7. Automatically Calculate the Normals for 
All Vertices in a VertexBuffer

The Problem
When rendering your self-defined structure to the 3D world, you notice it isn’t lit correctly.

This is because you haven’t specified the correct normal vector for each vertex of your 
structure. A normal is required in each vertex so your graphics card can determine how much 
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light hits the triangle. See Chapter 6 for more information about normals and why they are 
needed.

Calculating the normal vector for each vertex can seem complicated, because in all struc-
tures most vertices are shared among multiple triangles. Therefore, you need a method that 
automatically calculates the normals for all vertices of your object.

The Solution
If each vertex will be used by only one triangle, all you have to do is find the normal vector of 
the triangle (in other words, the vector perpendicular to the triangle) and assign this vector to 
the vertex.

However, in the case of a structure, all vertices will be shared among several triangles. To 
obtain a smooth effect, each vertex needs to store the normal that is the average of all normals 
of the surrounding triangles.

How It Works
Using this bit of pseudocode, you can find the correct normal in each vector:

 1. For each vertex in your structure, find all triangles using that vertex.

 2. Calculate the normal vector for these triangles.

 3. Average all these normal vectors.

 4. Store this averaged normal vector in the vertex.

The averaging step is required, because you’ll always want the normal vectors stored in 
your vertices to be normalized (in other words, have a length of exactly 1).

Note You want the length of your normal vectors to be exactly 1, because this vector will be used in the 
vertex and pixel shader to calculate lighting factors. A larger normal vector will result in a larger lighting fac-
tor than a small vector, while you want the lighting factor to depend only on the angle between the incoming 
light and the normal, as explained in Chapter 6.

can make life much easier:

 1. For each triangle in your structure, calculate the normal vector.

 2. Add this vector to the normals of the three vertices of the triangle.

  And after this has been done for all triangles, do the following:

 3. For each vertex in your structure, normalize its normal vector.
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Calculating the Normal of a Triangle: Definition of the Cross Product
Before continuing, you should -
tion perpendicular to the triangle. This means that in any point of the triangle, the normal is 
the same. Because the normal is perpendicular to the plane of the triangle, it is also perpen-
dicular to any vector inside the triangle.

product, because the cross product of two vectors returns the vector perpendicular to the 
plane of the two vectors.

In the case of your triangle, you will take two sides of the triangle as vectors. By taking 
their cross product, you will obtain the vector perpendicular to the triangle, as indicated by 
the dotted line in Figure 5-13. However, the length of this normal will be based on the angle 
between and the length of both sides, so afterward you need to normalize your vector to 
unity length.

1

20

Figure 5-13. Finding the normal vector of a triangle

Note that  is not the same as . 
Both resulting vectors will be on the same line, but they will have opposite directions. This is 
because a plane, and thus the previous triangle, has two perpendicular directions: one point-
ing out of this page and the other pointing into this page.

The GenerateNormalsForTriangleList Method
When defining a large object, you’ll mostly want to define your structure using indices, 
because this is the only way a vertex can be used by multiple triangles, which allows smooth 
lighting on your object (see recipe 6-2). Therefore, this recipe will base its calculations on two 
arrays containing the vertices and indices of your structure:

This method receives the array of vertices, which do not yet contain any normal data. It 
will store the correct normal information inside each vertex and will return the array. Based on 
the indices, it can determine which vertices are used to create triangles. However, depending 
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on whether you are drawing the triangles as a  or , the contents of 
the  array will be different, so some lines in the method are different for both cases.

Calculating Normals for a Structure Rendered As a TriangleList
If the vertices already contain any data for their normals, reset them all to 0:

Next, as indicated in the previous pseudocode, you’re going to scroll through all the tri-
angles of the structure and calculate their normals. In a , each triangle is defined 
by three consecutive indices. This means the number of triangles in your structure equals 

.
This  loop scrolls through each triangle defined in the  array:

For each triangle, you define the two vectors that are shown in Figure 5-13. As for any vec-

Next, you find the vector perpendicular to these two vectors by taking their cross product. 
Don’t forget to normalize this result so its length becomes exactly 1.

Note Based on the way you defined your indices, you might need to use 
 instead. As mentioned earlier, this will result in the vector in the opposite direction. If you’ve 

defined your vertices in a clockwise order (see recipe 5-6), this code should be OK.

Now that you know the normal of the triangle, you simply add it to the normal of each ver-
tex of the triangle. When this  loop finishes, each vertex will store the sum of all normals of 
the triangles it was used for.

This means you have to bring the length of these large vectors back to 1 by normalizing 
them:



CHAPTER 5   GETTING THE MOST OUT OF VERTICES 433

With all normals stored in the  array, you return this array to the calling code.

Calculating Normals for a Structure Rendered As a TriangleStrip
For a , things are slightly different because each index in the  array 
creates a new triangle, based on that index and the previous two indices:

Starting from the third index, each index you encounter builds a triangle based on indices 
, , and . The previous code scrolls through all the triangles defined by the  array 

and creates two vectors corresponding to two sides of the triangle.
However, when you defined the indices for your , you automatically 

swapped the winding order after each triangle (see the note in recipe 5-1). As a result, your so-
called  and  change sides after each triangle. This will have the same effect 
as changing  and  in the  method for each next triangle, which will 
swap the direction of the resulting normal each time.

Boolean, and switch this value after each triangle. If the value is, say, , you swap the direc-
tion of the normal again:
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The remainder of the code is identical to the method of the previous section, so don’t for-
get about the resetting code at the beginning of the method, as well as the normalization code 
at the end.

Making the Method Fail-Safe
The  method used earlier might give an error if  and  have 
the same direction. The triangle of this case would be a line instead of a triangle and is called 
a ghost triangle (see the example in recipe 5-8).

In this case, the  method will return a  containing three Not-a-
Number (NaN) values. If this is the case, don’t add that vector to any vertex, or it will become 
corrupted:

Starting from a VertexBuffer and an IndexBuffer
The previous code starts from two arrays containing the vertices and indices. If you already 
stored them in s in the video RAM (see recipe 5-4) and you haven’t kept a local copy, 
you have to get the data back. This is how you do that:

 by looking at how many bytes it 
occupies. Since you know how many bytes one vertex occupies, you can find how many of 
your vertices fit in the .

, 
because you know one int occupies 4 bytes.
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Note As explained in recipe 5-4, using the  on a  or an  is definitely 
not recommended. Even more, if you’ve used the  flag to create the buffer, the 
compiler will throw an error on the  method.

The Code
All the code is available for download at .

The following method adds normal data to the vertices stored in the  array, if the indi-
ces render triangles as a :
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5-8. Create a Terrain Based on a VertexBuffer and 
an IndexBuffer

The Problem
Based on a 2D height map, you want to create a terrain and render it in an efficient way.

The Solution
First you need to have a height map, containing all the height data you want to define your ter-
rain from. This height map will have a certain number of data points in both dimensions; let’s 
call these the width and height of your future terrain.

Obviously, if you want to build a terrain based on this data, your terrain will be drawn 
from width*height unique vertices, as shown at the top-right corner of Figure 5-14 (note that 
the count is 0-based).
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W-1W-2

2*W-1

3*W-1

(H-1)*W-1

H*W-1H*W-2

0 1 2 3

W

2*W

(H-2)

(H-1) *W

Figure 5-14. Floor grid of a terrain
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To completely cover the whole grid with triangles, you need to render two triangles 
between each four points of the grid, which are shown as the triangles drawn in the solid 

(height–1)*(width–1)*2 triangles for the whole terrain.
If you want to determine whether you should use indices to render your terrain, use the 

rule from recipe 5-3. In this case, (number of unique vertices) divided by (number of triangles) 
is less than 1, so you should definitely use indices. All vertices that are not on the border are 
shared by no less than six triangles!

Furthermore, because all triangles share at least one side with each other, you should ren-
der the whole pack of triangles as a  instead of a .

How It Works

Defining the Vertices
Start by defining your vertices. The following method assumes you have access to a  
variable, which is a 2D array containing the height for all vertices of your terrain. If you don’t 
have such an array available, the  method at the end of this recipe creates such 
an array based on a 2D image.

First you find the width and the height of your terrain, based on the dimensions of the 
 array. Next, you create an array that can store all vertices you’ll need for your 

terrain. As discussed earlier, your terrain requires width*height vertices.
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Next, you create all vertices using two  loops. The inner  loop creates all vertices for 
a certain row, and after one row has been finished, the first  loop switches to the next row, 
until all vertices in all rows have been defined.

Using this looping mechanism, you can immediately use the loop counters as X and Z 
coordinates. The  value is negated, so the terrain is built in the Forward (–Z) direction. The 
height value is taken from the  array.

For now, you give all vertices a default normal direction, which will soon be replaced by 
the correct directions using the method explained in the previous recipe. Because you proba-
bly want your terrain to be textured, you need to specify a valid texture coordinate. Depending 
on your texture, you’ll want to control its size on the terrain. This example divides by 30, indi-
cating the texture will be repeated every 30 vertices. If you want the texture to be stretched 
over a larger area of your terrain, divide by a larger number.

Now that you’ve assembled all this data, you’re ready to create your new vertex and store 
it in the array.

Defining the Indices
With your vertices defined, you’re ready to indicate how you want your triangles to be built 
by defining the  array

, where each index indicates a new triangle, based on that index and the previ-
ous two indices.

Figure 5-15 shows how you can render your terrain as a . The first two indi-
ces of your array will point to vertices 0 and W. Next, for each vertex of the row, you add that 
vertex and the corresponding vertex of the next row, until you reach the end of the bottom 
row. At this moment, you will have defined 2*width indices, corresponding to (2*width–2) tri-
angles, which is exactly enough to cover the whole bottom row with triangles!

0 1 2 W-2 W-1

W

2*W

2*W-1

3*W-1

0 1 2 W-2 W-1

W

2*W

2*W-1

3*W-1

Figure 5-15. Wrong ways to define a terrain using a TriangleStrip

the second row, because each index you add defines a new triangle based on the last three 
indices. At this point, the last index you defined points to vertex (2*W–1). If you started over 
again for the second row, you would start by adding an index to vertex W, as indicated in the 
left part of Figure 5-15. However, this would define a triangle based on vertices W, (2*W–1), 
and (W–1)! This triangle would span the whole length of the first row, and you would not 
appreciate this in the final result.

starting from the index you ended with is not a good idea, because the long sides of the tri-

orientation, as in recipe 5-9.



CHAPTER 5   GETTING THE MOST OUT OF VERTICES 439

Figure 5–16 shows how you can solve this problem. Immediately after your index pointing 
to vertex (2*W–1), you add another index pointing to the same vertex! This will add a triangle 
based on vertices (W–1) and twice vertex (2*W–1), which will result in a line between vertices 
(W–1) and (2*W–1). This line was already drawn by the last triangle, so this triangle has no 
visible result and is called a ghost triangle. Next, you add an index pointing to vertex (3*W–1), 
resulting in a line instead of a triangle because it is based on two indices pointing to the same 
vertex, (2*W–1). Note that if you define your second row starting from the right, these are the 
two vertices you would normally begin with; just keep in mind that in fact you’re rendering 
two invisible triangles.

0 1 2 W-2 W-1

W

2*W

2*W-1

3*W-1

Figure 5-16. Rendering your terrain correctly as a TriangleStrip

Note You could argue that instead of adding the second index pointing to (2*W–1), you could immediately 
add an index to (3*W–1). However, the extra index pointing to vertex (2*W–1) is required for two reasons. 
First, if you hadn’t added it, only a single triangle would have been added, and you would have interrupted 
the winding order swapping required for s. Second, this would have added a triangle based 
on (3*W–1), (2*W–1), and (W–1), which would be visible if there is a height difference between them.

This is a method that generates indices defining triangles as a  for a terrain 
based on a grid:
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in Figure 5-16, for each row you’ll need to define width*2 triangles. In that example, you have 
three rows of vertices, but you’re rendering only two rows of triangles. This results in a total of 
width*2*(height–1) indices required.

The 
left to right. Next, you increment , indicating you’re switching to the next row. The second 
row is created from right to left, as shown in Figure 5-16, and  is incremented again. The pro-
gram will cycle through the  loop, until all even rows are created from left to right and all 
uneven rows are created from right to left.

At the moment  reaches –1, the  loop is terminated, and the resulting array is 
returned.

Normals, VertexBuffer, and IndexBuffer
That’s all for the new code of this recipe; all you have to do now is generate the normal data, 
send the data to your graphics card by creating a  and an , and, of 
course, render the triangles.

Add this code to your  method:
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The first line is required so your graphics card knows each vertex will be carry-
ing position, normal, and texture coordinate data. I’ve already discussed the next two 
methods; they generate all the vertices and indices required to render the terrain. The 

 method was explained in recipe 5-7; it adds normal data 
to your terrain vertices so your terrain can be lit correctly. The final method sends your data to 
your graphics card:

With your data uploaded to your graphics card, it’s finally time to render your terrain. This 
first part of the code correctly sets the variables of your  (including lighting; see 
recipe 6-1), so add it to your  method:

As always when rendering a 3D scene to a 2D screen, you’ll need to set the World, View, 

to use to add some color to your terrain. The second block sets up one directional light as 
explained in recipe 6-1. The specular component is turned off (see recipe 6-4), because a 
grassy terrain is hardly a shiny, metallic material.

With the effect set up, you’re ready to render the triangles. This code renders triangles 
from an indexed , as explained in recipe 5-3:
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 and  as active buffers on the graphics card. 
The 
all the necessary information in the large data stream. The  renders 
your . This requires all width*height vertices to be processed, for a total of 
width*2*(height–1)–2 triangles to be rendered. To find this last value, look up the total number 
of indices in your index array. Because you’re rendering from a , the total num-
ber of vertices drawn will equal that value minus 2.

The Code
All the code is available for download at .

The last four lines of this  method generate all the indices needed to render a ter-
rain together with the corresponding vertices. Normal data is added to the vertices, and the 
final data is stored in a  and an . Note that the  method 
is discussed later in this recipe.
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The vertices are created in this method:

The indices are generated in this method:
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The  method that adds normal data to your verti-
ces is explained in recipe 5-7, while this  method stores your data on your 
graphics card:

Finally, the terrain is rendered as a  in this  method:
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Loading a heightData Array from an Image
In most cases, you will not want to specify a  array manually, but you will want to 
load it, for example, from an image. This method loads an image and maps the color of each 
pixel in the image to a height value:
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The first part stores the intensity of the red color channel of each pixel in the  
array. The bottom part of the method rescales each value in the array, so the lowest value 
becomes 0 and the maximum value becomes 30.

5-9. Calculate the Exact Height of a Terrain 
Between Vertices Using Bilinear Interpolation

The Problem
When you’re creating a game that uses a terrain, you’ll often need to know the exact height of 
the terrain at a certain point. This will be the case, for example, when moving a  over the 
terrain (see recipe 4-17), when finding the collision between the pointer and the terrain (next 
recipe), or when preventing the camera from crashing into the terrain (see recipe 2-6).

Since you defined the 3D position of each vertex of your terrain in the previous recipe, you 
already know the exact height at these points. For all positions between the vertices, however, 
you’ll need some kind of interpolation to find the exact height at those positions.
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The Solution
If the point at which you want to know the height collides with a vertex of your terrain, you 
know the exact height of your terrain at that point. If the point doesn’t collide exactly with a 
vertex, the point is in a triangle of your terrain. Because the triangle is a flat linear surface, you 
can find the exact height of any point of the triangle by interpolating between the heights of 
the three vertices defining the triangle.

How It Works

vertices of the triangle the point is in.
This means you first have to find which triangle the point is in, which is not as trivial as it 

seems. But first I’ll introduce you to interpolation.

Linear Interpolation
Some kind of interpolation is required if you have access only to data of discrete (that is, 
separate) points but you want to know the value somewhere in between these points. Such a 
situation is presented in the left part of Figure 5-17.

Y

X2

20

10

?

2.7 3

Y

X13

46

35

?

14 16

Figure 5-17. Linear interpolation: easy and general example

with a line, as in Figure 5-17. Linear interpolation always starts by expressing your X value 

value (2 in this case) and 1 corresponds to the higher X value (3 in this case). In the example 

“70 percent between 2 and 3.”
-

the right part of that image? Fourteen gives a relative value of 0.33, because it is 33 percent 
between 13 and 16. But how much is 33 percent between 35 and 46? Obviously, you want some 
code to calculate this for you.
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First you want some code to find the relative value between 0 and 1. From your X value, 
you first subtract the lower X value so your minimum value becomes 0. Next, you have to scale 

between the max and min X values. Wow.
This is how it’s done for the left part of Figure 5-17:

2 7
2 7 2 7 2

3 2
0 7
1

0 7.
. min

max min
. .

.
X

X X

0 7 0 7 20 10 10 0 7 10. *(max min ) min . *( ) . * 10 7 10 17

Here you applied the rule to the “easy” example on the left of Figure 5-17, but you can use 
this approach to do any linear interpolation. As a more difficult example, let’s apply it to the 

-

0 and 1:

14
14 14 13

16 13
1
3

0 33
min

max min
.

X
X X

0 33 0 33 46 35 35 0 33. *(max min ) min . *( ) . *11 35 3 67 35 38 67. .

Finally, we’re getting to the floating-point calculations. For the right part of Figure 5-17, 

floating-point value, and this approach is up to this task.

Tip XNA provides functionality to do this interpolation for you if you want to interpolate s, 
s, or s. For example, if you want to know which  is 70 percent between (5,8) and 

(2,9), you could use .

Bilinear Interpolation
In the case of your terrain, for all (X,Z) values, you have defined a vertex for which you know 

value, so you’ll have to do some kind of interpolation. This time, you will have to find a relative 
value between 0 and 1, both for X and for Z.

in this recipe.
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Finding the Relative Values

finding the relative values for X and Z, using the formula discussed earlier. Only this time, you 
have to apply it two times because you’re working in three dimensions:

In your terrain, for each integer value of X and Z, you have defined a vertex, so you know 

to this value (2.7 will get 3 as a higher X value). Knowing the lower and higher bounds, it’s easy 
 

for the Z value.

Finding the minY and maxY Values

Now that you
-

ear interpolation example. These values are the heights in the vertices described by the higher 

-

In this notation,  means “lower X coordinate, higher Z coordinate.”

Determining Which Triangle the (X,Z) Point Is In

 are used to render two triangles of your terrain. However, there are two ways 
to define them, as shown in Figure 5-18. The way the triangles are rendered affects the height 
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P(x,y)

(0,1) (1,1)

(1,0)(0,0)

P(x,z)

(0,1) (1,1)

(1,0)(0,0)

Figure 5-18. Two ways to render two triangles from four vertices

Although the four vertices of both quads have the same coordinates, you can see that the 
height of almost any point inside the quad is different in the two cases. As an example, the 
middle point is highlighted, so you can easily see there’s a difference.

For a reason I’ll discuss now, the preferred winding order for triangles is as shown in the 
right image of Figure 5-18.

Using this winding order, it’s easy to determine which triangle the point is above. The bor-
der between the two triangles is given by the diagonal line. In the right part of the image, this 
line corresponds to the points with X and Z coordinates if the sum of  +  is 
exactly 1!

For example, if the point is exactly between the four points, as shown in Figure 5-18, 
 and  are both 0.5f, so their sum is 1, meaning on the diagonal. If the point 

is positioned a bit more to the left,  gets smaller, and the sum becomes smaller than 
1. The same holds for the Z coordinate. So if this sum is smaller than 1, the (X,Z) coordinate is 
inside the bottom-left triangle; otherwise, the point is inside the upper-right triangle:

Note Take your time to assure yourself that all triangles defined in Figure 5-16 are rendered as shown in 
the right part of Figure 5-18.

Finding the Exact Height

Now that you know the relative values, the heights of the four surrounding vertices, and which 
triangle the point is in, you’re finally ready to calculate the exact height.

If the point is in the bottom-left triangle, thus when  is , 
the following is how you can find the height of any position in the triangle using bilinear 
interpolation:
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. 
.

plied by the relative X value. In bilinear interpolation, you do this for the  and 
 values.

In other words, you start with the height of the lower-left vertex. To this height, you add 
the height difference between this vertex and the vertex with a higher Z coordinate, multiplied 
by how close the real Z coordinate is to this second vertex. The same holds for the last line: to 
the height, you add the height difference between the lower-left vertex and the lower-right ver-
tex, multiplied by how close the real X coordinate is to that lower-right vertex.

If the point is inside the upper-right triangle, when  is , 
things are a bit different, and you’ll need this code:

As the starting height, you take the upper-right vertex, and you follow the same procedure: 
you add the height differences, multiplied by the relative distance.

The Code
All the code is available for download at .

This method contains all the code explained earlier. Based on any (X,Z) coordinate, whether 
integer or floating point, the method returns the exact height above this point. First you check 
that the point that is requested is on the terrain. If it isn’t, you return a default height of 10.
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5-10. Calculate the Collision Point Between the 
Pointer and the Terrain: Surface Picking

The Problem
 the exact 3D coordinates on your terrain at the position indicated by your 

pointer. This is required if you want to indicate a target position on the terrain for your objects 
to move to or when positioning objects on a terrain.

The Solution
As discussed in the introduction of recipe 4-19, the 2D point on your screen, indicated by your 
pointer, corresponds to a  in your 3D scene. In this recipe, you will walk over this  until 
you hit the terrain.

-
tion of the collision with an accuracy of your choice.

between the  and the terrain, as shown in Figure 5-20. Therefore, you will want to precede 
your binary search with a linear search so you make sure you detect the collision closest to the 
camera.
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How It Works
This method converts the 2D screen position of the pointer into a 3D . It is fully explained 
in the first part of recipe 4-19.

Note In this version, you do not normalize the direction of the . I’ll explain this in a moment.

Now that you know the pointer , you’re ready to detect collisions between the  and 
the terrain.

Binary Search
The  contains a starting point (in this case, where the  strikes the near clipping plane), 
as well as a direction. Figure 5-19 shows the  and terrain. The starting point is indicated as 
point A. The direction of the  is the vector between point A and point B.

A and B, of which you’re sure that the collision point is located between them. Calculate the 
point between points A and B to find their midpoint, which is indicated by point 1 in Figure 

-
rain (such as in the case of the image), you know the collision point is between point 1 and 
point B.
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0

1

2
3 5
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B

point A.Y

direction.Y

4

Figure 5-19. Binary search to detect a collision between Ray and the terrain

know the collision point is between point 1 and point 2.

again above the terrain, so the collision is between 3 and 2.
Next, point 4 between 3 and 2 is below the terrain, so the collision is between 3 and 4.

point 5 is very close to the height of the terrain at that (X,Z) position, so you have detected the 
collision point!

Finding Point A and Point B

In preparation for the binary search, you need to start with two points, A and B, on your  
where you’re sure the collision point is between them.

 as point A, because it is the 
point on the  closest to the camera (it is positioned on the near clipping plane; see recipe 
4-19).

For now, you’ll take the point where the pointer  strikes the far clipping plane as point 
B. This is not a bad choice, because it is the most distant point on the  that is still visible 
with your camera.

As you can see in the  method explained in recipe 4-19, the 
 equals the vector you need to add to go from point A to point B.

The Binary Search Method

Now that you know point A and the direction to point B, you’re ready to detect collisions 
with the terrain. The binary search algorithm explained earlier, translated into pseudocode, 
becomes this:

As long as the difference in height between the current point and the terrain below is too 
large, do the following:

 a. Divide the direction of the  in half.

 b. Add the resulting direction to the current point to obtain the next point.

 c. If the next point is also above the terrain, save the next point as the current point.



CHAPTER 5   GETTING THE MOST OUT OF VERTICES 455

Imagine this as walking over the  each step, and before placing your foot, you check 
whether your foot is not below the terrain. As long as this isn’t the case, you continue while 
halving your step size after each step. Once you’ve placed your foot under the terrain, you 
retract your foot and try putting it half as far, until you end up with your foot exactly on the 
position of the terrain that collides with the terrain.

In code, this is as follows:

 
and the terrain beneath (or above) that point.

The  will loop until this difference is less than your predefined accuracy of 0.01f. 
If the difference is still larger, you halve the step size and calculate the next point on the . If 
this next point is above the terrain, you step to that point and calculate the height difference 
at that point. If it isn’t, do nothing so that the next time the step size is halved again.

After quitting the  loop,  will contain a position on the  where the 
height difference with the terrain is less than 0.01f.

This is how you can use your method, starting from the  created with the 
:

Caution If your pointer is not over the terrain, this method will stay forever in its  loop. Therefore, 
it can be useful to break out of the  loop if a counter value is greater than some threshold, as shown in 
the code later in this recipe.
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Problems with the Binary Search
In most cases, the binary search will do a fine job, but in some case it will just fail miserably, as 
shown in Figure 5-20.

0

A

B

1

2
3 45

Figure 5-20. Problematic case for the binary search

Since the binary check does not check the terrain height between point 0 and point 1, the 
collision between the first hill and the  is not detected at all, and the same result (point 5) is 
returned as a collision between the  and the terrain.

To solve this, the binary search should be preceded by a linear search, which is simple in 
comparison to the binary search.

Linear Search
In a linear search, you’re going to divide your  into a few equidistant steps, for example, 
eight steps, as shown in Figure 5-21.

0
1

2A

B

Figure 5-21. Linear search

 in steps of the same size, until you encounter a point below 
the terrain. This will not give you an exact result, but at least you will detect that the  has 
collided with the first hill.

Because neither point 1 nor point 2 in Figure 5-21 is really close to the terrain, you will 
want to use the binary search on the  between points 1 and 2 to accurately find the exact 
collision point.

The  method accepts the whole  between A and B, divides it into equal 
steps, and returns the part of the  that corresponds to the step during which the collision 
occurred:
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In this example, the  is divided into no less than 300 steps. Increasing this value will 
increase the probability of detecting peaks but will require more processing power.

For each point, you calculate the next point and check whether that next point is above or 
below the terrain. As long as it is above the terrain, continue. If the next point is below the ter-
rain, return the current  containing the point before the collision and the step in which the 
collision occurred.

This  can immediately be used to start the  method:

Application-Specific Optimization
The linear search will make sure you detect small peaks, while the following binary search will 
give you the accuracy you want.

In the previous code, you’ve taken points A and B as the collision points of the pointer  
with the near and far clipping planes. This is OK, but if the distance between the near and far 
clipping planes is huge, this  can also be huge. This means you’ll do a lot of useless checks 
at a distance way above the terrain or way below the terrain.

Instead, you need to look only at the  at the heights where the  can possibly collide 
with the terrain. In the terrain used in this book, the maximum height is 30, while the lowest 
height is 0. So, it would be better to find the point on your 
use this as starting point A. Next, find the point on your 
point B.

The resulting  is constructed by this method:
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To find the point on the 
. If you know the 

height difference of the direction of the , you know which portion (stored in ) of 
this 

Note The Y coordinate of  is positive, while the Y coordinate of the direction will be nega-
tive as the  descends. You want  to be a positive value, which explains the – sign.

If you start from this resulting , you will need to do a lot fewer checks in your 
 to end up with the same peak detection rate.

The Code
All the code is available for download at .

 and the terrain using this 
code:
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This code first asks the  method to return the section of the -
nates between 30 and 0:

Next it calls the  method to refine the large  to a very short , which 
contains the collision closest to the camera:

To pinpoint the collision to a very accurate 3D location, the  is called on this 
short :



CHAPTER 5   GETTING THE MOST OUT OF VERTICES460

Note that if the  loop is iterated for 1,000 times, this code will break out of the  
loop.

5-11. Load Data from an XML File

The Problem
 do this by read-

ing from the file when your XNA project starts using default .NET file I/O functionality, but this 
will not work when running the game on the Xbox 360 console or Zune.

read in the data contained in this binary file in your XNA project.

The Solution
In the XML file, simply put the object you want to load between  and  
tags, as done in this sample XML file describing an object of the custom  class:
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Tip If you don’t know how to create an XML file from an object automatically, you can learn how to do this 
at the end of this recipe.

The XNA Framework comes with a content importer capable of turning the XML file 
into an object of the class defined in the XML file. Because the object is already finished at 
this point, you don’t need a processor, and the object can immediately be serialized into a 
binary file.

In this case, the object is of the custom  class, so you’ll have to define a custom 
 and  because this is a custom class.

Note If the XML file describes an object of a class that the content pipeline already knows how to  
(de-)serialize, you don’t have to code a new  or .

Figure 5-22 shows the full schematic.

Default "XML Content" Importer
CSV File

Binary File
(.xnb)

MapData Object

No Processing

TypeReader (Deserializer)

MapData Object

XNA Game Project

TypeWriter (Serializer)
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P
I
L
E

T
I

M
E

R
U
N
T
I

M
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Figure 5-22. No processor is required when importing an object from an XML file.

How It Works
Import an  file into your XNA game project. In the Solution Explorer, select the file so its 
properties are shown at the bottom-right corner of the screen. Indicate you want to use the 
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Required to indicate the output of the importer should be serialized to a file without passing 

Figure 5-23. Properties of an imported XML file

If the XML file contains an object of a class that the content pipeline knows how to serial-
ize and deserialize to/from a binary file, you can immediately load the object into a variable in 
your  method. In this recipe, however, the  class is a custom class, so you’ll 
have to define your own .

Add a new content pipeline project to your solution by going through the ten steps 
explained in recipe 4-15. This time, however, you will not need to define your custom proces-
sor. All you need to do is define the  class, together with an appropriate  and 

.

Note Make sure you have added a reference to your content pipeline project, both for the Content entry 
and for your XNA project, as explained in recipe 4-15. This is required so your main project can access the 
definition of the  class, which is stored in the content pipeline project.

Defining the Custom MapData Class
As an example, the  class contains a string, an int, and a  of strings. Add this defini-
tion to your content pipeline project:

Tip Verify the data contained in the previous XML file provides data for these three variables.
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Defining a TypeWriter Capable of Serializing an Object of the MapData Class
As explained in recipe 4-15, the  needs to serialize exactly enough data from the 
object so the object can later be reconstructed by the . As always, it also should 
provide the location of the  to be used:

 will be capable of serializing objects of the  class. 
The default content pipeline knows how to serialize a string, an int, and a , so you simply 

 , which you’ll 
define next.

Defining a TypeReader Capable of Serializing an Object of the MapData Class
This  simply creates a new  object; reads in the string, int, and  (in this 
correct order!); and stores them inside the  object. The filled object is returned and 
sent to the XNA game project.
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Usage
The first line in this  method is enough to read in the  object at runtime. 

data is actually available:

The last line’s  allows you to verify that the  variable contains the values 
from the XML file.

Note Keep in mind that the XML file is transformed into a binary file whenever you compile your project 
(by hitting F5). Whenever the project is started, only the  is called to construct the  
object from the binary file. This means that if you change the contents of your XML file, you’ll have to recom-
pile in order to apply your changes.

The Code
All the code is available for download at .

The custom content pipeline contains only the class definition, the , and the 
, which you can find earlier in the recipe.

Extra Reading

Creating an XNA-Compatible XML File from an Existing Object
This section explains how you can store any object of any class as an XML file, which you can 
load using the default XML importer.

First, you’ll need to add these namespaces to your  block so you can use their 
functionality:

For these lines to work, you’ll also need to add the  and 
 references  Add 

Reference.
Next, either link to your custom content pipeline or manually redefine the  class 

by putting this code outside the namespace of your project:
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If you redefine the class manually, make sure you put it in the same namespace as your 
custom content pipeline (mine was called ) and that all of the variables are the 
same.

Next, back in the namespace of your XNA project, make sure you have an object of the 
 class ready:

And use this code to save it into an XNA-compatible XML file, called :

When you run this program, the  file will be created in the map where your  
is located.

Note You can also find this code in the samples.
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5-12. Create Your Own Vertex Format

The Problem
Vertices are used to store data you send from your XNA project to the shaders on your 
graphics card. A vertex format contains a description of the data stored in your vertices. 
The XNA Framework comes with some default vertex formats, ranging from the simple 

 to the  format.
However, if you’re coding a more advanced HLSL effect (such as bump mapping, skin-

ning, particle effects, and so on), you’ll find that each vertex will need to store some additional 

some extra data requires you to define a custom vertex format. Therefore, you will need to 
define a custom vertex format only when coding custom vertex and pixel shaders.

The Solution
The vertex format defines what kind of data is stored inside each vertex and thus what 
kind of data will be accessible to you in the vertex shader. For example, when using 

 vertices, the vertex format of the  struct informs 
your graphics card that all incoming vertices will carry position and color data and specifies 
where that data can be found in the data stream.

The vertex format is the link between the vertices in your XNA code and your vertex 
shader. First, the vertex format describes which data should be positioned where in the data 
stream. This is shown by the upper gray curves in Figure 5-24, indicating where the  
and  data of a vertex are placed in the data stream.

Whenever the graphics card needs to render triangles from your vertices, the graphics 
card needs to be able to separate this stream back into vertices.

Furthermore, it also needs to separate each vertex back into  and  data. 
Again, the vertex format informs the graphics card where it should cut the data stream. This is 
shown by the lower gray curves in Figure 5-24.

Finally, for each reconstructed vertex, the vertex shader is called with the  and 
 data of that vertex available to the vertex shader.
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Figure 5-24. The vertex format describes which data can be found where in the data stream.

How It Works
In this recipe, you’ll create your own version of the  struct to learn the 
basics. In the second part, you’ll extend it to a new, custom vertex format.

Re-creating the VertexPositionColor Struct
In this part, you’ll create the  struct (which is the same as the 

 struct) to learn the basics.
The  struct was designed so it is capable of storing all the necessary 

information described in the introduction of this recipe. It consists of three parts:

 to store the positional data and a 

separate vertices

 description, which is needed to inform the graphics card which 
kind of data is contained in each vertex and where the graphics card should cut inside 
the vertices to obtain this data
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Step 1

Start by adding this struct:

This struct is capable of storing a  for the position and color. This would be enough 
to create vertices and send them to the graphics card.

Step 2

pretty hard time trying to figure out where to split the stream of bytes into vertices. It needs to 
know the number of bytes occupied by one vertex so it can cut the stream nicely into separate 
vertices. Add this line to your struct:

Since this information is the same for all vertices you create based on this struct and you 
need only to read them, you can make it  .

Each vertex contains a  and a . A  is composed of three floats, while a 
 is stored in one float. So, the total number of bytes occupied by one vertex equals (num-

ber of bytes occupied by one float)*(3+1).

Note One float occupies 4 bytes, so you can also replace this value with 4*(3+1) = 16. Make sure you 
have a look at Figure 5-24 to verify each vertex contains 16 bytes and that each new vertex starts at a byte 
number that is a multiple of 16. This is how the graphics card knows where to cut the byte stream into sepa-
rate vertices.

As a result of step 2, your graphics card will know how to cut the byte stream it receives 
into separate vertices.
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Step 3

Finally, add this code to your struct:

The information describes the kind of data contained within one vertex and at which byte 
of the vertex it should be positioned. The first entry indicates that each vertex has positional 
data, and the second indicates that each vertex has  data. Let’s discuss the arguments of 
each line one by one.

The first argument indicates which data stream the data can be found in. Only advanced 
applications will use multiple vertex streams, so usually you’ll use 0 here.

Tip Multiple vertex streams are useful, for example, if the  data requires frequent updates while 
the  data stays the same. By splitting up the data in two vertex streams, the  data can 
remain unchanged on the GPU, so you have to transfer only the  data from the CPU to GPU.

The second argument describes where the data can be found. It is the byte index of the 
data in a vertex. Because the  data is the first data inside each vertex, you indicate it 
can be found at index 0. The  data, however, can be found after the  data, so you 
need to know how many bytes the  data occupies. The  data occupies three 
floats, so you indicate sizeof(float)*3 (because a float occupies 4 bytes, you can also indicate 12 
here). Take a look at Figure 5-24: the  data begins at byte 12.

The third argument indicates in which format the data needs to be saved to the data 
stream and is the base type of your data. For the , you indicate , and for the 

 you indicate the  type.
The next argument is used only in advanced and specific hardware extensions, such as 

overall shading quality of the geometry can be increased.
The fifth argument is quite important, because it indicates to which input of the vertex 

shader this data should be connected. Take another look at Figure 5-24, and pay special atten-
tion to the input arguments of the vertex shader. Both arguments are followed by a semantic 

 and . In this example, you link the first data part, containing the  
data, to the  semantic. The second data part is linked to the  semantic.



CHAPTER 5   GETTING THE MOST OUT OF VERTICES470

The last argument allows you to specify multiple versions of each semantic. It actually 
refers to the 0 at the end of the  and  semantics. An example of this is shown 
in the second half of this recipe.

As a result of step 3, your graphics card will know where to find what data inside each 
vertex. In this example, it will pass bytes 0 to 11 (3 floats) to the  input of the vertex 
shader. Bytes 12 to 15 (1 float) will be passed to the  input of the vertex shader.

The Complete MyVertexPositionColor Struct

This is what you should have at the moment:

Using the MyVertexPositionColor Struct
With the struct ready to be used, you can define the vertices and turn them into a  
stream, as explained in recipe 5-4. This time, you’re using your own vertex format:
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The first line creates the , which is nothing more than what you coded 
in step 3 earlier. It will be passed to your graphics card before rendering the triangle.

The middle part of the method creates an array holding three s, 
defining another silly triangle. For each vertex, you store the position and color. To create a 

 based on the array, you need to specify how many bytes one vertex occupies, so 
you pass in .

When it comes to drawing this triangle from the , you need this code, as 
explained in recipe 5-4:

Before you render the triangles, you need to pass the  to the graphics card 
so it knows how to correctly separate the byte stream into useful data.

Custom Vertex Format
As a second example, you will create a new vertex format, capable of storing a , a 

 coordinate, and an extra . This allows you to pack four extra values with every 
vertex sent from your XNA project to your vertex shader; Figure 5-25 shows two of such verti-
ces as a byte stream.

21 2040 36

Vertex0 Vertex1

Figure 5-25. Stream containing two MyCustomVertexFormats
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This is the new struct, where you again can identify the three main parts:

The top part allows each vertex to store a , a  coordinate, and an extra 
.

 should be 
linked to the  semantic. Because it is the first data item, it can be found at byte 0 (the 
second argument).

The second line indicates that the  containing the  coordinate should 
be linked to the  input of the vertex shader. The  takes up three floats, so 
the  coordinate can be found at position sizeof(float)*3 = 12, which can be verified in 
Figure 5-25.

The third line links the additional  to another  semantic, because these 
can be used to pass extra data. Since the  intrinsic is already used, you link it to the 

 intrinsic by specifying 1 as the last argument.
This  is preceded by  and  coordinate data, occupying three and 

two floats, respectively, so the extra  can be found at byte number sizeof(float)*(3+2) = 
20, which again is shown in Figure 5-25.

Finally, you indicate one vertex occupies a total of sizeof(float)*(3+2+4) = 36 bytes (three 
floats for the , two for the texture coordinate, and four for the extra ).
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Defining Vertices of Your Custom Format
This code creates the  and a  containing three vertices of your 
custom vertex format:

Each vertex requires a , , and .

Defining a Vertex Shader Capable of Interfacing with Your Custom Vertex Format
As a result of your efforts, your vertex shader will now receive data for its , , 
and  semantics. They can be accessed as in the following code:
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It doesn’t really matter how you use the extra inputs; the important thing is that you have 
them available in your vertex shader. This sample vertex shader first maps the 3D position 
to 2D screen coordinates. Then it uses the three first floats of the extra  as frequency 
modulators and stores the result in the output structure. Finally, the texture coordinate is 
shifted, while the last float of the extra  is used to modulate the strength of the shift.

The following is a sample pixel shader, which uses the shifted texture coordinates to sam-
ple the texture and adds the three values in the  variable to the final color channels:

Rendering from Your Vertices
This code sets the effect variables and renders the triangle from your vertices:

The Code
All the code is available for download at .

contents of the HLSL file:
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5-13. Work with Bump Mapping: Fixed Normal

The Problem
One of the main problems of a triangle is that it’s flat. If you render a large wall using two huge 
triangles and cover it with a nice texture, the result will look disappointingly flat.

triangles, where you can define the 3D position of each vertex. This would, however, consume 

The Solution
Instead of using such a brute-force approach, you can use bump mapping. Bump mapping 
is a technique that gives the viewer the impression of height differences within a large tri-
angle by changing the color of each pixel in the triangle.

If you took a picture of a flat, red, plastic board, all the pixels would have almost exactly 
the same color. On the other hand, if you took a picture of a rough red surface, such as a red 
brick, all the pixels would have a different shade of red, giving the viewer the impression the 
brick has a rough surface.

This is the effect you want to simulate. On a rough surface, all the pixels have a different 
color because they are lit differently. This is because you can split a brick up into thousands of 
little surfaces, all with a different direction and thus with a different normal vector, as shown 
on the left side of Figure 5-26. For each different normal, you get a different lighting condition 
(see Chapter 6).

Figure 5-26. A brick has thousands of surfaces, all with a different normal.
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Instead of rendering your bricks using hundreds of triangles as on the left of Figure 5-26, 
you are going to render them as a surface with just two triangles as on the right of that image. 
In each pixel of these two triangles, you are going to adjust the default normal a bit. This will 
cause all the pixels to get a different lighting and thus a different color. Therefore, bump map-
ping will add a lot of realism if the position of the brick or the light direction changes.

To get the best effects, you don’t want to just add random changes to the normals in the 
pixels, but you want to change it in a correct way, such as the normals indicated on the right 
side of Figure 5-26. Notice that the normals on the right side of Figure 5-26 are the same as 
those on the left side. This means that for a certain texture, you should know how much to 

bump map (or normal 
map) of the texture.

So, instead of the brute-force approach of dividing the brick wall into thousands of tri-
angles, you are going to render one quad of two triangles using two textures: one containing 
the usual image of the bricks containing the usual color for each pixel and another image 

pixel shader that looks up the usual color and the deviated normal for a pixel, use this nor-
mal to calculate how much light hits that pixel, and use this value to adjust the brightness of 
the usual color.

As an introduction to bump mapping, in this recipe you will bump map a flat surface. 
A flat surface is a simplified case, because it has a constant default normal vector. The more 
general case of a curved surface is explained in the next recipe.

How It Works
First you need to define a few triangles describing the flat surface. The following code defines 
two textured triangles, enough for one big rectangle:
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Because you’ll be sampling from textures, next to the usual 3D position you’ll also need to 
-

gles you defined are lying on the floor (in the XZ plane), so you know the default normal vector 
is pointing upward.

Note This is an assumption that is true only for this case; see the next recipe for a general approach.

With your vertices defined, you’re ready to start coding your  file.

XNA-to-HLSL Variables
As with
your vertex shader can transform the 3D positions of your vertices to 2D screen coordinates. 
To show the effect of bump mapping, you should also be capable of changing the lighting 
direction.

Furthermore, as mentioned in the introduction to this recipe, you will need to pass two 
textures to your graphics card: one to sample the usual colors from and a second one to look 
up how much the default normal should be deviated in each pixel.

The vertex shader will output the 2D screen position of each vertex (as always) together 
with the texture coordinate. The pixel shader has to calculate the final color.
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Vertex Shader
The vertex shader is very easy, because all it has to do is transform the 3D coordinate to 2D 
screen space and pass the texture coordinate to the pixel shader:

As required, the 3D position is transformed by the combination of the World, View, and 

routed to the pixel shader.

Pixel Shader
For each pixel in each triangle, the pixel shader will look up the usual color from the color tex-
ture. This time, the pixel shader will also sample the bump map to look up in which direction 
the default normal should be deviated for that specific pixel.

A normal vector is a 3D vector, defined by three coordinates. For more information on 
normals, see recipe 5-7. To see why a normal influences the lighting, see recipe 6-1.

For each pixel of the bump map, the three coordinates of the distorted normal are stored 
in the three color components. However, the three coordinates should be capable of ranging 
from –1 to 1 (a direction can be along the positive or negative x-, y-, or z-axis), while a color 
component can be specified only within the [0,1] range (1 indicates full intensity, 0 indicates 
no intensity). So, you will need to map the value from the [0,1] range into the [–1,1] range, 
which can, for example, be accomplished by subtracting 0.5 from the value (mapping the 
value into the [–0.5,0.5] range) and by multiplying the result by 2 (mapping it into the [–1,1] 
range). This is done during the second and third lines of your pixel shader:
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In a bump map, the three color channels indicate into which direction the default normal 

such a pixel should get a normal vector pointing upward, in the (0,1,0) direction.

normal should be deviated from this (0,1,0) direction. In this case, you want the normal to be 
deviated into the X or Z direction for such pixels. See the next recipe for a general approach.

This is why the pixel shader in this specific example uses the blue color component as 

the color sampled from the bump map equals (0.5,0.5,1),  will be (0,1,0), 
meaning the normal isn’t deviated from the default normal (which is Up for both triangles). 
However, if  = (0.145,0.5,0.855),  will be (–0.71,0.71,0), meaning 
the default normal has been deviated for 45 degrees to the left.

Once you know the normal in each pixel, you normalize the normal (making its length 
equal 1.0f) as well as the light direction before you take their dot product. As explained in 
recipe 6-5, this dot product indicates the brightness of the current pixel, so you multiply it with 
the usual color.

Technique Definition
Finally, add this technique definition to your  file to make it functional:

The Code
All the code is available for download at .

If you add the three HLSL parts described earlier together, you end up with the complete con-
tents of the  file.

This is the XNA code that sets up the technique parameters and actually renders the two 
triangles:
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5-14. Add Per-Pixel Detail by Bump Mapping in 
Tangent Space

The Problem
Although the previous recipe works well for flat objects where the default normal is constant 
for all the pixels in all triangles, you’ll run into trouble if you want to bump map a curved or 
cornered surface.

The main problem is that the bump map contains the deviated normal in tangent coordi-
nates, meaning relative to the default normal.

To visualize the problem, let’s say you want to render a cylinder, as shown in Figure 5-27. 
The left side of the figure shows the default normals in the vertices of the cylinder.
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Figure 5-27. Default and bump-mapped normals of a cylinder

Now imagine you want to bump map this cylinder. As an example, you’ll use a bump map 
that contains the (–1,0,1) normal for all the pixels of the cylinder. This corresponds to a normal 
deviated for 45 degrees to the left, relative to the default normal.

The correct way to find such a normal would be to stand with your feet on the cylinder at 
the origin of the default normal, along the default normal, and rotate yourself for 45 degrees 

be different for all the pixels of the cylinder, because it depends on the default normal in that 
pixel! If you do this for each normal, you’ll end up with the normals displayed on the right side 
of Figure 5-27. These deviated normals are deviated for 45 degrees to the left, relative to the 
original normal!

However, if you want to use this normal to calculate the lighting, you need to find the 
world space equivalent of this (–1,0,1) normal. This is required, because you must use only 
two vectors in one calculation if both vectors are defined in the same space, and you’ll want 
to specify the light direction in world space in your XNA application.

The Solution
The three color components of the bump map contain the coordinates of the normal in 
tangent space, meaning relative to the default normal. They indicate how much the default 
normal should be deviated. This local coordinate system is a bit different in each pixel, 
because it depends on the default normal that can be different for each pixel of a curved 
surface. This local coordinate system is called tangent space.

Tip To get an idea what tangent space looks like, imagine yourself standing on a pixel of the cylinder 
shown in Figure 5-27, along the default normal. Now imagine that your Up direction (along the default 
normal) is the z-axis, your Right direction is the x-axis, and your Forward direction is the y-axis.



CHAPTER 5   GETTING THE MOST OUT OF VERTICES 483

Such a tangent coordinate system for a specific pixel is shown by the three gray arrows 
in image “a” in Figure 5-28. Most important is to note that the default normal in a pixel is the 
z-axis of the tangent space (see the previous tip).

(0,1,0)

(0,0,-1)

(1,0,0)

(0,1,0)

(0,0,-1)

(1,0,0)

(0,1,0)

(0,0,1)

(1,0,0)

NO(0.2,0,0.85)

b

NW(-0.4,-0.3,0.75)

c

NT(0.3,0,0.8)

a

Figure 5-28. Deviated normal in tangent space (a), object space (b), and world space (c)

The x- and y-axes of the tangent space have to be perpendicular to (make angles of 90 
degrees with) this z-axis and to each other. The z-axis is perpendicular to the object (because 
it is the default normal), while the x- and y-axes have to touch, and not intersect, the object. 
The x- and y-axes are called the tangent and binormal.

The three color components you sample from your bump map contain the deviated nor-
mal, defined in this tangent space. This is shown as the dark arrow, which would correspond 

Figure 5-28, you see the new normal is deviated a bit toward the x-axis.
In the end, to calculate how much the pixel is lit, you want to take the dot product 

between this normal that is defined in tangent space and the light direction, which is defined 
in world (absolute) space in your XNA project. To take a dot product between two vectors, 
however, both vectors have to be defined in the same space. So, either you transform the light 
direction from world to tangent space or you transform the deviated normal from tangent to 
world space. In the first part of this recipe, you will do the latter. The very last paragraph of this 
recipe deals with the inverse approach.
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How It Works
For each pixel, you will sample the bump map and obtain the deviated normal, relative to the 
tangent coordinate system. In the end, you want to know this deviated normal in world space 
coordinates, so you can make the dot product with the direction of the light.

Tangent Space to World Space Transform
The normal you sampled from the bump map is defined in tangent space. A round tower, 
which is a cylindrical wall, will serve as an example, as shown in Figure 5-28. For each pixel, 
the deviated normal first needs to be transformed to object space, which is the space of the 
tower. This will give you the default normal in object space coordinates.

Tip To get an idea of what the space of the tower looks like, imagine yourself standing with your feet at 
the origin of the tower, such as at the very center at the inside of the tower. Now, your Up direction (along the 
tower) is the y-axis, your Right direction is the x-axis, and your Back direction is the z-axis. What you want to 
find is the deviated normal, specified in your tower’s X,Y,Z coordinate system.

This transformation is indicated by the arrow going from “a” in Figure 5-28 to “b” in 
Figure 5-28. In “a” in Figure 5-28, the coordinates of the normal (0.3,0,0.8) are given in 
the local tangent coordinates, while in the top-right image, the coordinates of the normal 
(0.2,0,0.85) are defined in object coordinates (verify that with the axes of both systems).

Although this is a meaningful 3D direction, it is entirely possible that you are render-
ing the tower using a World matrix containing a rotation (for example, to render the Tower 

absolute (world) direction of the normal. This is indicated by the arrow going from “b” in 
Figure 5-28 to “c” in Figure 5-28 (note in this image that the object coordinate system is indeed 
a rotated version of the world coordinate system). Finally, you obtain the normal vector in 
world coordinates, ready to be compared with the light direction.

Defining the Custom Vertex Format
As with any transformation, in order to transform the normal from tangent space to object 
space
each pixel. To create this matrix, you first need to know the x-, y-, and z-axes of the tangent 
space (normal, tangent, and binormal) of each vertex. These will probably be different in all 
vertices, since the default normal and thus z-axis will be different. Since the x- and y-axes have 
to be perpendicular to the z-axis, the x- and y-axes will also be different in each vertex.

Since the three axes have to be perpendicular to each other, once you know two of them, 
you can find the last one by taking the cross product of the two you already know. One axis (z) 
is the default normal, which can be found using the code explained in recipe 5-7. The tangent 
vector can be supplied by the , or you can define it yourself in simple cases such as this 
cylinder.
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Note In this case, your vertex shader will calculate the binormal vector by taking a cross product between 
the normal and tangent vectors. Therefore, your vertices need to store only the normal and tangent vectors. 
You can also code a custom  processor that calculates the binormal for each vertex and stores it inside 
the vertices. Simply use the  to do the heavy work for you. As a 
benefit, your graphics card no longer needs to calculate this vector for each frame.

First you’ll need to define a custom vertex format that can store the 3D position, texture 
coordinate, normal, and tangent data for each vertex. See recipe 5-12 for a detailed description 
of custom vertex formats.
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Each vertex needs to store a  for the , a  for the texture coordi-
nates, and two more s for the normal and the tangent. This gives a total of 11 floats to 
be stored and transferred to the graphics card for each vertex. The binormals will be calculated 
in the vertex shader.

Defining the Normal and Tangent of Each Vertex
In this example, you will define some triangles to create a tower (a cylindric wall). The normal 
data will be generated using the code explained in recipe 5-7.

As explained earlier, the tangent direction needs to be perpendicular to the normal and 
should touch the tower, not intersect. In this case you’re defining a vertical tower, so you know 
the Up direction is nowhere intersecting the tower, yet it is perpendicular to all normals of the 
tower, making it an ideal tangent direction.

This code generates vertices for a cylinder. For each generated vertex, the 3D position is 
calculated, and the (0,1,0) Up direction is stored as the tangent direction.
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Next, some indices are generated that render the triangles based on the vertices. All of this 
code is explained in recipe 5-7:

With your vertices and indices set up, you’re ready to move to your  file.

XNA-to-HLSL Variables
As with
bump mapping is useless without light, you can set the direction of the light. Finally, the 

 variable allows you to define how many times the brick texture should be shrunk 
before it’s put on the cylinder.

the bump map containing the deviated normals defined in tangent space coordinates for all 
the pixels.

As always, your vertex shader should transform the 3D position of each vertex to 2D 
screen coordinates, and the texture coordinate should be passed on to the pixel shader. To 
allow your pixel shader to transform a normal from tangent space to world space, the vertex 
shader will calculate a Tangent-to-World matrix, which should also be passed to the pixel 
shader.
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Note This code passes a 3 3 matrix using a single intrinsic, . This will compile, but in the 
background  and  are also used, so you cannot use these anymore.

Vertex Shader
Start with this vertex shader, which does the usual; it transforms the 3D position to 2D screen 
coordinates and passes the texture coordinate to the pixel shader:

Next, you need to add some code to your vertex shader that constructs the Tangent-
to-World matrix. As explained earlier, this transformation happens in two phases. First you 
transform the normal coordinates from tangent to object space and next from object to world 
space.

Start by defining the  matrix. To define a transformation matrix, you need 
to know the basic vectors of the coordinate system, which are the normal, tangent, and bitan-
gent of the tangent space.

you can calculate the binormal by making their cross product, because it is the vector perpen-
dicular to the normal and tangent:

With your binormal calculated, you’re ready to construct your Tangent-to-Object matrix, 
because the rows of a transformation matrix are nothing more than three vectors defining the 
new coordinate system. The vectors of an ideal coordinate system are also normalized, so you 
take care of this:
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Tip By normalizing the rows of this matrix and because the three row vectors are perpendicular to each 
other, the inverse of this matrix is the same as the transpose of this matrix. You can find the transpose of a 
matrix by mirroring the elements over the axis that runs from the top left to the bottom right over the ele-
ments, which is much easier to do than calculating the inverse of a matrix.

All you should do now is combine the Tangent-to-Object transform with the Object-to-
World transform by multiplying their matrices, so you obtain the Tangent-to-World matrix. 
The Object-to-World matrix is nothing more than the (very common) World matrix (contain-
ing, for example, the rotation of your tower), so you end up with this code:

any vector from tangent space to world space by multiplying the vector with this matrix!

Pixel Shader
With all preparations done in the vertex shader, your pixel shader looks pretty easy:

-
dinates of the pixel. This color contains three useful color components, corresponding to the 
coordinates of the deviated normal, relative-to-tangent space.

range only from 0 to 1, while a coordinate of a normal ranges from –1 to 1. So, first subtract 0.5 
from the values to bring them into the [–0.5,0.5] range, and then multiply them by 2 to bring 
them to the [–1,1] range. The result is stored in the  variable.
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This  variable contains the deviated normal, defined in tangent space coordinates. 
A  value of (0,0,1) indicates that the deviated normal equals the default normal (z-axis 
in tangent space). A  value of (0,0.7,0.7), for example, indicates the normal should point 
45 degrees between the default normal and the tangent (y-axis in tangent space).

The transformation from tangent space to world space is done by multiplying the  
vector by the Tangent-to-World matrix. The  value is obtained, containing the normal 
in world coordinates.

Note You can immediately transform the normal from tangent space to world space, because the 
Tangent-to-World matrix is the combination of the Tangent-to-Object and Object-to-World matrices.

Finally, you know the deviated normal in world space coordinates, so you can make the 
dot product between this vector and the light direction, which is also given in world space. As 
usual, and as described in recipe 6-1, this dot product gives you the lighting coefficient and 
should be multiplied with the color. Since each pixel has a differently deviated normal, each 
pixel will be lit differently.

The Code
All the code is available for download at .

HLSL Part
 has to construct the Tangent-to-World matrix so your pixel shader can 

immediately use it:
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The vertex shader samples the bump map and maps the color into the [–1,1] range to 
obtain the normal defined in tangent space. By multiplying this vector by the Tangent-to- 
World matrix, the normal defined in world space is obtained, which can be dotted with the 
light direction (see recipe 6-7):

XNA Part
Next, to know the usual 3D position, texture coordinate, and normal, your XNA project needs 
to provide the tangent for each vertex. This is a vector, perpendicular to the normal. A method 
that generates such vertices is presented earlier.

Finally, you need to set the effect parameters and render the triangles, for example, using 
this code:
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The Inverse Approach
The previous code shows you how to construct the  matrix so each pixel can 
transform its normal vector from tangent space to world space. This is required before it can 
be dotted with the light direction, which is also defined in world space.

world space to tangent space and dot it with the normal in tangent space. This becomes extra 
interesting because the light direction is the same for each pixel, which makes it possible to 
transform the light direction in the vertex shader and send the result to the pixel shader. This 
way, your pixel shader can immediately perform the dot product and no longer has to calcu-
late any kind of transformation!

Note Using this approach, you need to transform the light vector only three times for each triangle, 
instead of transforming the normal for each pixel of the triangle.

Instead of passing the  matrix to your pixel shader, you will pass the light 
direction, transformed to tangent space, to your pixel shader:

In your vertex shader, you already calculated the  matrix. This time, how-
ever, you want to transform the light direction from world to tangent space, so you want the 
inverse of the  matrix.

Calculating the inverse of a matrix is a very complex operation. Luckily, the 
 matrix was constructed from three perpendicular, normalized vectors (the binormal, 

tangent, and normal). Usually, you pass the vector as the first argument and the matrix as the 
second argument to the  intrinsic:
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In this special case of three perpendicular normalized vectors, you can transform a vector 
by the inverse of a matrix by swapping their order in the multiply operation:

Note This is because the inverse of a matrix constructed from three normalized and perpendicular vec-
tors equals the transpose of the matrix.

This is exactly what you want to do for your light direction: you want to transform it from 
world space to tangent space:

shader. Since the normal you sample from your bump map and your light direction are both 
in the same space, you can immediately calculate their dot product in your pixel shader:

5-15. Add an Ocean to Your 3D World

The Problem
 of all your 

data you send over to your graphics card each frame would be unacceptable.

The Solution
In your XNA application, you will simply create a flat grid consisting of triangles. This comes 
down to creating a terrain, as explained in recipe 5-8, only this time the grid must be com-

 command

wave would result in an ocean that looks too ideal, because each wave of the ocean would look 
identical.

sum them together, as shown in Figure 5-29. When you set the length, speed, and height of 
each wave individually, this will result in an ocean in which each wave is unique.
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Figure 5-29. Summing four sines

An ocean will look realistic only when it reflects the environment. In your pixel shader, 
you will sample the reflective color from the skybox (see recipe 2-8). However, these reflec-
tions would again be too perfect, resulting in a glass-like ocean. Therefore, in every pixel, you 
will bump map (see recipe 5-14) the surface of your ocean, adding little per-pixel calculated 
ripples to the large waves of your ocean.

Finally, you will adjust the resulting color using the Fresnel term, so your pixel shader inter-
polates between a deep blue color and the reflective color, depending on the viewing angle.

How It Works
In your XNA project, you need to import and render a skybox, as explained in recipe 2-8. Next, 
you need to generate the vertices and indices for a flat grid, which is a simplified version of the 
terrain generation code presented in recipe 5-8. Use this code to generate your vertices:
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and texture coordinate inside each vertex. Create your indices using the method described in 
recipe 5-8.

Tip Since you won’t be using the Y height coordinates in your shaders, you could construct a custom ver-
tex format that stores s instead of s. As a result, each vertex would need to store one less 
float and as such occupy 4 bytes less memory.

With your vertices and indices defined, you’re ready to move on to your HLSL effect file.

XNA-to-HLSL Variables
 to make your ocean as flexible as possible, so expect a lot of values you need to set 

from within your XNA project.
Because you’re dealing with 3D positions that need to be transformed to 2D screen coor-

Next, you’ll want full control over your four waves. Each wave has four controllable 
parameters: its height, length, speed, and direction.

Because you’ll want your vertex shader to update the waves each frame, it needs to know 
the current time; to add reflection to the water, you’ll need to know the 3D position of the 
camera. Finally, you’ll add fine ripples by bump mapping the water surface, so you’ll need a 
bump map, together with two variables allowing you to set the intensity of the bump mapping 
and the size of the ripples:
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 a bump map:

Output Structures
To look up the reflective color, your pixel shader will need the 3D world position of the current 
pixel. The Tangent-to-World matrix needs to be constructed by your vertex shader to allow the 
pixel shader to do some bump mapping.

The pixel shader needs to calculate only the color of each pixel.

Vertex Shader: Sines
The most important task of your vertex shader is to adjust the height of each vertex of your 
grid. As explained earlier, you do this by summing four sines.

A sine is a mathematical function that requires one argument. When the argument is 
increased, the resulting value will follow a wave between –1 and 1.

As an argument to your sine, you will use the position of the vertex in the grid, relative 
-

tion of the vertex and the direction of the wave. This dot product value will be the same for all 
vertices that are on the same line perpendicular to the wave’s direction. If they have the same 
argument, their sine will be the same, so their height will be the same. This results in your 
wave lining up nicely in the right direction.
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Because this shader allows you to sum four sines, you’ll need to take four dot products 
between the X,Z position of the vertex and the direction of the wave. Before using these dot 
products as an argument to your sines, you will want to divide them by the  vari-
able, allowing you to adjust the lengths of the waves.

multiply the current time by the  variable, allowing you to define the influence of 
time on each of your waves, making some waves move slower or faster than others. This is the 
code you get:

The results of the sines are multiplied by the  variable, so you can scale each 
of the four sines separately.

Remember this code is executed four times in parallel, giving you immediately the current 
height of the four sines at the current vertex and current time.

Now that you have calculated your sines, add them all together and use them as the height 

This effectively elevates the 3D position of your vertex to the correct height. Once you 
know the final 3D position of your vertex, you’re ready to transform it to its 2D screen position 
as usual.
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In this effect, your pixel shader will need to know the 3D position as well, so you pass the 
3D world position to the pixel shader (because the  is not accessible in the 
pixel shader).

Pixel Shader: Simplest
With your vertex shader altering the 3D position of each vertex, this simple pixel shader 
assigns the same color to each pixel and renders them to the screen:

Technique Definition
Adding the technique definition makes your effect usable as it is. If you update the  vari-
able each frame, your waves will be updated by the vertex shader:

Vertex Shader: Normal Calculation
Any kind of lighting calculations in your effect will require the normal in each vertex. In your 
XNA project, however, you didn’t add any normal information to your vertices. A normal vec-
tor should be perpendicular to the surface, and with your vertex shader continuously changing 
the surface, it is also up to the vertex shader to calculate the normals.

going through the surface, you need to know how much you should deviate this (0,1,0) vector.

its derivative. It sounds difficult, but luckily the derivative of a sine is simply a cosine. If this 

that the dotted line gives a very good (perfect, actually) indication of how much the normal 
should be deviated in any point of the wave.
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Figure 5-30. A sine (full curve) and its cosine (dotted curve)

For example, at the very top or bottom of your wave (where the water is flat), the cosine 
reaches 0, indicating the (0,1,0) vector shouldn’t be deviated. At the middle of the slope of your 
wave, the cosine indicates maximum deviation.

This means that next to taking the sine, you’ll also need to take the derivative of your 
 function. When you take a look at the earlier  function, you see that the sine 

is multiplied with , which means you’ll have to do the same with the derivative 
function. The derivative of a sine is the cosine, while you also need to divide by , 
since  (the horizontal axis in Figure 5-30) is divided by  in the earlier 

 definition.

This actually makes sense, because the higher your waves are, the steeper they are, and 
the more you should deviate your normal. Furthermore, the more you stretch your wave, the 
less you need to deviate your normal from the (0,1,0) direction.

Note Both the sine and cosine are multiplied by . This means that if you set the height of a 
wave to 0, it will no longer have an impact on the heights of the vertices or the deviation of the normal.

Now that you know your mathematical derivatives, sum them together to know how 
much you should deviate the normal from the (0,1,0) direction in the current vertex. The 
wave displayed in Figure 5-30 is 2D, so the cosine indicates how much the normal should be 

replace forward with the direction of the wave:

Vertices with almost 0 deviation will obtain (0,1,0) as normal, while vertices on slopes of 
high, short waves will have a normal that is pointing mostly into the direction of this wave.
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Vertex Shader: Tangent-to-World Matrix Creation
When you use the normal generated in the previous section to add lighting to your ocean, it 
will be shaded just nicely. However, your waves will be looking a bit dull, because they don’t 
have the fine detail of real water. To add this fine detail, you’ll bump map the normal vector in 
each pixel of your ocean water.

Before you can do any bump mapping in your pixel shader, you need to pass it the correct 
Tangent-to-World matrix. As explained in recipe 5-14, the rows of this matrix are the normal, 
binormal, and tangent vectors. Now that you already know the normal vector, go on and 
define the tangent and binormal vectors as well:

The three vectors should be perpendicular to each other. Because you have deviated the 
normal from the (0,1,0) vector, you should also deviate the binormal from the (1,0,0) vector 
and the tangent from the (0,0,1) vector, by pulling them up or down.

Once you know the three base vectors of your tangent space, it’s easy to define the Tan-
gent-to-World matrix, as explained in recipe 5-14:

-
nate that is required to sample at the right position from the bump map.

Pixel Shader: Bump Mapping
In each pixel, you will deviate the normal to add the illusion of small ripples on the water. 
If you used one bump map for your whole ocean, you would easily see the pattern of your 
bump map in the final result. Therefore, in each pixel you will sample the bump map at 
three different coordinates and average the result. Remember that a color is always defined 
within the [0,1] region, so you subtract 0.5 from each color to bring them to the [–0.5,0.5] 

done in the next step.
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The three texture coordinates are different, because they are multiplied by a different fac-

all three deviations are summed together.
This direction should be normalized, but before doing so, you have the opportunity to 

scale the bump-mapping effect. In a bump map, the blue color component corresponds to 
the default normal direction, while the red and green components indicate the amount of 
deviation into the binormal or tangent direction. So if you increase/decrease the red and blue 
colors, you increase/decrease the deviation and thus the bump-mapping effect!

the normal defined in world space, allowing you to compare it to other directions defined in 
world space.

Pixel Shader: Reflections
Now that you know the normal vector, defined in world coordinates, for each pixel, you could 
add correct lighting to your water. However, to make things a bit more realistic, you’re going to 
add reflection to the water first. Because the reflective color will be sampled from the skybox, 

by mirroring the eye vector, which is the vector coming from the camera going toward the 
pixel, over the normal vector, as shown in Figure 5-31.

Eye

Refl
ec

tio
n

Figure 5-31. Mirroring the eye vector around the normal vector yields the reflection vector

Since both the eye vector and the normal vector are defined in world space, you can per-
form operations on them. HLSL comes with the  intrinsic method, which calculates the 
reflection vector shown in Figure 5-31:

If you sample the skybox texture from this direction, you get the color that is reflected by 
the current pixel (see recipe 2-8 for more information on the  intrinsic):
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Pixel Shader: Fresnel Term
If you simply assigned this reflective color to each pixel, the reflectivity of your ocean would 
be maximal everywhere and would look like a wavy mirror. To solve this, you will adjust the 
reflectivity of the pixels depending of the viewing angle. If you’re looking flat over the water, 
the reflectivity should be high. If you are, however, looking straight into the ocean, the water 
should have a deep blue color.

A good indicator is the dot product between the eye vector and the normal. If you’re look-
ing straight into the water, the angle between both vectors is 0 and the dot product is maximal 
(1 in the case of normalized vectors). If you’re looking flat over the water, the angle between 
the two vectors is 90 degrees, and the dot product is 0. The dot product between the eye and 
the normal vector is called the Fresnel term.

A high Fresnel term (close to 1) indicates minimal reflection, while pixels with a low 
Fresnel term should behave almost like a mirror. An ocean never behaves like a perfect mirror, 
though, so you scale your Fresnel term from the [0,1] region to the [0.5,1] region to scale down 
the reflectivity:

Note The minus sign is required, because both vectors have opposite directions. The normal points upward, 
while the eye vector goes downward. This would result otherwise in a negative  value.

Pixel Shader: Specular Reflections
Now that you already know the reflective color and how much to blend this with a deep blue 

to your water.
As explained in recipe 6-4, this usually depends on the direction of the incoming light. In 

this case, however, better results are obtained by finding the spots on your ocean that reflect light 
sources in your cube map. These usually correspond to bright white spots present in the skybox.

To find bright reflective spots, sum the three color components of the reflective color 
together so bright spots will have a value close to 3. Divide this value by 3 to bring the value 
into the [0,1] region.

By taking this value to the 30th power, you filter away all but the brightest pixels. Only 
 values greater than 0.975 result in a  value greater than 0.5!
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Pixel Shader: Putting It All Together
Finally, you have all the ingredients available to determine the final color. This code puts them 
all together:

The relation between the deep blue ocean color and the reflective color is given by the 
Fresnel term. For almost all the pixels, the combination between these two colors makes up 
the final color of the pixel. For a pixel with an extremely bright reflective color, the  
value will be significantly larger than 0. This will make the final color a lot brighter, giving 
very bright specular highlights on the spots of the water corresponding to the sun in the 
environment.

The Code
All the code is available for download at .

XNA Part
In your
length of up to four waves individually. If you want to remove a wave, simply set its height to 0.

This code sets all parameters of your effect and renders the triangles of your ocean:
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Note The configuration parameters of your waves need to be set only if you want to change the weather 
conditions. Other parameters, such as the time, View matrix, and camera position, need to be updated every 
frame or when the camera position changes.

HLSL Part
 find the XNA-to-HLSL variables, texture, and output structure declarations as a whole 

at the beginning of this recipe.
The following code is the vertex shader, which continuously changes the height of each 

vertex and calculates the Tangent-to-World matrix:
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The blending depends on the viewing angle, expressed by the Fresnel term. The specular 
component adds highlights to spots on the water that correspond to light sources in the envi-
ronmental cube map.
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5-16. Apply Catmull-Rom Interpolation in 3D to 
Generate Additional Vertices

The Problem
 sequence of points in 3D space, you want to construct a nice, smooth curve that goes 

exactly through these points. The black curve in Figure 5-32 shows such a line, while the gray 
curve shows what you would get using simple linear interpolation, as described in recipe 5-9.

50

1

2

3

4

Figure 5-32. Catmull-Rom spline crossing five points

This can be quite useful in many cases. As an example, you can use it to generate a racing 
track, as explained in recipe 5-17. Also, whenever the camera zooms in very closely on a  
or terrain, you can use Catmull-Rom interpolation to generate extra vertices so you can make 
your  or terrain as smooth as you want!

The Solution
If you want to generate the Catmull-Rom spline between two base points, you also need to 
know the two adjacent base points. In the example of Figure 5-32, when you want to generate 
the part of the curve between base points 1 and 2, you need to know the coordinates of base 
points 0, 1, 2, and 3.

 method to pass it any four base points, and it will calculate for you 

between 0 and 1, indicating which point between the second and third points you want.
In this recipe, you’ll extend this functionality to 3D and create a sample method that uses 

this to generate a spline between multiple base points.

How It Works
XNA provides 1D Catmull-Rom interpolation between single values. Because a  is 
nothing more than a combination of three single values, you can obtain Catmull-Rom inter-

s. The 
following method is the 3D extension of the default XNA method. Instead of four values, it 
accepts four s.
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This method will return a , called , on the spline between  and . The 
 variable allows you to specify the distance between , the result, and , where 0 will 

return , and 1 will return .

Using the CR3D Method to Calculate the Spline
Now that you have a method capable of doing 3D Catmull-Rom interpolation, let’s use it to 
generate multiple points of a spline.

, , , and  in 3D space, the following method returns a list 
of 20 points on the spline between  and , with the first point in the returned list being .

Increase/decrease the  value if you want to add/reduce the number of points calcu-
lated between  and  (or better, make it an additional argument of the method).

Note The last point of the list will be the last point on the spline from  to  not being  itself. This is 
because in the last call to the  method, you pass in 19/20, which is not equal to 1. You can always add 

 manually, for example, by adding this line before returning: .

Joining Multiple Parts of the Spline Together
The previous code generates a spline between the two middle points of four points. For bonus 
points, the following code shows how you can extend the spline:
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First, you define a list of seven points in 3D space. Next, you use the first four points 
to generate extra points between  and 
extra points between  and . Finally, you retrieve the extra points between 

 and .
This means you end up with many extra points, all positioned on a spline starting at 

, going through  and , and ending in  (take a look at 
Figure 5-32 to get a better idea).

Because you’ll want to render these to have a look, you create vertices from all three gen-

This simply turns each  from a  into a vertex and stores it together with a  
of your choice in an array.
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The Code
All the code is available for download at .

This recipe introduced two methods. The first one is the 3D extension of the Catmull-Rom 
interpolation that comes with the XNA Framework:

The second method is capable of calculating extra points on the spline going through four 
base points:
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5-17. Create the Vertices for a Racing Track

The Problem
 list of base points in 3D space, you want to create a racing track that goes through all 

the track automatically.

The Solution

many extra points as you want that are on a spline between your predefined points. This first 
step is shown by the arrow going from “a” in Figure 5-33 to “b” in Figure 5-33.

you will calculate the direction perpendicular to the spline and add points at both sides of 
your spline. This is shown in “c” in Figure 5-33.

ba

dc

Figure 5-33. Generating vertices for a racing track

Finally, you will create a  from these newly calculated points by turning them 
into a vertex, as shown in “d” in Figure 5-33.



CHAPTER 5   GETTING THE MOST OUT OF VERTICES512

How It Works
Obviously, you need to start by defining some 3D points you want your track to follow. This 
list, for example, defines a track in the shape of an 8:

Note the seventh point (the crossing point) is one unit higher than the others, so you don’t 
have to put traffic lights on your racing track.

Calculating the Extra Points Between the Base Points
As a first step toward your track, you will use 3D Catmull-Rom interpolation to calculate a lot 
of extra points between your base points, as shown in “b” in Figure 5-33. The  
method created in recipe 5-16 will be useful here, because it is capable of calculating extra 
points between any two base points.

However, to create extra points between two base points, you also need to provide the 
two neighboring base points. For example, if you want to calculate extra points between base 
points 1 and 2 in Figure 5-34, you will need to pass points 0, 1, 2, and 3 to the  
method.
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Figure 5-34. End-begin connection using Catmull-Rom

In general, if you want to calculate extra points between base points i and i+1, you need 
to provide points i–1, i, i+1, and i+2. This causes a problem at the end of your track, as shown 

sections between [1,2], [2,3], [3,4], [4,5], and [5,6] without any problem. However, when you 
want to calculate the extra points between [6,7], then you need to pass base points 5, 6, 7, and 
8. Because your list contains only base points 0 to 7, you have a problem here. Even worse, to 
create the final two sections between points 7, 0, and 1, you’ll even need base points 9 and 10, 
which obviously don’t exist.

Luckily, you know the end of the track should be connected to its beginning, so you know 
base point 8 is the same as base point 0. The same way, point 9 equals point 1, and point 10 
equals point 2. The means you can solve the problem by adding base points 0, 1, and 2 to the 
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end of your list. This should be done at the beginning of the  method, 
which will create a list containing all the extra points of your whole track:

After you’ve copied the first three base points to the end of the base point list, you create 
a new, empty list that will contain all the center points of your track, corresponding to “b” in 
Figure 5-33.

The  loop will jump from section to section, create the extra points for such a section 
using the  method, and add all the points together in the  list.

For each section, the  loop calls the  method and passes  
i–1, i, i+1, and i+2, with i starting at 1. This means that the first section created will be section 
[1,2], as shown at the left of Figure 5-34. The  method will return  1, 
together with 19 extra points between  1 and 2. These 20 points are added to the 

 list.
The last section that will be added is section [8,9], which is the same as section [0,1].

Note You can adjust the number of extra points calculated by the  method by adjusting 
the value of the  variable inside that method.

The  loop will continue to loop until all the extra points of all sections have been added 
to the  list.

At this point, you know all center points of your track, corresponding to “b” in Figure 5-33.
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Calculating the Outer Points
Moving on, for each point you now want to define a new point on each side of the track, as 
shown in “c” in Figure 5-33, so you can connect them to define your triangles.

To do this, you first need to calculate the side direction in each point. The side direction is 
the direction that is perpendicular to the direction into which the cars should be driving and 
perpendicular to the normal direction of your track. For now, let’s say the (0,1,0) Up vector is 
the normal direction at each point in your track.

As always, if you know two directions, you can make their cross product to obtain the 
direction perpendicular to both directions. In this case, the two directions are the (0,1,0) Up 
direction and the driving direction, which is the direction from the current point to the next. 

Since the length of the output vector of a cross product depends on the angle between the 
two input vectors, you normalize the output vector. This keeps the direction but makes sure 
the length is exactly 1. Otherwise, the width of the road would have depended on the angle 
between both input vectors.

Once you’ve found the side direction, you multiply this with a track width of your choice 
and add/subtract it from the current point. At this moment, you’ve calculated the side points 
of “c” in Figure 5-33.

Creating the Vertices
Before you can create vertices from these points, you need to provide their normal and texture 
coordinate. For now, you’ll take the (0,1,0) Up vector as the normal direction.

-
dinate with a constant amount for each point, your texture would look shrunken in certain 
places where you have defined the base points close to each other. This is because your 

 will have added exactly twenty points in all cases, whether you’ve defined 
two base points very close or very far from each other.

To solve this, you’ll keep track of the total distance covered in a  variable so that 
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Note that the  value is increased after each point of your track has been pro-
cessed. The  value allows you to stretch/shrink your track texture to your liking, 
by indicating how much texture corresponds to one distance unit of the track.
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After the  loop, the  contains two vertices for each center point of your 
track. However, when you render triangles from this list of vertices, there will still be a small 
gap between the last center point and the first center point. To bridge this gap, you need to 
copy the side points of the first two center points to the end of your list. However, since the 

coordinate from the last value all the way back to 0, resulting in a lot of texture smashed onto 
two tiny triangles.

Finally, you convert the  to an  and return it to the calling code.

Rendering the Track
With your base points defined and the code ready to be used, add these few lines to convert 
your base points into a large array of vertices:

With your vertices defined, you’re all set to render some triangles to the screen:

See recipe 6-1 on rendering a  and recipe 6-2 on rendering textured triangles.

Bonus Points: Banking
The previous code generates a track that’s completely flat. This is because it starts from the 
idea that the normal vector in each point of the track is the (0,1,0) Up vector. Although this will 
give a valid track, you’ll have a tough time keeping your car on the track in some sharp corners. 
Don’t even think about adding loops to your track.
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To make the track more realistic, you’ll want to bank your track to prevent your car from 
sliding out of its corners.

The previous code used the (0,1,0) Up vector as the normal vector to calculate the side 
vector. This time, you’re going to use a more appropriate normal vector. It’s quite impossible 
to calculate this normal to take banking into account. The solution to this is to remember the 
last normal vector and adjust this for each point in your track.

Using this approach, you need to pick a starting value for the normal. If you make sure 
your track starts out flat, you can simply use the (0,1,0) Up vector as the starting normal, so 
define this line before your  loop:

For each point of the track, you should adjust this vector to take the curving of the track 
into account. The curving can be expressed by the centrifugal direction: it’s the direction 
you need to pull the car so it isn’t flying out of the corners of your track, and it’s shown in 
Figure 5-35.

centriDir

centriDir

ca
rD

ir

carDir

las
tC

arD
ir

perpDir

Figure 5-35. Finding the centrifugal direction

product between the direction the car was going to, to reach the current point ( ), 
and the direction the car should go to, to reach the next point ( ). Both directions are 
indicated in the left part of Figure 5-35. The resulting vector is perpendicular to both and thus 
sticks out of the paper, making it pretty hard to draw on the image. Next, you take the cross 
product between this vector and the . This is the  vector and will always point 
toward the inner side of the curve of the track.

The right side of Figure 5-35 shows a more complex 3D situation.
This is the coded version of the last few paragraphs:

Because the  direction is the inner direction of the curve, the track should be 
banked perpendicularly to this vector.
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To take this into account, for each point of your track you will add this vector to your 
normal vector. This will result in your side vector slowly becoming perpendicular to the 

 vector.
However, during a long turn, this will become too dominant, so you need to add some 

kind of resetting factor. For this resetting factor, you can use the Up vector, which will cause 
the normal to reset to the Up vector at the end of a turn:

The higher the value of the banking variable, the more the corners in your track will be 
banked.

From here on, you can use the code from earlier. Just keep in mind that you should use 
the  instead of the (0,1,0) Up vector:

When using this code, your track should be banked in the corners. Even more, this code 
allows loops in your track!

The Code
All the code is available for download at .

The  method will accept your short list of base points and will extend it to 
add detail to your track:

Based on this extended list, the  method creates an array of verti-
ces with which you can render a banked racing track:
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Having both methods, it’s pretty easy to create a track from just a list of 3D points:



C H A P T E R  6

Adding Light to Your Scene in 
XNA 3.0

Lighting a scene sounds very easy: set the positions of the objects in your 3D world, define 
the positions of your lights, and—bingo!—you expect your 3D scene to be lit correctly. 
Although it seems trivial to have your graphics card do this for you, it definitely is not.

For each surface of your objects, the graphics card needs to calculate the amount of 
lighting that is received by the surface. This amount is based on the angle between the direc-
tion of the light and the surface of the triangle. Luckily, the XNA Framework comes with the 

, which is capable of performing all these calculations for you. The first part of this 
chapter shows you how you can use the  to lighten up your scene.

However, as its name implies, the  can be used only for some basic lighting 
effects. What if you want to have point lights in your scene, such as candles? Or what if you 
want to have your scene lit by many lights? And why don’t your objects cast any shadows?

To answer these questions, you’ll have to code your own effects in HLSL. The second part 
of this chapter starts by showing you how you can create HLSL effects with the same function-
ality as .

This chapter doesn’t stop where the  stops, however. You’ll learn how to 
implement additional functionality, such as support for point lights and spotlights. Even more, 
the final recipes introduce you to the world of deferred rendering, allowing you to light your 
scene by a large number of lights simultaneously. To top it off, you’ll learn how you can com-
bine the shadow mapping technique with deferred rendering so all your objects cast shadows.

Specifically, the recipes in this chapter cover the following:

lighting and why (recipes 6-1 and 6-2).

 to its full potential, making it calculate lighting for each pixel of 
your screen, and adding specular highlights to reflective surfaces (recipes 6-3 and 6-4).

 is not enough 
for you. You’ll start by implementing the basic functionality of the  (recipes 
6-5, 6-7, and 6-9).

-
pes 6-6 and 6-8).

521
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approaches are not scalable enough, you’ll jump into deferred rendering to add light-

chapter complete, you’ll implement this using the deferred rendering approach, allow-
ing you to have multiple lights casting shadows in your 3D world (recipe 6-11).

6-1. Define Normals and Use the BasicEffect

The Problem

will be completely gone when objects are not lit correctly.
As an example, consider a sphere having one solid color. Without any lighting, all pixels 

of the sphere will have the same color, making the result on your screen look like a flat disc. 
When correctly lit, the part of the sphere facing the light will have a brighter color than other 
parts, making the sphere appear as a real 3D object.

The Solution
. You want each of these triangles 

to be lit correctly corresponding to the incoming light. Figure 6-1 shows a single directional 
light going from left to right and its impact on six differently positioned quads, each consisting 
of two triangles.

Light Direction

Figure 6-1. Triangles lit according to incoming light

Simply defining the position of the light source and the position of your objects is not 
enough for your graphics card to add correct lighting to an object, though. For each triangle of 
your 3D object, you will need to add some information, allowing your graphics card to calcu-
late the amount of light hitting the surface.

You can do this by specifying the normal vector in each vertex of your object, which are 
the spikes at the corners of the triangles shown in Figure 6-1. Once you’ve specified the correct 
normal in each vertex, the  can render your object with correct lighting.
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How It Works

represent the amount of incoming light. The more the square is perpendicular to the direc-
tion of the light, the more light it receives. The last square is completely perpendicular to the 
direction of the light so should be fully lit. The first square, however, is positioned along the 
direction of the light and should therefore receive no light at all.

Definition of the Normal
How is the graphics -
ner of each triangle (called a vertex; see recipe 5-1), you’ll define the direction perpendicular 
to the triangle. This direction is called the normal. This normal direction has been indicated 
in each vertex of Figure 6-1 as a spike. Because there is only one direction perpendicular to a 
surface, all vertices of the same quad have the same normal direction.

This normal direction allows your graphics card to calculate how much light hits the 
tri angle. As explained in detail in recipe 6-5, you do this by projecting the normal on the direc-
tion of the light, as shown in Figure 6-2. The direction of the light is shown as the long black 
arrow at the bottom of the image going from left to right. The rotated black bars in Figure 6-2 
represent the quads of Figure 6-1. The projections of the normal of each quad on the light 
direction are shown as the thick black blocks on the light direction. The bigger the black block, 
the more your triangle should be lit.

Light Direction

Figure 6-2. Projecting the normal on the light direction

The normal of the triangle on the left is perpendicular to the direction of the light, so 

parallel to the light direction, so its projection will be maximal, and the plane will be lit at full 
intensity.

Given the direction of the light and the normal in a vertex, your graphics card can eas-
ily calculate the length of the projection (the thick black block). This is how the graphics card 
calculates the correct lighting.

Applying Shading to Your Scene
For each pixel, the graphics card will calculate the amount of lighting that should be applied 
to that pixel, as described earlier. Next, the graphics card multiplies this amount of lighting by 
the original color of that pixel.
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Adding Normal Data to Your Vertices
The previous paragraph explains that, next to the 3D position and color, each vertex should 
also store its normal direction.

XNA comes with one predefined vertex format that allows you to save a normal in each 
vertex: the  struct. This format allows you to save the 3D posi-
tion, normal direction, and texture coordinate for each vertex. See recipe 5-2 on textured 
triangles and recipe 5-13 to learn how you can define your own vertex format.

The following method creates an array to hold six such vertices, which define two trian-
gles that create a quad. This quad is lying on the floor, because all Y coordinates of the vertices 

direction perpendicular to the quad. The vertex format also expects you to add texture coordi-
nates so the graphics card knows where to sample the colors from an image (see recipe 5-2).

The last line makes sure the  (see recipe 5-1) is created only once, 
because this will not need to be changed.

Tip In this case of a triangle lying flat on the ground, it’s easy to calculate its normal. Read recipe 5-7 to 
learn how you can automatically calculate the normals for a more complex object.
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Positive and Negative Normals
A triangle has
the previous code, you could define the normal as pointing upward or downward. So, which 
one should you use? This is quite important, because choosing the wrong one will result in 
incorrect lighting and usually in no lighting at all.

As a rule, you need to select the normal that is pointing outward of the object the triangle 
is part of.

want to select the normal pointing outward of the object.

Setting the BasicEffect Parameters
With your vertices defined, you’re ready to render your triangles. The second part of this chap-
ter explains how you can code your own HLSL effects, but in the first recipes you’ll simply use 
the . The  is a predefined effect that can be used to render stuff using 

 variable that you recycle each 
frame, because it is too costly to create a new  object each frame. Add this variable 
to the top of your class:

And instantiate it in your  method:

The following settings will render your 3D scene lit from one directional light, like the sun:

The upper part sets the World, View, and Projection matrices, which are required to trans-
form your 3D scene to your 2D screen. See recipes 2-1 and 4-2 for more information on them. 
Because you have stored texture coordinates inside each vertex, you can pass a texture to your 
graphics card and enable texturing so your triangles will get the colors from the image. See 
recipe 5-2 for more information on textures.
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Next, you configure the general lighting settings by first enabling lighting and defining 
an ambient color. This is the amount of light your objects are always lit with, no matter their 
orientation relative to your light source(s). You specify a very dark shade of gray, so even in the 
absence of light, your objects will be shown very faintly.

pixel lighting.
, you can render your scene 

being lit from three light sources at once. To do so, you need to set the direction of the light, as 

simple example, you’re using only one light.
With your  configured, you’re ready to render your triangles using the 

:

Note If you turn lighting off by setting  to , your scene will be 
rendered at full intensity. As explained in the “Applying Shading to Your Scene” section, the graphics card 
wants to multiply the original color of each pixel with the amount of lighting in that pixel. If you turn off 
lighting, the graphics card will simply render the original color of each pixel. This actually corresponds to a 
lighting factor of 1, meaning full intensity.

Using World Matrices
Before rendering your triangles, you can set a World matrix on the effect. This allows you to 
move your triangles to another position in your 3D world or rotate and/or scale them before 
they are being rendered to the scene (see recipe 4-2). Well-constructed effects (such as the 

) also apply this transformation to the normal data inside each vertex, if required. 
For example, if the square in the previous code is rotated, the normals are automatically 
rotated as well.

The following code shows such an example.
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Normalize Your Normals

Note Before you read this section, you need to know the difference between a normal and the infinitive to 
normalize. As discussed earlier, a normal is the direction perpendicular to a triangle. To normalize means to 
make a vector of unity length. When you normalize a vector, you reduce (or expand) it so its length becomes 
exactly 1.

The amount of light a vertex receives should be defined only by the angle between the 
light and its normal. However, this amount as calculated by the graphics card also depends on 
the length of the normal and on the length of the light direction. Therefore, you need to make 
sure both the normals and the light directions you define have a length of exactly 1, which can 
be done by normalizing them.

When they both have unity length, the amount of lighting will depend only on the angle 
between them, which is what you want.

The Code
All the code is available for download at .

As a first step toward the correct lighting of your 3D scene, you should provide each vertex 
with normal data:
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Before you can render any triangles using the , you should set some of its 
parameters to define your lighting environment:

Finally, you can render your triangles. The following code renders the same two triangles 
nine times, each time with a different World matrix. This World matrix first rotates the trian-
gles and then moves the triangles four units over the rotated x-axis (see recipe 4-2 for the order 
of matrix multiplying).

See recipe 5-1 on rendering triangles.

6-2. Share Normals Between Vertices

The Problem
 recipe, you learned how to make sure each triangle gets lit correctly by supply-

ing normal data in each of its vertices.
However, blindly applying this approach to all triangles of an object will not give the best 

will be shaded the same, and thus all pixels inside the triangle will get the same shading.

pixels of one triangle would get the same shading, and all the pixels of the other triangle would 



CHAPTER 6   ADDING L IGHT TO YOUR SCENE IN XNA 3.0 529

get a different shading. This would make it easy to see the border between them, because both 
triangles get a different final color.

You’d get a much better result if the colors inside the triangles changed continuously from 
one triangle to the other. To achieve this, the shading must also change continuously from one 
triangle to the other.

The Solution
The shading is calculated by your graphics card for the three vertices (corners) of a triangle, 
because they contain the normal. From there, the shading is interpolated over all pixels inside 

shading, and the pixels inside the triangle will get shaded so the shading changes smoothly 
between the corners.

is shown in the left part of Figure 6-3. To make sure the color changes continuously from one 
triangle to another, you need to make sure the colors on both borders are identical. You can 
achieve this only when the two shared vertices have the same normal and thus the same shad-

and vertices 2 and 3 having the same normal.
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Figure 6-3. Two triangles sharing one edge

How It Works

triangles so all vertices of the same triangle have the same normal, which will result in equal 
shading for all pixels inside one triangle. Next, you’ll make sure the normals in the shared ver-
tices are the same so you’ll get smooth shading across the border of the triangle.

Each Triangle Its Normal
This approach comes down to finding the direction perpendicular to the triangle and storing 
this direction in each of its vertices, as done in recipe 6-1.

The following code defines the six vertices shown on the left side of Figure 6-3. All three 
vertices of each triangle have the same normal direction, perpendicular to the triangle. The 
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left triangle is positioned vertically, so its normal points to the left. The second triangle is posi-
tioned horizontally, so its vertices point up.

normalize the direction so its length becomes exactly 1:

Next, render both triangles using the code from the previous chapter:

normalize the light direction.
You should see two triangles, both of which have a solid color, as shown on the left side of 

Figure 6-4. Because of this, you can easily see the border between them, which is definitely not 
what you want with larger objects.
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Figure 6-4. Separate vertex shading (left), shared vertex shading (right)

Shared Normals
This time, you’re going to give both vertices 1 and 4, as well as vertices 2 and 3, the same 
normal direction. One question that comes up is which direction you should pick.

To obtain the smoothest effect, you’ll simply take the average of the usual normals. 
You can do this with the following code:
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Next, you define the six vertices. The two outer vertices are not shared, so they get their 
old normal. The shared vertices, however, all get the same normal.

Now, when you render the two triangles, the shading inside the triangles will smoothly 
change from the outer vertex to the shared edge, as shown in the right part of Figure 6-4. This 
makes it hard to find the edge between the two triangles, so the user will not see that the object 
consists of separate triangles.

Tip Recipe 5-7 describes how you can calculate the shared normals for larger objects automatically.

You can also use this approach when using indices (see recipe 5-3).

The Code
All the code is available for download at .

You can find the code used to define the triangles earlier in this recipe. This is the code used to 
render them:
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Note This example uses a texture with just one solid color in it (blue), so you can be sure all color gradi-
ents in the final result are caused by lighting.

6-3. Add Higher Detail to Your Lighting:  
Per-Pixel Lighting

The Problem
 two recipes, the amount of shading was calculated in each vertex, and this 

shading value was interpolated over all the pixels of the triangle. Therefore, it is called per-
vertex lighting (or Gouraud shading).

 
and/or sharp edges, this can give some undesired results.

As an example of this, consider three sides of a cube, as shown on the left side of Fig-
ure 6-5. The right side of the image indicates how the shared normal directions should be 

of the right part.
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Figure 6-5. Vertex shader vs. per-pixel lighting

Focus on the roof of the cube, corresponding to the line between vertices 2 and 4 at the 

At vertex 4, not a lot of light is received because the normal in vertex 4 is almost perpendicular 

vertex shading, this shading is interpolated over the pixels of the triangle, and all the pixels 
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However, somewhere between vertices 2 and 4 is a pixel in which the normal is exactly 

The Solution
Per-vertex lighting calculates the shading exactly only in the vertices and then interpolates the 
shading over all the pixels between the vertices.

-
culate the exact shading in each pixel.

How It Works
, it is easy to use per-pixel lighting. When setting your  

parameters, simply add this line:

Note For the per-pixel shader to work, you need to have at least a Shader 2.0–compatible graphics card. 
You can easily check for this basic requirement by evaluating this line:

The Code
All the code is available for download at .

This code sets up the vertices shown on the left side of Figure 6-5. Because some of the nor-
mals are longer than unity length, make sure you normalize them all in the end:
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last  loop.

Note Because XNA does not provide a vertex structure that takes a 3D position, a color, and a normal, 
this recipe uses a solid blue texture to make sure the base color of each pixel is the same. This way, all 
variations in color you see are caused only by lighting.

After you’ve done this, you can render your triangles using per-pixel lighting:
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6-4. Add Specular Highlights to Reflective 
Surfaces

The Problem
Even with per-pixel shading enabled, some metallic or shiny objects you render will still look 

you will see the area where the light source reflected is very bright. Such an area is indicated by 
the circle in Figure 6-6. These bright spots are called specular highlights.

Figure 6-6. Specular highlight

The Solution
As with per-pixel lighting, you can enable specular highlights simply by telling the  
to create them.

Note Specular highlights should be added only to reflective materials. Don’t add them to soft materials 
such as clothes or a grass texture, or at least make their impact very weak.
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How It Works
You can enable specular highlights with extreme ease using the . For each light, 
you can specify the specular color. Next, you can set the specular power on the . 
This power allows you to specify the width of your highlights. The higher the power, the nar-
rower your specular highlights will be. See recipe 6-8 for more details on this.

Note When using specular lighting, you’ll always want to use per-pixel lighting because specular high-
lights typically are small, nonlinear spots. Therefore, they should not be interpolated but rather be calculated 
separately for each pixel.

The Code
All the code is available for download at .

and since it uses the reference to the device, it should be called at the end of the  
method.
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 method, add this code to set up your  to add specular highlights 
to your quad:

6-5. Add HLSL Vertex Shading

The Problem
The  will render your scene just fine using the lighting you configured. However, 
if you want to define some fancy effects yourself, the first thing your effects will have to imple-
ment correctly is lighting.

shading.

The Solution
Pass the 3D position and normal of each vertex to your effect on the graphics card. The vertex 
shader on your graphics card needs to do two things for each vertex.
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First, as always when rendering a 3D world, it should transform the 3D position of each 
vertex to the corresponding 2D screen coordinate by using the World, View, and Projection 
matrices.

Second, and specific to vertex lighting, for each vertex it should calculate the amount of 
light the vertex receives by taking the dot product between the light direction and the normal 
of that vertex.

How It Works

Tip The HLSL code should be placed in a separate file, ending in . If you’re not sure about where to 
put the code in this file, refer to “The Code” section later in this recipe, which lists the entire contents of the 

 file created during this recipe.

First you need to define your vertices in your XNA project. Quite obviously, you need to 
store the 3D position in each vertex. To allow you to calculate correct lighting in your vertex 
shader, you also need to provide the normal for each vertex. Read recipe 6-1 to learn why.

You can use the same XNA code in recipe 6-1, which creates six vertices containing a 3D 
position and a normal (they also contain a texture coordinate, which you won’t use here).

 file
HLSL variables you’ll be able to change from within your XNA application.

As always when transforming a 3D coordinate to a 2D screen position, you’ll need a View 
matrix and a Projection matrix (see recipe 2-1). Because you’ll also want to be able to move 
your 3D object in your scene, you’ll also need a World matrix (see recipe 4-2). Because this 
recipe deals with lighting, you want to be able to define the direction of your light. The ambi-
ent light value allows you to set the minimum level of lighting; this way, even if an object is not 
directly lit by a light source, it will still be faintly visible.

Before diving into the vertex shader and pixel shader, you should first define their output 
structures. First, the output of the vertex shader (and thus the input of the pixel shader) must 
always contain the 2D screen coordinate of each vertex. Second, your vertex shader will also 
calculate the amount of lighting in each vertex.

Between the vertex and pixel shader, these values will be interpolated so each pixel gets its 
interpolated value.

The pixel shader should calculate only the final color of each pixel.
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Vertex Shader
Your vertex shader will (as always) combine the World, View, and Projection matrices into one 
matrix, which you’ll use to transform each 3D vertex into a 2D screen coordinate.

Given the global light direction and the normal direction in a vertex, you want your ver-
tex shader to calculate the amount of shading, according to Figure 6-7. The smaller the angle 
between the light and normal, the greater the lighting should be. The larger this angle, the less 
the lighting should be.

You can obtain this value by taking the dot product between both directions. A dot prod-

Light Direction

Figure 6-7. Dot product between light direction and normal direction

However, you should negate one of these directions before taking their dot product, 
because otherwise these directions are the opposite. For example, on the right of Figure 6-7 
you see that the normal and light directions have the opposite direction, which would result in 
a negative dot product.
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The result of a dot product is a single value, based on the angle between both vectors and 

angle between your normal and light directions. This means you need to make sure all your 
normals (and light directions) in your whole 3D world have the same length; otherwise, verti-
ces with longer normals will be more lit.

You can do this by making sure the length of all normals is exactly 1, which you do by nor-
malizing the normal.

Note The word normalizing does not have anything to do with normals; it simply means making the 
length of a vector exactly 1. See the note in recipe 6-1.

Ensuring Correct Lighting When Using World Matrices
The previous code

rotate, and scale your object in the 3D world.
As you can see in Figure 6-1, if you rotate your object, you want your normals to be rotated 

with them. This means all normals should also be transformed by the rotation inside the 
World matrix.

Any scaling operation contained in the World matrix does not have that much impact on 
the lighting calculations. You normalize your normals in your vertex shader anyway, making 
sure the length of the resulting vector becomes exactly 1 (of unity length).

However, if your World matrix contains a translation, you’re in trouble. This is because 
a normal is a vector of maximal length 1. As an example, if you transform such a normal with 
a matrix containing a translation (movement) larger than two units, then all normals will be 
pointing into that direction.

This is shown in Figure 6-8, where an object is rendered using a World matrix containing 
a translation of a few units to the right. As a result, the positions of the vertices (and thus the 
object) will be moved to the right. The normals, however, when transformed with the World 
matrix, will now all point to the right while they should have stayed the same! So before you 
transform your normals with the World matrix, you need to strip away the translation part 
from the World matrix.
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3D Origin 3D Origin 

Figure 6-8. Normals affected by translation in the World matrix

A matrix is a table containing 4 4 numbers. You need to transform the normals only 
with the rotation contained in the World matrix, but not with the translation inside the World 
matrix. You can do this by stripping out the rotation part of the matrix, which is stored in 
the upper-left 3 3 numbers of the matrix. By simply casting your 4 4 World matrix to a 3 3 

this matrix to rotate your normal, as shown in this code:

Pixel Shader
First, the three vertices of a triangle are processed by the vertex shader, and their lighting val-
ues are calculated. Then, for each pixel in the triangle that needs to be rendered, this lighting 
value is interpolated between the three vertices. This interpolated lighting value reaches the 
pixel shader.

to this triangle, multiply the base color by the sum of the  (calculated in the vertex 
shader earlier) and ambient light (set by your XNA application through the  variable). 
The ambient factor makes sure no objects will be totally black, while the  causes 
the lighting to correspond to the direction of the light:
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Technique Definition
Finally, define your technique and which vertex and pixel shaders it should use:

XNA Code
 project, import the HLSL file and store it in an  variable, just like you did for 

:

When it comes to drawing your object, you first need to set the parameters of your effect 
and then render your object, which is quite identical to using the :

The Code
All the code is available for download at .

This XNA code renders multiple instances of your object. Because different World matrices are 
used, the objects will be rendered to different locations in your 3D scene.

The final result is the same as in recipe 6-1, only this time obtained through your own 
HLSL effect:
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The following code shows the entire contents of your  file:
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6-6. Define a Point Light Using HLSL

The Problem
 been using directional lights to light your scene, which can be useful to add 

sunlight to your 3D world. Often, you’ll also need light coming from a single point, such as 
from a flashlight or an explosion. Such a light source is called a point light.

The Solution
Pass the 3D location of the point light from your XNA project to your XNA effect. For each ver-
tex, you can calculate the direction from the light source toward the vertex and use this light 
direction. Once you know the light direction, you can continue as before.
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How It Works
 file, replace the  parameter with this line, allowing you to pass the 

3D location of the light source from your XNA project to your HLSL effect:

Next, for each vertex, you’ll calculate the direction from the light going toward the vertex. 
As always, the direction from A to B is found by subtracting A from B. Keep in mind you need 
the final 3D position of the vertex for this, meaning the original 3D position transformed with 
the World matrix:

Because the direction between the light source and vertex will probably be a lot larger 
than 1, you need to make sure its length becomes unity by normalizing it. Once you know this 
light direction, you’re ready to proceed as in the previous recipe.

When you run this code, in each vertex you will calculate the direction from the light 
source to that vertex, so this direction will be different for each vertex.

Distance Attenuation
To make things a bit more realistic, you may want to decrease the influence of a point light 
as the distance between the light source and the vertex becomes larger. To do this, find this 
distance by calling the  intrinsic on the  before you normalize it. Next, 
divide the  by this distance; this will cause the intensity of the light to decrease as 
the distance between the light source and the vertex grows:

The Code
All the code is available for download at .
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This is your complete vertex shader:

6-7. Add HLSL Per-Pixel Lighting

The Problem
As shown in recipe 6-3, the best lighting results are obtained using per-pixel lighting, espe-
cially for curvy surfaces made out of large triangles. You want to add per-pixel lighting to your 
own effects.

The Solution
-

ues of the three vertices of a triangle were linearly interpolated to obtain the shading value for 
each pixel.

obtain the normal in each pixel so that in each pixel you can calculate the lighting factor based 
on the correct normal. However, as with interpolated shading, you will get faulty results when 
interpolating the normal from vertex to vertex. This is shown on the left side of Figure 6-9. The 
flat line indicates a triangle, of which the vertices contain the normal. When you interpolate 
these two normals over the pixels in the triangle, the interpolated normal will always follow the 

direction, it will be smaller than the exact normal in that pixel, which is shown in the image.
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Figure 6-9. Case where the linear interpolation from vertex to pixel shader fails

The solution is in receiving this interpolated normal in the pixel shader. Because its direc-
tion is correct, you can normalize it to make the resulting normal of unity length. Because this 
scaling factor is different for each pixel, you need to do this in the pixel shader.

Note To see why you want to make the length of your normal equal 1, read the “Normalize Your Nor-
mals” section in recipe 6-1. Smaller normals will lead to smaller lighting intensities, while you want the 
lighting intensity to depend only on the angle between the normal and the incoming light.

The direction of the light has an identical problem, as shown in the right part of Figure 
6-9. The length of the interpolated light direction will follow the dotted curve, which will lead 
to vectors that are shorter than they should be. Again, you can solve this by normalizing the 
interpolated light direction in the pixel shader.

How It Works
As with all recipes in this chapter, your XNA project must interact with your graphics card to 
render triangles from some vertices that contain at least the 3D position and normal.

You want to design your effect so your XNA code can set the World, View, and Projection 
matrices, as well as the 3D position of the point light and ambient light in your scene:
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As explained earlier, your vertex shader will output the normal, which will be interpolated 
over all pixels of the triangle as well as the direction of the light going from your point light to 
the vertex. The pixel shader has to calculate only the final color of each pixel.

Note In the simpler case of a directional light, the direction of the light will be an XNA-to-HLSL variable, 
which is constant for all vertices and pixels. Therefore, the vertex shader will not need to calculate this.

Vertex Shader
The vertex shader receives the normal from the vertex, rotates it with the rotation contained 

light direction by subtracting the position of the point light from the position of the vertex (see 
recipe 6-5). You take into account that the final 3D position of the vertex depends on the cur-
rent World matrix.

Pixel Shader
The normal and light directions are interpolated between the three vertices over all pixels of 
the triangle. As explained earlier, this can give errors because the lengths of the interpolated 
vectors can be smaller than they should be. You can solve this by making sure their lengths 
equal exactly 1 by normalizing them.

Once both directions have been normalized, you take their dot product to find the lighting 
factor:
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Technique Definition

how to check for this):

The Code
All the code is available for download at .

All the HLSL code of your  file was already presented fully ordered in this recipe, so the only 
other code you need is the XNA code that renders your triangles using this technique:
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code moves the light back and forth over your quads.

6-8. Define a Spotlight Using HLSL

The Problem
A point light as defined in the previous recipe shines light from one point toward all directions. 
You want to define a spotlight, which behaves exactly like a point light, except that it shines a 

Angle
xConeDirection

xLightPosition

Figure 6-10. Variables that define a spotlight

The Solution
, determine whether the current pixel is in the lighting cone. You can do 

this by taking the dot product between the direction of the light and the direction of the cone.

How It Works
Start from the code of the previous recipe. Because a spotlight is more customizable than a 
point light, you’ll add these additional XNA-to-HLSL variables to your  file:
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The first variable will allow you to increase/decrease the strength of your light. This is also 
useful for any other type of light and will be necessary when you have multiple lights in your 

as well as the width of the cone. Finally, you can indicate how much the lighting intensity 
should decrease toward the edges of the cone.

same as with a per-pixel point light (see recipe 6-7), but you will add a check to verify the pixel 
is in the cone of the light:

Once you’ve normalized the normal and light direction, you should detect whether the 
current pixel is in the cone of light. To do this, you want to check the angle between two 
directions:

The first direction is the , while the second is specified in the 
 variable. Only if this angle is below a certain threshold, the pixel should be lit.

A fast way to check for this is by taking the dot product between both directions. A value 
close to 1 means a very small angle between both directions, while smaller values indicate 
larger angles.

To determine whether the angle is not too large, you check whether the dot product is 
not smaller than a threshold value, stored in 
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calculate the lighting factor, called . To weaken the lighting effect close to the borders 
of the cone, you take the  value to the power specified in . As a result, the 

 value that equals or is smaller than 1 will become smaller for pixels that are far off the 
center direction of the cone (see the right image in Figure 6-11).

Pixels that are outside the cone will get a 
impact on those pixels.

The Code
All the code is available for download at .

Your complete pixel shader was already listed.
 method of your XNA code, activate this effect, set its parameters, and render 

your scene:

6-9. Add HLSL Specular Highlights

The Problem
You want to add specular highlights to your 3D scene rendered with your custom HLSL effect. 
Specular highlights are areas of high illumination surrounding the reflection of a light source, 
as shown in Figure 6-11.
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0 90-90

0 90-90E

R 1
R 2

R 3

Figure 6-11. Detecting pixels with light direction close to eye vector

The Solution
The following discussion will help you determine which pixels should have a specular light 
component.

The left side of Figure 6-11 shows a light beam, L, coming from a light source hitting a 
pixel of a triangle. Also in the left image the eye vector is shown, which is the direction going 
from the camera toward the pixel
have a specular light component.

You can find the reflection of L by mirroring L over the normal in that pixel. This mirrored 
direction is almost the same as the eye direction if the angle between them is small. You can 
check the angle between these two vectors by taking their dot product (as done in recipe 6-8).

each other, the dot product will be smaller.

Note A dot product between two vectors A and B is nothing more than (length of A)*(length of B)*(cosine 
of angle between them). If both A and B are normalized, this even reduces to (cosine of angle between them). 
If the angle between A and B is 0, the cosine will be 1. If both vectors are perpendicular to each other, the 
angle will be 90 degrees, and the cosine will be 0. This is shown in the top-right image of Figure 6-11. If 
both vectors are each other’s opposite, the angle of 180 degrees will result in a cosine of –1.

This dot product will be positive for all light vectors of which the reflection is less than 

immediately use this value to base your specular highlights on, because this would add a 

You can obtain this by taking the result of the dot product to a high power. Taking this dot 

This will result in a single value for each pixel, indicating the strength of the specular com-
ponent in that pixel.
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How It Works
As always, you’ll want to be able to set World, View, and Projection matrices to transform your 
3D positions to 2D screen coordinates. Because this recipe is written for a point light, you need 
to be able to specify its position. To calculate the eye vector, you need to know the position 
of the camera. You should be able to set the specular power to control the size of the specular 
highlights. Because the total amount of lighting could become larger than 1, you should be 
able to scale down the lighting strength to avoid oversaturation.

Note In most cases, you’ll want to scale down the strength of your light sources. Having more than one 
light would otherwise cause most pixels to be saturated in light, wasting the lighting effect.

The vertex shader will also calculate the  and have it interpolated toward all 
pixels. The pixel shader still has to output only the color of each pixel.

Vertex Shader
The vertex shader is not that different from the previous recipe. The only new point of inter-
est is that the eye vector is calculated in the vertex shader. A vector going from one point to 
another is found by subtracting the source from the target.
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Pixel Shader
The pixel shader is more interesting. Again, the base color is fixed to blue, so you don’t have 
to waste your attention there. As a good practice, you normalize each direction you receive in 
your pixel shader, because its length may not be exactly 1 (see recipe 6-3).

As before, you calculate the usual lighting. You multiply it with the  to scale 
it down a bit (assuming  is smaller than 1).
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Next, you mirror the light direction over the normal using the  intrinsic. Because 
the light direction is shining toward the pixel, its reflection will go toward the eye. This is the 
opposite direction of the eye vector, so you negate it.

The specular value is found by taking the dot product between the eye vector and the 
negated reflected light direction. Taking this value to a high power makes sure the value is sig-

so. Again, this value is attenuated by multiplying it by the  value.
Finally, the ambient, shading, and specular lighting components are combined to obtain 

the final color for the pixel.

Note The specular component adds white to the final color. If your light has a different color, you should 
multiply the specular value with the color of your light.

Technique Definition
Here’s the technique definition:

The Code
All the code is available for download at .

render some triangles using this effect:
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6-10. Add Multiple Lights to Your Scene Using 
Deferred Shading

The Problem
You want to light your 3D scene from multiple lights simultaneously.

One approach would be to render your 3D world for each light and to blend in the influ-
ence of each light. This would, however, require your scene to be completely re-rendered for 
each light you wanted to add. This approach is not scalable, because your frame rate would be 
divided by the number of lights in your scene.

The Solution

anywhere else in this book. You will render your 3D screen into a 2D texture only once. Next, 
you will calculate the lighting of all your lights for each pixel of this texture. This means you’ll 
be doing per-pixel processing on your 2D texture, which offers the benefit of having to render 
your 3D scene only once.

But doing lighting calculations requires the original 3D position of each pixel, right? 

shown in Figure 6-12.
In the first step, you will render your entire 3D scene into a texture (see recipe 3-8)—not 

into one texture but into three textures at a time. These are the three textures you want:

texture (top middle in Figure 6-12).

the third texture (top right in Figure 6-12).
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Figure 6-12. The three steps in deferred rendering

As discussed, this whole operation happens only once, using one pass of a single effect. 
As a result, this operation takes the same effort as rendering your scene the usual way without 
lighting calculations (or less, because the effect is very simple).

Now take your time to understand the following lines. For each pixel of your screen, you 
have stored the depth in a texture. For each pixel, you also know its 2D screen coordinate, 
because it’s the same as its texture coordinate. This means that some way or another, for each 
pixel of your screen you should be able to re-create the original 3D position. Furthermore, you 

a pixel, you are able to calculate the lighting contribution to that pixel for any light!
So, this is what you’ll do. After you’ve generated your three textures, during the second step 

you will activate a new, clean render target. For each pixel of this new target, you’ll re-create its 
original 3D position and retrieve its 3D normal. This allows you to calculate the lighting con-
tribution of the first light in each pixel. You end up with a shading map containing the lighting 
contribution of your first light.

Repeat this for each of your lights, and add their lighting contributions together onto the 
shading map. Finally, you have a shading map containing the contributions for all lights. This 

In a third and final step, you’ll combine the color map (created in the first step) with the 
shading map (created in the second step). This is shown as
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The Benefit of Deferred Rendering
 rendered your 3D world for each light and combined the results, you would have 

to transform your 3D world to screen space once for each light in your scene.
Such an operation puts a heavy load both on your vertex shaders and on your pixel shad-

ers. Your vertex shader will have to transform the 3D position of each vertex into a 2D screen 
coordinate. Furthermore, your pixel shaders will have to calculate many more pixels than 
there are pixels in your screen. For example, if an object A in the background gets rendered 

rendered later that is in front of object A, the graphics card will again need to calculate the cor-
rect color for these pixels. So, the graphics card has calculated some pixels more than once.

need to process many more pixels than there are pixels in your screen.

After this, you will do some per-pixel processing on the textures for each light. For each step 
like this, you will process each pixel exactly once. The final step of combining the color and 
shading map involves another per-pixel processing step.

your graphics card will need to process each pixel of your screen exactly one time. Your vertex 
shader will have to do a lot less, and when using multiple lights, your pixel shader will also 
have to process a lot fewer pixels when using deferred rendering.

How It Works
Deferred rendering happens in three steps, which you can find explained next.

Preparation
For each of
( , , and ), and add their variables to 
your XNA code:

Don’t forget to bind them to the files in your  method:

 

the  method:
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The last line calls a method that initializes a second vertex array, defining two large tri-
angles to cover the entire screen. They will be used in the second and third steps, where you 
need to render the full-screen textures using your own pixel shaders, allowing you to process 
the full-screen textures on a per-pixel basis. The  method is taken 
from recipe 2-12.

Next, to keep your code clean, you’ll define a  method, which receives an 
effect and renders the whole screen using this effect. This simple example renders only three 

s in your scene, make 
sure you also render them with this effect:

Step 1: Rendering Your 3D Scene into Three Textures
 step, you’ll render your scene into three textures. These textures should contain 

the base color, 3D normal, and depth for each pixel of the screen. The depth is the distance 
between the camera and the object to which the pixel belongs.

recipe 3-8), your pixel shader will render to three targets at once.

XNA Code

Start by defining these targets in your XNA code:

And initialize them in the  method:
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Because the normal has three components, you’ll save it as a . The depth is a single 
float value. When your pixel shader writes to multiple render targets simultaneously, their for-
mats must have the same size. Each component of a  uses 8 bits (256 possible values), so 
a  uses 32 bits. A float also uses 32 bits, so this is OK.

With the render targets set up, you’re ready to begin rendering. This method performs the 
complete first step and should be called as the first line from your  method:

First, you activate the three render targets by binding them to the , , and 
 output semantics of the pixel shaders. Then, you make sure you clear their contents to 

black and (more important) set their z-buffer to 1 (see recipe 2-1).
With everything initialized, you’re ready to render your scene. Activate the 

 technique, which you’ll define in a minute. Set the World, View, and Projec-
tion matrices (the World matrix should be set in the  method, because this will be 
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different for each object of your scene). Render your scene using the  tech-
nique by passing this to the  method.

Once the  method has completed, the three render targets will contain the 
color, normal, and depth value for each pixel of your screen. Before you can save their con-
tents into a texture, you need to deactivate them (see recipe 3-8).

HLSL Code

You still have to define the  technique, which should render the scene to three 
targets at once. Start by defining the XNA-to-HLSL variables:

As always when transforming 3D positions to 2D screen coordinates, you need to specify 
the World, View, and Projection matrices. Since the walls and floor of the room are textured, 
you need a texture from which to sample the colors of your pixels. These colors will be saved to 
the first render target.

Next in line are the output structures of your vertex and pixel shaders:

Next to the required  semantic, your vertex shader needs to pass the normal to 

shader needs to save the depth into the third render target, you need to pass the screen coordi-

pixel, while the Z component contains the depth, being the distance from the camera to the 
object to which the pixel belongs. Finally, the pixel shader needs the texture coordinate so it 
can sample its color from the texture at the correct position.
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 semantic, your pixel shader will also write to the  and  semantics. Need-
less to say, each of these outputs corresponds to your three render targets.

Let’s move on and discuss the easy vertex shader:

This is very basic stuff. The 3D position is transformed to 2D screen coordinates. The 
normal is rotated by the rotational part of the World matrix (see recipe 6-5). The texture coor-
dinates are immediately routed to the output. Finally, the 2D screen coordinates are copied 
into the  variable, since the mandatory  variable is not accessible from 
within the pixel shader.

That was quite easy. The color is sampled from the texture (in my case, the brick texture of 
the walls) and stored in the first render target. Next are the normals. Since each component of 
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Finally, you need to save the depth value in the third render target. This depth is stored in 
the Z component of the  variable. Since  is the result of a 4 4 matrix multi-
plication, it is a 4 1 homogenous vector. Before you can use any of the first three components, 
you need to divide them by the fourth, which is done in the last line of your pixel shader.

Last but not least, here’s the technique definition:

Summary of Step 1

At the end of step 1, you have generated and stored three textures: the first containing the base 
color, the second containing the normal, and the last one containing the distance for each 
pixel of your screen.

Step 2: Generating the Shading Map
Now that you know the color, normal, and depth of each pixel, you can perform the lighting 
calculations. To do this, you will instruct the graphics card to render two triangles that cover 
the whole screen. This allows you to create a pixel shader that is called exactly once for each 

light for a certain pixel.
This process will be repeated for each light in your scene. These repetitions correspond to 

This example shows how you can calculate the influence of a spotlight.

Note If you want to add a different light, you’ll need to adjust the lighting calculation. This is only a small 
part of the pixel shader; the interesting part remains the same.

HLSL Code

original 3D position of that pixel. Once you know the 3D position, you can perform your light-
ing calculations.

To re-create the 3D position, you’ll need the inverse ViewProjection matrix, as well as the 
depth map. Furthermore, you’ll need the normal map and some variables that configure your 
spotlight (see recipe 6-8):
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Next are the output structures for your vertex and pixel shader. Your vertex shader has to 
generate the obligatory 2D screen coordinate. The texture coordinate is required so each pixel 
can sample the normal and depth maps at the correct location.

This time, the pixel shader has to generate only one output value: the lighting contribu-
tion of the current light to the current pixel.

Since the six vertices defined in the  method are already defined 
-

ply route the position and texture coordinate to the output:
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The pixel shader is where all the cool stuff happens. Start by sampling the normal and 
depth from the corresponding maps:

The depth can immediately be sampled from the depth map. The normal has to be 

in step 1.
The next step is to reconstruct the original 3D position of the pixel. To find this, you’ll 

first need the screen position of the current pixel. The texture coordinate of the current pixel 

coordinate needs to be negated:

However, the screen position has a third component: it is the distance between the cam-
era and the pixel. This is why you had to generate the second render target. Since you know 
the depth, you know this third component:

The fourth component is required, because you’ll multiply this vector with a 4 4 matrix 
next. You can reshape a  into a homogeneous  by setting the fourth component 
to 1.

At this point, you have the screen coordinate of the pixel, but you want to have the origi-
nal 3D position. Remember that you can transform a 3D position to a 2D screen coordinate by 
multiplying the 3D position with the ViewProjection matrix (see recipe 2-1). So, how can you 

it with the inverse of this ViewProjection matrix:

This inverse of the ViewProjection matrix will need to be calculated and set by your XNA 
code, which is very easy to do later.
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As the result of a vector multiplication with a 4 4 matrix that returns a homogenous vec-
tor, you need to divide the first three components by the fourth before you can use them.

Finally! At this point, you know the 3D position of the pixel. You also know the 3D normal 
in this pixel. Together, they allow you to perform any kind of lighting calculation. The remain-
der of the pixel shader calculates the lighting influence of a spotlight and is taken straight from 
recipe 6-8. This is your complete pixel shader:
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And here’s your technique definition:

You have created an effect that starts from a depth map, a normal map, and a spotlight 
and creates a shading map containing the influence of the spotlight on the part of your scene 
that is visible to your camera.

XNA Code

-
age your lights, create this struct, which can hold all the details about one spotlight:

Add an array of these objects to your project:

And initialize it so it can store some lights:

Now it’s entirely up to you to define each of the spotlights. Even more, you can change 
their settings in the  method so they will move around your scene!

Next, you will create a method that accepts a  object. The method will render the 
lighting contributions of this spotlight onto the render target:
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You first activate the HLSL technique you just defined. Next, you pass in the normal map 
and the depth map, which were generated in step 1. The following lines pass the settings for 
the spotlight. The last variable that is being set is the inverted ViewProjection matrix, which 
can be constructed easily using the  method.

Once all the variables have been set, you issue your graphics card to render the two tri-
angles that span the whole screen. As a result, for each pixel of your screen, your graphics card 
will calculate the lighting contribution of the current spotlight.

The  method renders the lighting contributions of a single light. You will call this 
method for each of your spotlights and add all their lighting contributions together! You can 
do this by using additive alpha blending. With additive alpha blending, each lighting contribu-
tion is added to the same render target:
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The  method first activates a new render target, called . 
As always, it is first cleared, so the previous contents are discarded. Next, you enable additive 
alpha blending and add all the lighting contributions of all your lights to the render target. 
Turn off alpha blending so you don’t screw up any future renderings. Finally, the content of 
the render target is saved to a texture, and this texture is returned to the calling code.

This method should be called as the second line from within your  method:

Both the  and  variables still have to be added to your project:

 method:

Because this render target needs to contain the lighting contribution for each pixel of the 
screen, the render target needs to have the same dimensions as your screen.

Summary of Step 2

At this point, you have a shading map containing for each pixel of your screen how much that 
pixel should be lit.

Step 3: Combining the Color Map and the Shading Map
The last step is an easy one. The base color of each pixel was stored in the  in step 1. 
The amount of lighting for each pixel was stored in the 
simply multiply both to obtain the final color.

HLSL Code

Your effect should receive both the  and  textures. To light up parts of 
the scene that are not covered by any of your spotlights, you’ll want to add a little ambient 
lighting:
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The output structures of the vertex shader and pixel shader, as well as the vertex shader 
itself, are completely identical to the previous recipe. This is because the vertex shader will 
receive six vertices defining two triangles that span the whole screen.

As promised, the pixel shader is very easy:

You sample the color and the shading value. Add some ambient lighting and multiply 
them together. The final color is passed to the render target.
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Here’s the technique definition:

XNA Code

This effect needs to be called by your XNA code at the end of the  method. The 
 method listed next first selects the technique, passes the color and 

shading maps, and sets the ambient lighting value. Finally, the two triangles spanning the 
whole screen are rendered using the technique you just defined:

These two triangles need to be rendered to the screen, instead of to a custom render 
target.

Summary of Step 3

For each pixel of your screen, you have combined the base color and the light intensity.
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The Code
All the code is available for download at .

All effect files were listed completely earlier in the recipe. The same holds for the main meth-
ods related to deferred shading. Since you’ve split up your code into methods, your  
method stays pretty clean:

Performance Tip
For each light, your pixel shader will calculate the lighting influence for all the pixels of your 
screen. To reduce the number of pixels that need to be processed in step 2, instead of render-
ing your whole screen, you could render only the part of the screen that might be influenced 
by the light. You can do this by adjusting the coordinates of the two triangles that would other-
wise span the whole screen.

6-11. Add Shadowing Capability to Your  
Deferred Shading Engine

The Problem
Although you’ve mastered the basics of lighting in real-time computer graphics, you should 
have noticed that your objects don’t cast shadows. This is because your pixel shader calculates 

now, your pixel shaders didn’t take into account any objects between the light and the pixel.
The shadow mapping technique explained in the third series of tutorials on my site (

) generates valid shadowing for a single light, but you want to implement it in the 
deferred rendering approach.
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The Solution
An excellent technique for adding shadows to your scene is the shadow mapping technique. 

).

larger than the distance seen by the light, there must be an object between the pixel and the 
light, so the pixel should not be lit.

To allow this comparison, the scene should first be rendered as seen by the light, so for 
each pixel its distance to the light can be saved into a texture.

-
nique, you will first need to generate a depth map for each of your lights. Once you’ve done 
this, the shadow mapping comparison should be applied in step 2 of deferred rendering.

How It Works
This recipe will build entirely on the previous recipe, so make sure you start from that code.

Step 1 of the previous recipe will remain unchanged, because you still need the color, nor-
mal, and depth values for all pixels of your screen.

Generating the Shadow Maps

XNA Code

Before you can determine the lighting contribution of one of your lights in step 2, however, 
you will need to generate the shadow map for that light. This shadow map contains the 
distance between the scene and the light. You will need to add a render target as well as 
two texture variables: one to store the distances and one black image you’ll use to reset the 
other one:

 method:

Next, go to your  method. This method was used to blend the lighting 
contributions of all lights together into one texture using alpha blending. This can no longer be 
done, because you’ll need to generate a new shadow map between two blending operations. 
Otherwise, this would result in the shadow map being blended into the shading map.

-
ing contribution. To begin with, erase the shading map by using the black image:
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For each light, first the  method is called, which will store the shadow 
map for that light in the  variable. Based on this shadow map, the light will add its 
lighting contributions to the shading map.

The shadow map should contain the distances as seen by the light. Therefore, for each 
light you should define View and Projection matrices. Extend your  struct so it can 
store these:

For a spotlight, it’s fairly easy to define these:

The  is based on the cone of the spotlight. This way, the area of the render target 
is optimally used.

The  method will pass these matrices to the  effect that you’ll 
define in a minute. After this, the scene is rendered as seen by the light, and the distance is 
stored in the  texture.
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HLSL Code

The HLSL code is fairly easy. Since the 3D scene needs to be transformed to 2D screen coordi-
nates, your effect should accept the World, View, and Projection matrices. To be compatible 
with the  method that wants to set a texture, your effect will also support the 

 variable, although it will not use it.

The vertex shader needs to calculate the 2D screen coordinate. This screen coordinate 
also contains the depth you want your pixel shader to output. Since the  semantic 
cannot be accessed from within the pixel shader, you copy it into the  variable.

The vertex shader is very easy, because all it does is transform the 3D coordinates to 2D 
screen coordinates:
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Your pixel shader receives the screen coordinate. Because this is a homogeneous vector, 
you first need to divide the first three components by the fourth before you can use them. The 
pixel shader generates the depth as output.

The technique definition makes your  file complete:

Adding the Shadow Mapping Constraint to Your Lighting Calculations

XNA Code

After the shadow map has been rendered for a light, the  method is called. This 
method starts by activating the  and the  technique. Both 
this method and this technique largely resemble those of the previous recipe, except for 
some small changes. At the end of each light, the current content of the  
is saved into the  texture. This allows it to be fed to the next light, through the 

 variable. You also pass in the shadow map.
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HLSL Code

The only changes you need to make are in the pixel shader. Start from the line where 
you’ve calculated the original 3D position of the pixel. You want to find the real distance 
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between this point and the light, as well as the distance stored in the shadow map of the 

another object between the light and the pixel. This means the pixel shouldn’t be lit by the 
current light.

To find the real distance, transform the 3D position by the ViewProjection matrix of the 
light. After dividing the result by its homogenous component, the distance will be readily 
available in its Z component:

Next, you want to find the distance stored in the shadow map. First you need to find 
where to sample the shadow map. Bring the 

is smaller than the real distance, which would indicate the pixel should not be lit by the cur-
rent light:

Finally, decide whether the pixel should be lit based on both the  and the 
. The resulting shading value should be added to the value already present in the 

, which is done in the last line of the pixel shader.
This is your complete pixel shader:
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The Code
All the code is available for download at .

, 
, and  methods. These methods were already listed.
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Adding Sounds to Your  
XNA 3.0 Project

Even the game with the best game play won’t feel like a lot of fun if it doesn’t have any 
sounds. If you add a suitable sound to your visual effects together with a background score, 
your game will immediately feel a lot more finished.

This short chapter shows you how easy it is to add sounds to your XNA project and to 
manage them.

Specifically, the recipes in this chapter cover the following:

7-1. Play and Control Simple .wav Sound Files

The Problem
You want a fast way to play a sound effect in your game.

The Solution

of XAct, it makes playing a sound effect extremely easy.

How It Works
Start by adding the sound effect file to your project. This is done the same way as adding an 

583



CHAPTER 7   ADDING SOUNDS TO YOUR XNA 3.0  PROJECT 584

Now that your  file has been added to your project, declare a  variable at 
the top of your code, which will be linked to the sound effect file later on:

In the  method, add this line of code to load a  file using the XNA content 
pipeline:

Now, whenever you want to play this sound effect, use this line of code:

SoundEffect.Play() Overloads
The  method has two more overloads, which give you some more control 
over how the sound is played. The most complex overload accepts four arguments:

 as a value 

back. Note that this can be used to make different versions of a single sound: a shotgun 
and a pistol could use the same sound effect, played at a different pitch.

a positive value will indicate that the right speaker has a larger amplitude than the left 
speaker.

following section for how you can prevent such a sound from looping indefinitely.

Controlling the Sound Effect

 class, which you can use to pause or stop the effect, change its volume, 
and more. Start by adding such a variable to the top of your code:

The  object is automatically converted into a  object for 
you the moment you call its  method:
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Now that you have access to this  object, you can use it to change its 
pitch and volume or to check whether it has stopped:

This code will continually decrease the volume of the effect and will remove the reference 
to the object when it has stopped playing.

Note The Zune can play up to 16 s simultaneously, while there is no hard limit of 
the total number of s loaded. The Xbox 360 can play 300 s 
simultaneously but can only have 300 loaded at the same time. On the PC, these constraints do not exist. On 
another note, at the time of this writing, there is a bug in the  method, which 
can be circumvented by using the  method.

7-2. Play MP3 or WMA Sound Files

The Problem

The Solution
 object using the default content pipeline. 

Once loaded, the  object can be played using the static  class.

How It Works

files, you need a  object. Add this object to the top of your code:
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method:

You’re ready to play the file, using this simple command:

The  is a static class, which can play only one sound at a time. This makes it 

play other sound effects in your game.
Both the  object and  class have some useful properties, such as the total 

length of a song and the position of the  in the current song:

7-3. Play Simple .wav Sound Files Through XAct

The Problem
You want to load a sound effect through XAct and play it in your game.

Note The Zune does not support the XAct tool; therefore, refer to recipes 7-1 and 7-2 to learn how to play 
sounds on the Zune.

The Solution
By using XAct
that contains all the sound files you’re going to use in your game. You can use XAct to visually 
add/manipulate effects. You can import this XAct project into your XNA project, after which 
you can immediately play the sounds stored in your XAct project using a single line of code.

How It Works
First, make sure you have opened an XNA project and saved it somewhere on your disk. To 
keep things organized, you should create a new folder to store all your audio stuff. In the 

 
New Folder, and name your folder , for example.

 Tools 

your XNA project to save it there.
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You will be presented with a new, empty project. In the tree structure on the left, find 
waves

selecting New Sound Bank. A sound bank contains sounds, which are objects that can actually 
be played in your XNA project. A sound points to a wave and can optionally add some kind of 
effect to the wave.

pane, and change its Name property to mySoundBank. These are the names by which they 
will be accessible from within your XNA project.

You can use your wave bank to store all your  files
 file on your disk that you want to play 

in your game, and hit Open. You should see it has been added to your wave bank. It’s shown in 
red, because you haven’t yet made a sound in your sound bank that uses the wave.

Tip The location of the file will be stored relative to your XAct project. This can cause trouble if you’re 
changing the location of either your sound file or your XAct project, so you should first copy the audio files to 
the Content\Audio map before importing them into your wave bank.

A wave is a reference to the sound file on your disk, no matter what format the file is in. 
A sound uses a wave and allows you to add some kind of effect to it, such as manipulating the 
volume or pitch. From one wave you can make multiple sounds. However, the programmer 
uses a cue to access the sounds. So from each sound, you need to make a cue before you can 
access it from your XNA code. One cue can contain multiple sounds, so a single line of code 
can play multiple sounds after each other.

So, before you can play a wave from your wave bank in your game, you need to make a 
sound and a cue that uses this wave. You can do this easily by selecting your wave and drag

Caution Make sure you drag the sound(s) immediately into the cue list at the bottom of the Sound Bank 
pane, not to the sound list at the top of the Sound Bank pane.

The wave and sound banks are separate entities so that you can make multiple sounds 
from a single wave. This way, you can add different effects to the different sounds relating to 
the same wave.
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Figure 7-1. Dragging your wave to the cue area

That’s it for the XAct tool; make sure you save your project by selecting File 
ect. Go to your XNA project, and import this file into your XNA project like you would import 
an image or object file. You can do this by dragging the  file

clicking the Audio entry, and selecting Add 
Right now, the  file

binary files, which will be written to the output folder of your project. For each  XAct proj
ect file you add to your XNA project, the XNA content pipeline will create an  XNA game 
sound binary file  binary file for each wave 
bank in your XAct project, and an  binary file for each sound bank in your XAct project.

In your XNA project, you need to link each of these three files to a variable. So, first declare 
them at the top of your code:

 method:
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The  variable will contain all the playable cues. However, when you instantiate 
a new , you need to pass it an 
ever you play a cue from your , it will look up the wave from the  associated 
with its , so you also need the second line.

Note The  and  names were assigned by you in the XAct tool earlier in this 
recipe.

Now, whenever you want to simply play a sound, all you have to do is call the  
method of the  variable and pass it the name of the cue you want to play!

To make sure all the cues are removed from memory when they have finished, make sure 
you call the  method of your  each frame:

Caution Whenever you make changes to your XAct project and save it to file, you cannot simply run the 
 of your XNA project and expect it to apply the changes you made in your XAct project. You first need to 

recompile (which is done each time you hit F5) your XNA project so the content pipeline creates new binary 
files from your XAct project.

The Code

All the code is available for download from .

You need three global variables through which you can play all sound cues contained in your 
XAct project:

Initialize them somewhere during the startup of your project:
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 method, such as after a key press, as shown in 
 method each frame:

Now when you run this code, the sound will be played each time you press the spacebar.

7-4. Loop Sounds

The Problem
You want to loop sounds to play background music or to play a continuing sound, such as the 
noise of a car engine.

Note Because the Zune doesn’t support XAct, you’ll want to use the third overload of the 
 method to loop your sound, as explained in the corresponding section in recipe 7-1.

The Solution
Using the XAct audio tool, it’s extremely easy to indicate that a sound should loop continu
ously. You’ll want to create and keep track of a  object in your XNA code, because you’ll 
need to be able to pause or stop the sound from playing.
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You can also programmatically detect when a sound has finished playing, which is use
ful if you want to switch background music. You do this by checking the  member 
of the .

How It Works

Looping a Sound Indefinitely
You can easily make a sound loop by setting its  property to  in the XAct 
audio tool. To do this, open your XAct project, and select the sound you want to loop in your 

 property, and set it to 

Figure 7-2. The Play Wave node becomes visible after selecting the sound.

Now when you recompile your XNA project and play the cue using the code from the pre
vious recipe, it will loop indefinitely. Because you’ll want some kind of control that allows you 
to stop the cue, you need to create a  object to store a reference to the cue:

Fill this object by calling the  method on your  variable. On this  
object, you can call the  method to start the cue:
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This should start playing the cue indefinitely, as you defined in the XAct audio tool. Only 
this time, you have a reference to the cue, which you can use to pause, resume, or stop the cue:

Caution After you’ve stopped a cue from playing, you cannot simply call  on the cue again. You first 
need to load it again from the  by calling its  method.

Checking Whether a Sound Has Finished Playing/Changing Background Music
You can check whether a sound cue has finished playing by checking its  property:

If you want your XNA program to cycle through a few background sounds, you should 
create an array to hold the names of the cues, and not the cues themselves, which are useless 
once they have been played. You will need these additional variables to create a background 
looping system:

The array will hold the names of the background cues to be played. The  will 
store the cue that is playing so you can check whether it’s finished, and the  vari
able is needed so your program can activate the next cue.

This is the method that initializes the array of cue names and starts the first cue:
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ing the five cues. The  method that actually starts a cue is easy:

It stores a reference to the cue currently playing in the  variable, so you can 
check its  property in an  method that you can call from your main 

 method:

If the current cue has finished playing, you increment the , while setting it 

call the , so the next sound starts playing.

Note The  before the  indicates you want the value of  to be incre-
mented before the whole line gets evaluated. If you wrote , the condition will be  
if the  is 4, and after that, the value is incremented to 5, which will give an  
exception at the  method. By writing , if the  is 4, the value is first 
incremented to 5, so the condition will be , and the value will be reset to 0.

By putting the  call on the  in this method, all you have to call in the 
 method is this  method.

The Code
All the code is available for download from .

Since you can find all the code for the looping background playlist earlier in the chapter, the 
following code starts a looping sound as defined in the first part of this recipe by pressing the 
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The first time the spacebar is pressed, the 

is restarted.
 calling the  

 been stopped.

7-5. Play Sounds from a 3D Location Relative to 
the Camera: 3D Sound

The Problem
To add some

on the right speaker, so the user gets the impression the explosion is really on his right side. 

happened on his right side.
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Note Since the Zune doesn’t support the XAct tool and the  method used in the following solu-
tion only accepts  objects, 3D sounds are only supported on the PC and Xbox 360.

The Solution

and the location of the sound origin using the  method of the  object of the sound. 
Note that every time the camera or the sound source moves, you need to update your  by 
calling this method.

How It Works
 

object for the sound source and an  object
to the  method of the , XNA will calculate how the sound is distributed over the 

This method creates both objects:

 method 
of the . This needs to be done whenever either the sound source or your camera moves.

You need to call this  method before you call the  method on the cue for the 
first time. Therefore, make sure you don’t call  on your  yet:
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In your  method, whenever you update the position of your camera or the position 
of the audio source, you should call the  method:

 
method, so your  object is informed about the latest positions. If your  wasn’t playing 
already, you start it now.
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Caution The 3D effect is obtained by controlling the volume of the left and right speakers separately. 
This means that any stereo information in the sound will get lost: first the sound is converted to mono, and 
then the left and right volumes are set corresponding to the 3D location of the object.

The Code
All the code is available for download from .

All the , , and  methods were already listed earlier.

Extra Information

be demonstrated far better in a movie than in a book. The  website 
 effects to your cues.
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Networking in XNA 3.0

The XNA 3.0 Framework contains networking capabilities, allowing you to play your game 
on multiple PCs, Zunes, and Xbox 360 consoles. Once again, the XNA team has made sure the 
same code can be used to connect multiple Zunes, PCs, and/or Xbox 360 consoles to a session 
over the network.

This chapter shows and explains how you can set up a networking session and how you 
can connect to an existing session. Next, you will learn how you can send data to and receive it 
from other players over the network. You’ll also learn how you can use the lobby functionality 
that comes with XNA.

Specifically, the recipes in this chapter cover the following:

(recipe 8-1)

to a session (recipe 8-4)

about any progress made so far (recipe 8-5)

(recipe 8-6)

 that comes with XNA (recipe 8-7)

8-1. Sign In for Networking Services

The Problem
Before you can connect with other players, you first need to sign in with an account or create a 
new one. This can be an offline account if all players are connected to the same network or an 

also allows other players to see your name, as well as some additional details you might have 
provided.

599
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Note This is not required for the Zune. An XNA game on the Zune starts with a  having 
the name you assigned to your Zune device.

The Solution
Signing in with your account is extremely easy. All you need to do is call the  
method, which will allow the user to select an existing account or create a new one.

How It Works
Before you can use any of the networking functionality of XNA, you should add the 

 to your .

Adding the GamerServicesComponent
This  (see recipe 1-7) makes sure the entire networking engine is updated at reg-
ular intervals in the background. As with any , it should be loaded from within 
your  constructor:

Displaying the Sign In Interface
This sample program will switch between two states you will define:  and . As 
long as the program is in the 
an account is selected or created. Once a valid account has been selected, the program will 
move on to the  state.

Start by declaring these two states:

Then declare a variable that holds the current state:

This will cause your program to start in the  state. During the update cycle of your 
 state, you want 

to let the user select an account. However, since the player can select an account to auto-
matically sign in, it is possible that an account is signed in already the moment you start the 

. Therefore, you’ll first want to check whether there is an account cur-
rently signed in:
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select or create an account. Once an account has been selected,  
will no longer be 0. During the next update phase, the current state will be set to , and 
a message containing the name of the player is added to a log.

Note The contents of this log will be printed to the screen in the  method. See recipe 3-5 for more 
information about writing text to the screen.

The  method takes two parameters. The first one indicates how many 
players should be asked to sign in. On an Xbox 360 console, up to four players can sign in at 
the same time, while this is limited to only one on a Windows-based machine. The second 

Note Keep in mind that the user can cancel the  interface, which results in no account being 
selected.

Because you cannot open the  interface twice at the same moment, you should 
check whether the  is currently closed before you call the  method. You 
can do this by checking the  property of your , which will be  only if the win-
dow of your game is active, if it is not minimized, and if the  is not shown.

The Code
All the code is available for download from .

The entire  method is shown next. The  property is checked, after which the 
 method is called if no account has been signed in yet. Once a valid account has 

been signed in, the state changes to .
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8-2. Create a Network Session

The Problem
You want to create a networking session so other Xbox 360 consoles, Zunes, or PCs can find 
and join your session.

The Solution
One machine first needs to start a networking session, which you can do easily using the 

 method. The machine that created the session will be the host of the 
session.
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After the session has been created, all machines connected to the session, including the 
host, should listen for any events raised by the session, such as players joining or leaving the 
session.

How It Works
You will need to include the  namespace from this recipe on to 
the end of this chapter. This is done by adding the following line to the  block at the very 
top of your code file:

-
ous recipe, you’ll start in the  state where the user is asked to select an account. The 

 state of the previous recipe is replaced by the  state, where you’ll create 
a new network session and listen for its events. Eventually, you end up in the  state.

Start by defining these states:

The 
 state.

Creating a Network Session
During this state, you will create a new network session. Start by adding this variable to your 
code:

You can create a new network session and store it in the variable you just defined using 
the  method, as shown here:

This line will cause the machine to host a new session to which other players can connect. 
As you can see, this method expects three arguments.

The first argument specifies the type of session that should be created. A session of the 
 type should be created if all players are connected to the same 

machine. For example, four players can have their own controllers attached to the same 
Xbox 360 console.

network, you should create a session of the  type. The 
 type works the same way as the  type, but it will 

all participating Xbox 360 consoles.
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Note Since the Zune can create network connections only to other Zunes, you can use only the 
 and  session types for the Zune.

The second argument specifies whether multiple players connected to the same machine 

player to connect through the same machine.

Note A local player is a user playing on the machine on which the code is running. For now, XNA 3.0 
supports only one local player on each Windows-based machine and Zune, while up to four players can be 
connected to one Xbox 360 console. Each of these four players is considered local only by the other three 
players connected to the same machine.

The last argument specifies the maximum number of players that can connect to the ses-

should be equal to or less than the upper limit, which is 31 for the PC and Xbox 360 and 8 for 
Zune devices.

The  method has an overload that accepts two more arguments. 
The first specifies the number of player slots that should be kept available for friends. This 
way, only players you’ve marked as friends will be able to join the session. The last argument 
allows you to tag your session with a  object so others can find it 
more easily. See recipe 8-3 for an example of this.

Note If the machine is not connected to any network at all, the  method will 
throw an error, so you will want to encapsulate it inside a  structure.

Now that you’re hosting a new session, you can set some of its properties. An important 
property defines what should happen if the host quits the session. You can specify that XNA 
should automatically elect one of the clients/peers to become the new host by setting the 

 property to :

As you can see, you can also specify whether clients are allowed to join the session once 
the game has started.
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Note Special care should be taken with host migration. If any game data was stored exclusively on the 
old host when it quits the session, it is impossible to have this data transferred automatically to the new host. 
You’ll want to have the crucial game data copied to at least two machines so that if the host quits, you can 
copy this data to the new host.

Since XNA 3.0, local network sessions will no longer end the moment a local player leaves 

the session.

Hooking to the Session Events
Now that your machine is hosting a network session, it would be nice to know when other 
people have joined the session. You can do this by hooking a self-defined method to the 

 event of the network session. Whenever a player joins the session, the session 
will automatically raise this  event. As a result, all methods hooked to the event 
will be called.

This line will cause the self-defined  method to be hooked to the 
 event:

 method, you can put all code that should be executed 
whenever a new player joins the session. This following simple example will cause a line of text 
containing the name of the player to be printed to the screen:

As with all event-handling methods, this method will receive the object that raised the 
event (in this case, the network session), as well as a second argument containing specific 

 con-
tains the  object corresponding to the player who just joined the session.

The network session can raise other events that you might want to listen for. These 
include the  event and the  and  events that indicate when the 
session switches from lobby to game mode (see recipe 8-7), as well as the  and 

 events.
The  event is fired when the host quits the session while  

was set to  or when the host calls the  method on the network session. The 
 event is fired when the host quits the session while  was set 

to .
The following code will listen for the , , and  events fired 

by the network session and will print a corresponding line to the screen:
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first cast to a  object so you can query its properties. Among them is the  
property, which you can use to detect whether this machine has become the new host of the 
session.

Make sure you call the  method immediately after you’ve created your 
session. This is what the  state in the  method should look like:

The session is created, the  and  values are set, 
and the program is listening for any events raised by the session.
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Updating the Network Session
Once you are connected to a session, you should update it at regular intervals. An obvious spot 
to do this is during the update cycle of your game. For now, this is the only thing that’s being 
done during the  state:

The Code
All the code is available for download from .

Here, you can find the resulting  method. The program will start in the  state, 
after which a session will be created in the  state. The program ends in the 

 state.
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8-3. Join a Network Session

The Problem
You want  sessions of your 
game. You want to select one session from the list of detected sessions and join it.

The Solution
You can search for active sessions using the  method. This will return an 

 object containing all the active sessions. You can join one 
of them using the  method, specifying the session to join as the argument.

As always when connecting to a session and as described in the previous recipe, make 
sure you listen for any events raised by the session.

How It Works
 state to the states defined in the previ-

ous recipes:
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Once again, the program starts in the  state, allowing the user to select an account. 
Next, instead of immediately creating a new network session, you will first try to find and join 
an existing session and move to the  state
move to the  state, which is explained in the previous recipe.

Searching for Active Sessions
You can search for all active sessions using the  method. This method 
expects three arguments, which allow you to filter the results. The method will return only 
the active sessions of the same type as the first argument and only with the same number of 
allowed players on one machine as the second argument. You can find an example of the last 
argument at the end of this recipe.

Note As with the  method, the  method will throw 
an error if the machine is not connected to any network. Therefore, you’ll want to encapsulate it inside a 

 structure.

All sessions that have been detected and fulfill the three filter arguments are stored 
inside an 
will be empty.

Joining an Active Session
 

method:

example, you’ll join the first session of the . Before doing this, you might 
want to check whether there is at least one open player slot, which is indicated by the 

.

Note An  contains a lot of useful information, such as the 
 property that is useful for determining how fast the connection is between your machine 

and the session host.



CHAPTER 8   NETWORKING IN XNA 3.0610

The final  state might look like this:

You start by finding all active network sessions that fulfill the three filter arguments:  
a connection of the type , a max  parameter of 4, and a 

 parameter of 

one active session can be found, you join the first session that was found. A more advanced 
example would print all available sessions to the screen and allow the user to select one.

Finally, you print some properties of the session you joined to the screen, such as the 
name of the hosting player, the number of players who have already joined the session, and 
the number of open player slots.

before moving to the  state.

Using the NetworkSessionProperties to Filter the Detected Sessions
When you search for active sessions using the  method, you can specify 
three arguments so the method will return only those sessions that have been created using 
the same three arguments.
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As mentioned earlier, the first two arguments allow you to specify the type of sessions to 
search for, as well as the maximum number of local players allowed in the sessions.

However, if your game has become quite popular, the  method will still return a huge 
number of active sessions. Therefore, when you create a session, it might be useful to specify a 

 object
to you to choose what these eight integers stand for. For example, you might let the first inte-
ger indicate the difficulty settings of the game, the second the number of bots, and the third 
the map that will be played on. Here, we’ve used , because we haven’t set this object yet.

When other players search for active sessions, they will be able to search for games that 
are, for example, played on a specific map.

Creating a Session with NetworkSessionProperties

To specify the , you should use the second overload of the 
 method, which accepts two more arguments. This allows you to pass 

in your properties as the last argument.
After you’ve created a new  object, it’s entirely up to you to 

After this, pass the properties as the last argument to the  method, and 
you’re ready to go:

Searching for Sessions with Specific NetworkSessionProperties

You can do the same thing to search for sessions with specific properties. Simply create the 
 object, specify the properties that you’re looking for, and pass it to 

the  method:

 method will 
return all available methods that have 4096 as the second property, no matter what the other 
seven are.

The Code
All the code is available for download from .

The  method shown next handles the basics of session management.
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When the program starts, the user is requested to sign in with an account. Next, the pro-
gram will search for active sessions, and if at least one is found, the session is joined.

you will be connected to a session, so the program should listen for any events raised by the 
session. You’ll end in the  state, which will update the sessions at regular intervals.

same network, the first machine should create the session, while the others should detect and 
join it automatically.
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8-4. Send/Receive Data Over the Network

The Problem
Creating and joining a network session is one thing, but what good is a network session if 
you’re not sending and receiving any data?

The Solution
When the player is connected to the session, you can store all the data you want to send in a 

 stream. Once this has been done, you can send this  to all players in 
the session using the  method.

Before receiving any data for a player on the local machine, you should check whether the 
 flag is set to , which indicates data has been received 

and is ready to be processed.
As long as this flag is , you should call the  method, 

returning a  containing all the data another player has sent to the local player.

How It Works
This recipe builds on the results of the previous recipe, which allowed multiple machines 
on the same network to connect to each other through a session. The program ends in the 

 state, which simply calls the  method of the session.
Here, you will make the  state actually do something, so your player will send 

some data to all other players in the session. As an example, you’ll send the number of minutes 
and seconds that the program has been running.

receive the two numbers and put them into a string, which you’ll print to the screen.
To send and receive data, you’ll need one  object and one  

object, so add these two variables to your code:

There’s no reason to have more than one  object and one  
object in your project.

Sending Data to Other Players in the Session
You should first store all the data you want to send to other players in the . You 
can do this by passing your data as the argument to its  method:

After you’ve stored all your data in the , you can send it over to all the other 
players using the  method of your local player:
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The  argument will be explained at the end of this recipe. Quite impor-
tant, the  method has an overload that allows you to send data to a specific player 
only, instead of to all players connected to the session.

That’s all you need to do to have your data sent to the other players connected to the 
session!

Receiving Data from Other Players in the Session
Basically, to receive data from another player, you do the inverse: you call the  
method of your local player, which will return you a  containing all data sent 
by another player. Call one of the  methods to obtain your data from the 

:

The  method will store the data inside the  stream. As a bonus, 
the player who sent you the data will be stored in the second argument. This way you know 
who the data is coming from.

When you read the data from your , you need to make sure you do it in 
the same order as you stored it. Also, because the  simply contains a stream of 
bytes, you need to say which objects you want to be constructed from the bytes. For exam-
ple, an integer requires fewer bytes than a matrix, so at some point, you’ll need to tell the 

 which kind of objects you want to be restored.
The minutes and seconds you sent over in this example are integers, so you want to 

reconstruct two integers from the stream of bytes. Have a look at the different  meth-
ods of the , 
you’ll want to use the  method

 method to reconstruct the float, the  method to read a double, and 
the  method to read

 method in the preceding code.

LocalGamer.IsDataAvailable
 players are sending you data, chances are you’ll have multiple byte streams waiting 

to be read by your code. This can also happen if another player is calling  more fre-
quently than you’re calling .

 property, because this will 
stay  as long as there is a byte stream waiting for your local gamer.

As long as data is available to your player, the following code will receive a new 
 and read the  property of the player who sent the data. Next, the 
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number of minutes and seconds that player’s program has been running is read from the 
.

To let this example actually do something, the data is parsed into one string, called 
, which is stored inside a . A  is the default generic .NET lookup 

table, which you can create by adding this variable to your code:

The previous code will create one entry in the  for each player who has sent 
data to you. Each time new data is received from a player, that player’s entry in the  
is updated. You can print the strings inside the  to the screen in the  method.

Whenever a player leaves the session, you’ll want to remove the corresponding entry from 
the . An excellent way to do this is by capturing and responding to the  
event:

SendDataOptions
When you send data to other players in the session, you expect all your messages to arrive at 

messages might arrive in a different order than how you sent them. Even worse, some of your 
messages may not arrive at all!

decide on them, you should know what they are, what their benefits are, and, quite important, 
what their drawbacks are:

Order of arrival: Should the data packets be received in the same order as they were 
sent?

Reliability
case some packets are lost?
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These two questions have yes/no answers, giving you four possible combinations. 
The .  accepts a  flag as a second argument, 
which allows you to specify one of these four combinations (it also accepts a fifth flag, 

, which is discussed later in this recipe):

: Specifies the data packets you’re sending are not crucial and 
the order in which they are received doesn’t really matter.

: Specifies the data packets you’re sending have to be 
received in the same order that you sent them but still it’s no big deal if one or more 
data packets are lost.

: Specifies the opposite of 
if your data is crucial, meaning all the data you send has to reach the receiver. How-
ever, it doesn’t really matter whether the data packets are received in a different order 
from how you sent them.

arrive in the same order that you sent it.

drawback, explained here:

: There’s no speed penalty; data is simply wished good luck and 
sent over.

: Before they are sent, all packets are assigned a sequence 
number. The receiver checks these numbers, and if a packet A is received after a newer 
packet B is received, packet A is simply discarded. This is an easy check and takes 
almost no time, but some of your data might be thrown away although it actually suc-
ceeded in reaching the destination.

are missing. When packet C seems to be missing from the packet stream ABDE, the 

and E are accessible to your XNA code.

the receiver detects packet C is missing from the stream ABDE, it asks the sender to 
resend package C. This time, subsequent packets D and E are not passed on to XNA by 
the receiver until packet C has been successfully received. This can cause severe lag, 
because all subsequent packets are stalled and stored in memory until packet C has 
been resent and received.

As a general rule of thumb, it is safe to use  for most game data, 
while  should be used as little as possible.

SendDataOptions.Chat
Before you start sending data over the Net, you need to keep one thing in mind: person-to-



CHAPTER 8   NETWORKING IN XNA 3.0618

Since this encryption is, by default, done for all data you send using the  
method, you should use  to indicate XNA must not encrypt such chat 

, like 
this:

Note that you can send encrypted and unencrypted messages mixed together. One thing 
to keep in mind is that if you do so, ordered chat data will only be ordered relative to the chat 
data and not to the encrypted data. As an example, let’s have a look at the case where you first 
send a chat message, followed by a data message, chat message, and data message, as shown 
on the left side of Figure 8-1.

Figure 8-1. Sending four packets in order (left) and the three possible ways of receiving them

The right part of Figure 8-1 shows the four possible ways of how the data might arrive at 

cases b and c, the order of the packets has changed. The important thing to note, however, is 
that in both cases the first chat packet A is received before the second chat packet C, and that 
the first data packet B is received before the second data packet D.

Since both data and chat packets can be sent during the same frame, you need to make 
sure you don’t mix them up at the receiving side. One possible way to do this is to add a small 
preamble to your packets before sending them, indicating whether they are data or chat pack-
ets. This is shown in the following code, where the D denotes a data packet and the C a chat 
packet:

On the receiving side, simply check whether the packet is a D or C packet, and handle the 
packet accordingly:
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Multiple Local Players
 are connected on the same machine, you’ll want to iterate through them to 

send and receive their data.
Sending their data to all players is quite straightforward:

Keep in mind that you can use an overload of the  method to send data to only 
one specific player.

Receiving data for all your local players playing on the same machine isn’t that difficult 
either. Just make sure you loop your code until the  flag of all your local play-
ers is set to :
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The Code
All the code is available for download from .

The following is the  method, including the extended  state
all players on your machine will send data to all other players in the session. Next, they will 
receive all data that was sent to them.

the session created by the first machine. Next, they will start sending timing data to each other 
and print any data they received to their screen in the  method.
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8-5. Search for Networking Sessions 
Asynchronously

The Problem
Some networking operations, such as downloading a player profile or searching for available 

-
pes, these operations will cause your program to stall until the operation has been completed, 
while you will want to keep the user informed about the progress!

The Solution
XNA provides an asynchronous alternative for almost all networking methods that require 
some time to complete. The asynchronous counterpart of the  method, 
for example, is the  method.

At the beginning of an asynchronous operation, XNA will launch a second thread on 
which the operation is performed, allowing it to run in parallel with your main program. As 
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an advantage, your main program will only initiate the asynchronous operation and continue 
immediately. This allows you to provide the user with any information you like while the 
asynchronous operation is running in the second thread.

Once the asynchronous operation has completed, the result will be passed to a method 
that you have to specify. This allows you to process the results gathered by the asynchronous 
operation.

How It Works
This recipe will explain how to use the  method. All other asynchro-
nous operations in XNA follow the same principles.

in the  state and went through the , , and  states. 
 state, which allows you to provide the user with infor-

mation while the operation is running in the background:

Starting the Asynchronous Operation
The  state becomes very easy, because all it has to do is initiate the asynchro-
nous operation:

The  method will cause a second thread to be created in the 
background. This thread will perform the search in parallel with your main program. As a 
benefit, you program doesn’t wait at the  line as it did with the 

 method  state.
The  method requires five arguments. The first three are the 

same as for the  method, as described in recipe 8-3.

background finishes. The second thread will call one of your methods and pass it the results. 
This means you have to specify which method should be called, which can be done using the 

 
method when it finishes, which you can find next.

The last argument allows you to identify the asynchronous operation, which can be useful 
in case you have multiple asynchronous operations running at the same time. See recipe 1-9 
for an example of this argument.
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In the Meantime . . .
While the search is running in the background, you’re free to do whatever you want in the 

 state  method is called, a dot will be 
added to the last line that’s being printed to the screen:

NetworkSessions.EndFind
When the second thread that’s running in the background has finished its asynchronous search, 
it will call the method you specified as the fourth argument in the  
method  method, which you can find here. 

 state of the previous 
recipe. Most asynchronous callback methods expect an  object, which can contain 
useful values set by the initializing method ( ). See recipe 1-9 for an example where this 

 object is being queried.
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The method receives the results from the asynchronous operation as the argument.
For each method that begins an asynchronous operation, you can find a method that is 

 method, you 
can pass the results to the  method, which will process the results into 
an  object. From here on, things remain identical to the 
previous recipe.

The Code
All the code is available for download from .

Here, you can find the main switch block inside the  method. This code will cause the 
program to move from the  state to the  and  states. However, it 
will be the  method, which you can find earlier, that decides whether to move 
to the  or  state.
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8-6. Add Rich Presence Information

The Problem
You want to set the rich presence information for the player, which is shown to other Xbox 

.

The Solution
Most games add rich presence information to the player, so other people can see which game 
they’re playing and what they’re currently doing in that game. You can set this information in 
the  property.

How It Works
As with all networking functionality in XNA, before you can set the rich presence information 

There are 60 s that you can choose from, which are very easy to set on a 
player that has been signed in:

All s are listed in Table 8-1.
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Table 8-1. The 60 PresenceModes

PresenceModes

For some modes ( , , , , , ), you can also set 
a value that indicates a player’s stage or level or current score. This can be done, as in the fol-
lowing example, where you indicate the player is currently on level 15:

8-7. Move from the Lobby to the Actual Game

The Problem 
After creating a session, you want to give all your players the time to gather, chat, and allow 
them to signal that they’re ready for the game to begin.

The Solution
XNA comes with basic built-in lobby functionality in the shape of the sessions’ state and the 

 property of a player.
A session will start in the  state. Only the host can call the  

method, which will move the session into the  state. The host can base this decision on 
the status of the  flags of all players.
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How It Works
When the session has been created, the  property of the session will have the 

 value. While in this state, you should allow all players in the session to signal they’re 
ready, which they can do by setting their  flag to . Here, we do this by allowing the 
player to press the R button on the controller to indicate readiness. This value can be read by 
all other players in the session:

The host should detect whether all players have set their  flags to . The easi-
est way to do this is by checking the  value, which indicates 

 method, 
which will move the state of the session from  to :
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When the state changes to , the session raises its  event, which all 
players can listen for. This allows them to render the game screen and start sending and 
receiving game data.

The host should call the  method when the host decides the game 
has ended. This will reset the  properties of all players to  and return to the  
state

This will raise the  event of the session, which all players might want to listen for 
so they can, for example, render the lobby graphics.

The Code
All the code is available for download from .

This  state contains the most basic code that allows multiple players to signal their 
 flags and allows the host to move from the  state to the  state and back:
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Numerics
2D window space, 36
3D rotation, using quaternions, 50–57
3D sound, 594–597

A
Accelerate method, 298
acceleration, using to control velocity, 

295–299
adding friction, 297
keeping only forward component, 298
overview, 295–296

Active mode, 193, 195, 198–199, 203
Active state, 193
activeMenu variable, 199
Add Device button, 7
Add method, 97
AddBillboards method, 240–241
AddDrawableModel method, 96, 100
addedToMergeList Boolean, 126
addedToMergeList variable, 137
AdditionalInfo method, 251, 254
additionalRotation variable, 51–52
Additive blending, 186
AddLight method, 570, 578, 582
AddModelMeshVertexArrayToList method, 

345–346
AddToCameraPosition method, 47
AddVertices method, 368
AddVerticesToList method, 340, 346, 362
AllowHostMigration method, 605
AllowHostMigration property, 604
AllowHostMigration value, 606
AllowJoinInProgress value, 606
allPoints list, 513
amount variable, 508
angle, rotation, corresponding to direction, 

293–295
angleReq value, 296
AnglesFromDirection method, 69–70
application-specific optimization, 457–458
Apply3D method, 595
arbitrary rotation, 39–40
<Asset> tag, 460
atan method, 294
Atan2 function, 71
Atan2 method, 294

AudioEmitter object, 595
AudioEngine method, 589
audioEngine variable, 589, 593
audioEngine.Update method, 590
AudioListener object, 595
AvailableNetworkSessionCollection object, 

625
AvailableNetworkSessionsCollection 

method, 608, 609

B
backface culling, 425–429

overview, 425–426
reasons for using, 427–428
turning off culling, 429

background music, 592–594
BackToFront mode, 188
backToFront variable, 371–372, 376
base.Process method, 223
BasicEffect class, 521, 528, 536

loading, 397
loading and rendering models using, 

282–286
minor performance improvement, 285
overview, 282–283
structure of model, 284–285
two nested for loops, 285

parameters, 525–526
BasicEffect method, 57, 60–62, 77, 92, 

102–103, 105, 109, 112, 152, 397–398, 
403, 408, 441–442

BasicEffect object, 306
basicEffect.LightingEnabled parameter, 526
Begin method, 187, 189
BeginShowStorageDeviceSelector class, 25
Behind vector, 55
Bezier curves, 66, 69–70
Bezier method, 76
bezTime variable, 67–69
bilinear interpolation, 448–451

determining which triangle (X,Z) point is 
in, 449–450

finding exact height, 450–451
finding minY and maxY values, 449
finding relative values, 449
overview, 448

BillboardGC class, 15
billboarding, 231, 233

Index
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billboardList variable, 232–233, 235–236, 241, 
246, 248–250, 252

BillboardVertex method, 266
billboardVertices array 236, 241
binary files, copying, 10–12
binary search, 453–456
BinarySearch method, 457
binormal, 483
birthTime variable, 258
blur/glow post-processing effect, 155, 165

glow effect, 160–165
overview, 155–159
vertical blur, 159–160

Bone array, 285
Bones

making move individually, 316–321
animating specific ModelMesh of 

model, 318–320
CopyAbsoluteBoneTransformsTo 

method, 317–318
overview, 316–317

and ModelMeshes, 284
visualizing structure of model, 309–316

gathering model information, 314
overview, 309–314
WriteBone method, 315
WriteModelMesh method, 315

BorderColor method, 411
BoundingBox class, 58, 63, 93–95, 98, 

102–103, 105–106, 112–113, 116–117
BoundingBox method 94, 300, 360–366
BoundingFrustum class, 57–58
BoundingSphere class, 58–64, 299–302, 386
BoundingSphere method, 63, 299–303, 

322–326, 328–331, 386
BoundingSphere.CreateMerged method, 299
BoundingSpheres, using for basic model 

collision detection, 321–327
fastest check, 322–323
more accurate, bit slower, 323–325
optimization, 325
overview, 321–322

BoundingSphere.Transform method, 301
Bridge Connections, 6
BufferUsage.None method, 420
BufferUsage.Points method, 420
BufferUsage.WriteOnly method, 419–422, 

424, 435, 441, 444
bump mapping, 476–481, 500–501

overview, 476–478
pixel shader, 479–480
technique definition, 480
vertex shader, 479
XNA-to-HLSL variables, 478

bumpMapColor variable, 479–480

C
CalculateRotation method, 294–295
camera modes, 29

blur/glow post-processing effect, 155–165
glow effect, 160–165
overview, 155–159
vertical blur, 159–160

checking whether object is in sight, 57–63
overview, 57–58
single point in 3D space, 58–59
that have World matrix set, 60–63

detecting camera collision, 63–66
with models, 63–64
overview, 63
with terrain, 64–66
with walls, 66

fly-by action, 66–76
Bezier curves, 69–70
finding rotation, 70–71
overview, 66–69
smooth start and acceleration, 72
solving incorrect/fast camera rotation 

at end, 72–76
freelancer-style camera, 50–57

following objects, 55–57
overview, 50–54

Octree, 88–110
DrawableModel class, 91–93
number of models drawn, 101–102
OcTreeNode class, 93–98
overview, 88–91
rendering borders of cube, 102–110
updating World matrix of certain model, 

99–101
overview, 29
Position vector, 37
post-processing framework, 143–155

HLSL code, 146–148
overview, 143–146
queuing multiple effects, 148–155

Quadtree, 111–120
BoundingBox class, 113
IndexBuffer, 114
initializing, 117–118
overview, 111–113
rendering, 115–117
splitting nodes into four child nodes, 

114–115
using, 118–120
VertexBuffer, 114

quake-style camera, 44–50
Skybox, 76–88

drawing other objects in scene, 78
HLSL code, 82–88
loading from file, 77–78
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manually defining, 79–82
overview, 76–77
XNA code, 84–86

specifying targets, 37–44
choosing coordinate systems, 43–44
moving forward/sideward, 41–43
order of rotation multiplication, 43
at origin, arbitrary rotation, 39–40
at origin, rotation along Up vector, 

38–39
overview, 37–38
specified point, arbitrary rotation, 40

Target vector, 37
view frustum, 37
z-buffer (or depth buffer), 36–37

cameraDirection variable, 74
cameraFrustum node, 98
cameraRotatedTarget variable, 39
cameraRotation matrix, 42
cameraRotation variable, 52
cameraRotation*additionalRotation variable, 

52
camForward variable, 17
camPosition variable, 17
CanMerge method, 135
canonRot variable, 319
Catmull-Rom interpolation, applying in 3D, 

507–511
to calculate spline, 508
joining multiple parts of spline together, 

508–510
overview, 507–508

center variable, 181–183, 228, 231–235, 
238–243, 245, 249–250, 252

centriDir vector, 517–518
ChangeEffect method, 307
changeProgress variable, 194–195
changeSpan variable, 194–195, 202–203
CheckMerge method, 136–137
child cubes, 89
childList node, 96
class variables, 175
Clear method, 179, 182, 192, 211, 213, 264, 

270–271, 276, 278
clipping, 33
clipPlane variables, 276, 277
ClipRay method, 459
CoarseCheck method, 324–326
collision point between pointer and terrain, 

calculating, 452–460
application-specific optimization, 457–458
binary search, 453–456
linear search, 456–457
overview, 452–453

collision variable, 281, 299, 321–331, 347, 
379–380, 382, 385–387

collisionDistance variable, 391
collisionPoint variable, 381, 383–384
collisions, 63–66. See also BoundingSpheres, 

using for basic model collision 
detection; collision point; Ray-Model 
collisions

detecting camera collision, 63–66
with models, 63–64
overview, 63
with terrain, 64–66
with walls, 66

collisionPoint variable, 382
Color array, 208
Color data, 466, 469
color maps, combining with shading map, 

571–574
Color method, 562
COLOR0 semantic, 469, 564
COLOR1 semantic, 564
COLOR2 semantic, 564
Color.Blue argument, 177
colorFromTexture variable, 148
colorMap variable, 571
Color.Purple argument, 177
Color.White argument, 177
combinations, safe, 292
CombineColorAndShading method, 573
CompareSigns method, 384, 388
compile new content pipeline project, 221
completeBoundingSphere variable, 300–302
Components list, 17
coneCondition variable, 580
coneDot value, 553
connecting Xbox 360 and PCs, 6
Contain method, 58
ContainmentType object, 58
Contains method, 58, 63
Contains value, 58
Content entry, 174, 586
ContentImporter, 168–169
ContentImporter method, 166
ContentLost event, 423–424
ContentProcessor class, 220, 223, 227
ContentProcessorContext object, 223
ContentTypeReader class, 354
ContentWriter object, 353
ConvertMaterial method, 332–333, 335
CopyAbsoluteBoneTransformsTo method, 

284, 304, 317–320
CopyBoneTransformsTo method, 318
copying binary files, 10–12
CPUpower method, 237
CR3D method, 508
Create Copy of Project for Xbox 360, 7
CreateBBVertices method, 15, 235, 240, 251
CreateBoundingBox method, 113
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CreateBuffers method, 444
CreateExplosionVertices method, 263
CreateFromPoints method, 113
CreateIndices method, 114
CreatePerspectiveFieldOfView method, 33
CreateRotationX method, 46
CreateRotationY method, 46
CreateSession state, 603, 606–607, 609, 623, 

625
CreateSplitList method, 134, 137
CreateVertices method, 114
Creators Club licenses, 5, 6
Cross method, 433
.csproj file, 378
CSV file, loading terrain from

calculating collision point between 
pointer and terrain, 166

Intermediate class, 168
overview, 166
receiving data in content processor, 

169–170
CSVHeightMapProcessor class, 168, 170
CSVImporter class, 170
CSVImporterToProcessor class, 167, 169
CSVImporterToProcessor object, 166, 

168–170
Cube Map Face menu, 80
Cubemap Texture, 80
cubes, rendering borders of, 102–110
Cue object, 590–591, 595
cue1 object, 596
culling. See backface culling
currentCue variable, 592–593
currentCueNr variable, 592–593
Curve class, 67
Custom Effects

extending model content processor to 
load, 331

extending model content processor to 
load Custom Effects, 338

custom vertex format, defining, 484–486
customizing game loop timing, 12–14

Draw method frequency, 14
IsRunningSlowly variable, 13
overview, 12
Update method frequency, 13

D
data.xml file, 465
Decompose method, 92
Deferred argument, 188
deferred shading, adding multiple lights 

using, 558–574
benefit of deferred rendering, 560
combining color map and shading map, 

571–574

generating shading map, 565–571
overview, 558–559
preparation, 560–561
rendering 3D scene into three textures, 

561–565
DeferredSpotLight technique, 578
DeleteDrawableModel method, 110
deploying games

on PCs, 10–12
on Xbox 360, 5–8
on Zune, 8–9

depth buffer (z-buffer), 36–37, 78, 263
deserializer, 215
destBlend variable, 161
detail variable, 513
detecting camera collision, 63–66

with models, 63–64
overview, 63
with terrain, 64–66
with walls, 66

device variable, 175
device.DrawUserPrimitives method, 398, 417
device.ResolveBackBuffer method, 209–210
device.SetRenderTarget method, 150, 209
Dictionary method, 616
Disjoint value, 58
Dispose method, 605
distance attenuation, 546–547
distance variable, 514
Distribute method, 97
dll file, 222
dModel node, 101
dModel variable, 101
DotCoordinate method, 275
Download button, 2
Draw call, 89, 112, 116, 119
Draw command, 493
Draw cycle, 57
Draw method, 4–13, 14
DrawableGameComponent class, 15–16, 20
DrawableModel class, Octree, 91–93
DrawableModel method, 91–94, 96–98, 

100–101, 104–110
DrawableModel object, 96–97
DrawableObject class, 110
DrawBoundingBox method, 102
DrawBoxLines method, 102, 109
DrawCurrentNode method, 116
DrawIndexedPrimitives method, 422, 442, 

445
DrawMirror method, 274
DrawPrimitives method, 79, 120, 418
DrawUserIndexedPrimitive method, 425
DrawUserIndexedPrimitives method, 416
DrawUserPrimitive method, 397
DrawUserPrimitives method, 394, 398, 418
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DynamicIndexBuffer, 138
DynamicVertexBuffer method, 418–419, 

423–424
DynamicVertexBuffer.SetData method, 

424–425
DynamixVertexBuffer method, 424
dynVertBuffer_ContentLost method, 424

E
Effect method, 36
Effect object, 304
Effect variable, 276, 543
effectFile file, 5
EffectMaterialContent object, 334
EndAsynchSearch method, 623–625
Ending mode, 195–196, 198–199
Ending state, 193
.exe file, 10
ExtendedModelProcessor method, 360, 

363–364
ExtendedTextureProcessor class, 220, 223
Extra variable, 474
EyeDirection method, 555

F
F (Forward vector), 38, 41, 298
Faces property, 225
far clipping plane, 33
fbAngle variable, 371–372, 376
.fbx file, 282
FbxImporter method, 215–216
filtering detected networking sessions, 

610–611
finalTarget position, 69
Find method, 611
FindLowestVertices method, 368
FindStorageDevice method, 24–25, 28
FinerCheck method, 324–327
Firewall Setup page, 2
first-person camera rotation, 45
first-person shooter camera, 44–50
firstVec array, 433
float2 coordinate, 148
fly-by action, 66–76

Bezier curves, 69–70
finding rotation, 70–71
overview, 66–69
smooth start and acceleration, 72
solving incorrect/fast camera rotation at 

end, 72–76
FontName property, 190
Forward axis, 51
Forward direction, 40
Forward vector (F), 38, 41, 298
forwardDir variable, 296–299
Forward/Right/Up/Down/... vector, 51

forwardSpeed variable, 298–299
fpsCam object, 395
frame buffer, 37, 84
freelancer-style camera: full 3D rotation 

using quaternions, 50–57
following objects, 55–57
overview, 50–54

Fresnel term, 502
friction, 297
frontRightDoor ModelMesh variable, 309
frontRightWindow ModelMesh variable, 309
FrontToBack argument, 188
frontToBack variable, 370–372
.fx file, 150, 478–487, 539, 550

G
Game class, 5, 14, 18, 255
Game constructor, 600
game loop timing, customizing, 12–14

Draw method frequency, 14
IsRunningSlowly variable, 13
overview, 12
Update method frequency, 13

Game object, 4
Game Studio (GS), 174
Game1 constructor, 14, 23–24
Game1 method, 4
GameComponent class, 14–23

changing updating order of, 22–23
creating, 15–16
making subscribe to interfaces, 20
overview, 14–20
subscribing to ICameraInterface interface, 

20–21
using, 17–18
using multiple, 21–22

GameData object, 26–27
GameEnded event, 605, 629
Gamer object, 605
GamerJoined event, 605
GamerJoinedEventArgs method, 605
GamerJoinedEventHandler method, 605
GamerLeft event, 605, 616
GamerServicesComponent class, 24, 600
Gamer.SignedInGamers.Count method, 601
GamerTag property, 615
Games Library, 7
GameServices, 18–23

changing updating order of Game-
Component class, 22–23

making GameComponent class subscribe 
to interfaces, 20

overview, 18–20
subscribing to ICameraInterface service, 

20–21
using multiple GameComponent classes, 

21–22
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GameStarted event, 605, 629
gameTime argument, 13
gameTime.IsRunningSlowly variable, 13
GenerateNormalsForTriangleList method, 

431–432
GenerateNormalsForTriangleStrip method, 

441, 444
GenerateNormalsFromTriangleStrip method, 

117
GenerateShadingMap method, 571, 575, 582
GenerateTrackPoints method, 513, 518
GenerateTrackVertices method, 518
geometrical data, 284
GetClippedHeightAt method, 65
GetCue method, 591
GetData method, 420, 435
GetExactHeightAt method, 66, 367, 371
GetPointerRay method, 453–455, 458
GetRuntimeReader method, 354, 362–363, 

463
GetTexture method, 149–150, 153
ghost triangle, 434, 439
Gimbal lock, 44, 50
global BoundingSphere, constructing around 

model, 299–302
glow effect, 160–165
graphics card, storing vertices and indices in 

memory of, 417–422
IndexBuffer, 421–422
overview, 417–420
VertexBuffer, 420

GraphicsDevice class, 12
GraphicsDevice method, 175, 178–179, 192, 

209, 212–213, 270–271, 278
graphics.SynchronizeWithVerticalRetrace 

variable, 14
GS (Game Studio), XNA, 174
Guide dialog box, 27
Guide interface, 601
Guide.BeginShowStorageDeviceSelector 

class, 24
Guide.EndShowStorageDeviceSelector 

method, 25
Guide.ShowSignIn method, 600–601
Guide.SignIn method, 601

H
heightData array, 437–438, 445–446
heightData variable, 437
heights function, 499
HLSL, 490–491, 504–506

code
post-processing framework, 146–148
Skybox, 82–88

defining point light using, 545–547
per-pixel lighting, 547–553

specular highlights, 553–558
overview, 553–555
pixel shader, 556–557
technique definition, 557–558
vertex shader, 555

vertex shading, 538–545
ensuring correct lighting when using 

World matrices, 541–542
overview, 538–539
pixel shader, 542
technique definition, 543
vertex shader, 540–541
XNA code, 543–545

hooking to session events, 605–606
HookSessionEvents method, 606
HorBlur effect, 158
HostChanged event, 605

I
ICameraInterface interface, 19, 20–21
ICameraInterface service, 22–23
Identity matrix, 42
if clause, 341
Immediate argument, 188
Inactive mode, 194
Inactive state, 193
IndexBuffer, 114, 129–130, 421–422

creating terrain based on VertexBuffer 
and, 436–446

defining indices, 438–440
defining vertices, 437–438
loading heightData array from image, 

445–446
normals, VertexBuffer, and IndexBuffer, 

440–445
overview, 436–437

IndexBuffer method, 112–114, 342, 352, 393, 
421–422, 434–435, 440–442, 444

IndexBuffer variable, 421
indices

removing redundant vertices using, 
413–417

storing in memory of graphics card, 
417–422

IndexBuffer, 421–422
overview, 417–420
VertexBuffer, 420

indices array, 432–433, 438
inExtra variable, 252
InitBezier method, 69, 72, 74
InitFullScreenVertices method, 561, 566
Initialize method, 4, 14–16, 18, 45, 98, 145, 

198–199, 232, 241, 255, 395, 416, 588, 
597

InitIndices method, 421
InitSceneVertices method, 560
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InSession state, 603, 607, 609, 612, 614, 620, 
623, 625, 629

installing
.NET 2.0 SP1 files, 10
Visual Studio 2008, 2
XNA 2.0 Framework files, 10
XNA Game Studio 3.0, 1–2
XNA Game Studio Connect program, 6

interfaces
making GameComponent class subscribe 

to, 20
subscribing to ICameraInterface interface, 

20–21
Intermediate class, 168
InterpolateCR method, 512–513
interpolation

bilinear, 448–451
determining which triangle (X,Z) point 

is in, 449–450
finding exact height, 450–451
finding minY and maxY values, 449
finding relative values, 449
overview, 448

Catmull-Rom, applying in 3D, 507–511
linear, 447–448

Intersect method, 322, 328–329, 391
Intersects value, 58
Invert technique, 149
InvSourceAlpha variable, 161
invTimePow variable, 70
IsActive property, 601
IsDataAvailable flag, 619
isEndNode node, 112–113, 116
isEndNode variable, 112
IsFixedTimeStep property, 12
IsFixedTimeStep variable, 13
IsKeyUp variable, 198
IsPlayed property, 593
IsReady flags, 627
IsReady property, 627, 629
IsRunningSlowly variable, 13
IsStopped member, 591

J
joining networking sessions, 608–613

NetworkSessionProperties, 610–611
overview, 608–609
searching for active sessions, 609

K
keyState variable, 180

L
lastKeybState variable, 197–198, 201, 203–206
layerDepth method, 181, 188–189, 199
leftrightRot angle, 71

leftrightRot value, 69–70
leftrightRotation variable, 70
leftToFront variable, 372
Length method, 329
level-of-detail (LOD) algorithms, 120
lightDirection variable, 546, 552
LightFactor method, 542, 546
lighting, 521–582

add shadowing capability to deferred 
shading engine, 574–582

adding specular highlights to reflective 
surfaces, 536–538

BasicEffect, parameters, 525–526
defining point light using HLSL, 545–547
defining spotlight using HLSL, 551–553
HLSL specular highlights, 553–558

overview, 553–555
pixel shader, 556–557
technique definition, 557–558
vertex shader, 555

HLSL vertex shading, 538–545
ensuring correct lighting when using 

World matrices, 541–542
overview, 538–539
pixel shader, 542
technique definition, 543
vertex shader, 540–541
XNA code, 543–545

normals
adding normal data to vertices, 524
definition of, 523
normalizing, 527–528
positive and negative, 525
sharing between vertices, 528–532

overview, 521–522
per-pixel, 533–535, 547–551
shading, applying to scene, 523
World matrices, 526

lighting cone, 551
lightScreenPos variable, 580
linear interpolation, 447–448
linear search, 456–457
LinearSearch method, 456–459
LineList method, 104
LineList, rendering multiple lines using, 401
LineStrip, rendering multiple lines using, 401
LoadContent class, 125
LoadContent method, 4
LoadData method, 28
loadedMap variable, 464
LoadGame method, 25
LoadHeightData method, 437
LoadHeightDataAndCopyLastRowAndCol-

umn method, 125
LoadHeightMap method, 442
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loading
BasicEffect, 397
data from XML file, 460–465

creating XNA-compatible XML file from 
existing object, 464–465

defining custom MapData class, 462
defining TypeReader capable of serial-

izing object of MapData class, 463
defining TypeWriter capable of serial-

izing object of MapData class, 463
overview, 460–462

models using BasicEffect class, 282–286
minor performance improvement, 285
overview, 282–283
structure of model, 284–285
two nested for loops, 285

loading data, 23–28
creating StorageDevice asynchronously, 

24–25
from disks, 27–28
overview, 23–24

LoadModelWithBoundingSphere method, 
59, 63

lobby functionality, 627–629
Lobby state, 627, 629
Lobby value, 628
LocalGamer.IsDataAvailable, 615–616
LocalNetworkGamer.IsDataAvailable flag, 

614
LocalNetworkGamer.ReceiveData method, 

614
LocalNetworkGamer.SendData method, 617
LocalNetworkPlayer.SendData method, 614
LOD (level-of-detail) algorithms, 120
loop sounds, 590–594

changing background music, 592–594
checking whether sound has finished play-

ing, 592–594
indefinite, 591–592
overview, 590–591

LoopEvent property, 591
lowestPos variable, 368, 375
lowestVertices variable, 367–368, 374–375
lowestX value, 451
lrAngle variable, 372, 376

M
M4*M3 case, 290
M5*M6 case, 291
MapData class, 460–465
MapData object, 463–464
MapDataReader TypeReader method, 463
MaterialContent method, 332–335, 337
MaterialProcessor method, 334–335, 337
MathHelper.CatmullRom method, 507
MathHelper.SmoothStep method, 67, 72, 196

MathHelper.ToRadians(20) method, 181
matrices, 39. See also world matrices
matrix math, 288
matrix multiplication, 52
Matrix.CreateBillboard method, 231
Matrix.CreateConstrainedBillboard method, 

238
Matrix.CreateLookAt method, 30–31
Matrix.CreatePerspectiveFieldOfView 

method, 32–33
Matrix.Invert method, 570
maxAge variable, 258
MenuInput method, 201, 205
MenuItem class, 193–194, 202
menuRunning variable, 206
menusRunning variable, 202
MenuWindow class, 193–194, 196–199, 

201–203, 205–206
MeshContent object, 341
Meshes property, 284
MeshHelper.CalculateTangentFrames 

method, 485
methods, 3–4
Microsoft XNA Game Studio 3.0, 9
Microsoft.XNA.Framework.Content.Pipeline 

references, 464
mipmapped image, 208
mirror camera, 267
mirrorEffect variable, 275
mirrorTexture variable, 267, 270, 274–275, 

278
MirrorVector3 method, 269, 275
mirrorViewMatrix variable, 267, 269–270, 

274–278
Model file, 77–78
Model method, 59, 88
Model object, 63, 214
Model processor, 485
ModelBoneCollection method, 284
ModelContent object, 166, 223
ModelCustomEffectProcessor class, 333–334
ModelCustomEffectProcessor method, 

333–334, 336–337
modelID node, 91–93, 100, 104, 106, 110
modelIDs array, 99
ModelImporter method, 215, 332
modelList node, 93–94, 96, 98, 100–101, 

105–107, 109
modelList object, 94
ModelMesh, 284

finding lowest positions of, 367–369
gaining direct access to vertex position 

data, 344–348
ModelMesh object, 284–285, 317, 318–320
ModelMeshCollection method, 284
ModelMeshContent method, 344
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ModelMeshPart method, 284, 305–308, 341, 
346–347

ModelMeshParts
and ModelMeshes, 284
scrolling through instead of through 

effects, 307
ModelMeshParts method, 284–285, 306–307, 

347, 386
ModelMeshTriangleProcessor method, 379
ModelProcessor method, 166, 333, 337, 340, 

343–344, 346–347, 351, 358, 360, 362, 
364, 374

ModelRayCollision method, 382, 385, 
389–390

models, 281
collision with, 63–64
constructing global BoundingSphere 

around model, 299–302
detecting Ray-Model collisions using 

per-triangle checks, 378–388
overview, 378–379
performance considerations, 384–386
Ray-Triangle collision, 380–384
transformations, 379–380

detecting whether pointer is over, 388–391
adding crosshair to verify accuracy, 390
checking for multiple objects, 390–391
overview, 388–390

extending model content processor to 
load Custom Effects, 331–338

finding rotation angle corresponding to 
direction, 293–295

gaining direct access to vertex position 
data

by defining custom TypeWriter and 
TypeReader, 349–359

by extending model processor, 339–348
loading and rendering using BasicEffect 

class, 282–286
minor performance improvement, 285
overview, 282–283
structure of model, 284–285
two nested for loops, 285

making Bones move individually, 316–321
animating specific ModelMesh of 

model, 318–320
CopyAbsoluteBoneTransformsTo 

method, 317–318
overview, 316–317

number of, 101–102
overview, 282
rendering using custom effects and 

custom textures, 304–308
scaling to predefined size, 302–304

applying scaling to root bone, 303
overview, 302–303

setting different world matrices for differ-
ent objects, 286–293

combining multiple transformations, 
288

order of matrix multiplication, 288–292
overview, 286–288

storing multiple objects in Tag property, 
360–366

accessing data in XNA project, 363–364
coding TypeWriter and TypeReader, 

362–363
overview, 360–362

tilting according to terrain underneath, 
366–377

calculating rotation angles, 372
finding absolute 3D coordinates of 

lowest positions of wheels, 369–370
finding lowest positions of each 

ModelMesh, 367–369
overview, 366–367
positioning model at correct height, 

372–374
preparing for animation, 374
retrieving height of terrain underneath 

model, 370–371
using acceleration to control velocity, 

295–299
adding friction, 297
keeping only forward component, 298
overview, 295–296

using BoundingSpheres for basic model 
collision detection, 321–327

fastest check, 322–323
more accurate, bit slower, 323–325
optimization, 325
overview, 321–322

using Ray-traced collision detection for 
small/fast objects, 331

visualizing Bone structure of model, 
309–316

gathering model information, 314
overview, 309–314
WriteBone method, 315
WriteModelMesh method, 315

Models method, 61, 89, 97, 102, 109–110
modelsDrawn variable, 94, 98, 101, 105, 109
modelsStoredInQuadTree method, 94
modelsStoredInQuadTree variable, 97
modelTransforms matrices, 303
ModelTriangleProcessor method, 351, 355, 

358
modelTriangles array, 359
ModelTriaPipeline.TriangleReader class, 354
ModelVector3Processor class, 340
modelVertices variable, 342, 345–349, 364
Mouse.GetState( ) variable, 45
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MouseState variable, 45
moveDirection variable, 297
moveSpeed method, 41
MP3 files, playing, 585–586
MultipleTargets method, 562
multiplying quaternions, 52
My Documents\SavedGames folder, 26
myTexture variable, 178, 232
myVertexDeclaration variable, 396
MyVertexPositionColor struct, 470–471
MyVertexPositionColor.SizeInBytes method, 

471
myXactProject.xap file, 588

N
near clipping plane, 33
.NET 2.0 SP1 files, installing, 10
networking, 599–630

creating sessions, 602–608
hooking to session events, 605–606
overview, 602–605
updating sessions, 607

joining sessions, 608–613
NetworkSessionProperties, 610–611
overview, 608–609
searching for active sessions, 609

lobby functionality, 627–629
overview, 599
searching for sessions asynchronously, 

622–626
NetworkSessions.EndFind, 624–625
overview, 622–624

sending/receiving data, 614–622
LocalGamer.IsDataAvailable, 615–616
overview, 614
receiving data, 615
SendDataOptions, 616–617
sending data, 614–615
to/from everyone, 619

signing in, 599–602
GamerServicesComponent, 600
overview, 599–600
Sign In interface, 600–601

NetworkSession object, 606
NetworkSession.BeginFind method, 622–625
NetworkSession.Create method, 602–604, 

609, 611
NetworkSession.EndGame method, 629
NetworkSession.Find method, 609–611, 

622–623
NetworkSession.IsEveryoneReady value, 628
NetworkSession.Join method, 608–609
NetworkSessionProperties, 610–611
NetworkSessions.EndFind, 624–625
NetworkSessions.Find method, 608
NetworkSession.StartGame method, 627–628

NetworkSessionType.Local type, 603
NetworkSessionType.PlayerMatch type, 603
NetworkSessionType.SystemLink type, 603
networkToJoin.OpenPublicPlayerSlots 

method, 609
NodeContent object, 166, 215, 223, 332
nodeDBR node, 94
nodeLR variable, 112, 115–116
NodeRendered variable, 117
nodes, splitting into four child nodes, 

114–115
nodeUFL node, 94
nodeUL variable, 112, 115–116
nodeUpperForwardLeft method, 96
normal direction, 523
normal of each vertex, defining, 486–487
normalFromBumpMap variable, 479–480
normalize, 527
normals

adding normal data to vertices, 524
definition of, 523
normalizing, 527–528
positive and negative, 525
sharing between vertices, 528–532

normalT variable, 489–490
normalW value, 490

O
object space, 484
ocean, adding, 493–506

HLSL part, 504–506
output structures, 496
overview, 493–495
pixel shader

bump mapping, 500–501
Fresnel term, 502
reflections, 501
simplest, 498
specular reflections, 502

technique definition, 498
vertex shader, 496–500

normal calculation, 498–499
tangent-to-world matrix creation, 500

XNA part, 503–504
XNA-to-HLSL variables, 495–496

octal-tree, 89
Octree, 88–110

DrawableModel class, 91–93
number of models drawn, 101–102
overview, 88–91
rendering borders of cubes, 102–110
updating World matrix of certain models, 

99–101
OcTreeNode class, 93–98, 99, 101, 105
OcTreeNode objects, 94
ocTreeRoot variable, 98
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operationPending variable, 26
optimization, application-specific, 457–458
origin argument, 181
originalImage variable, 161–162
originalMouseState variable, 45
originalSampler variable, 161–162, 165
origSphere method, 61
origSphere.Transform method, 61
orthographic frustum, 140
Output structure, 148
output structures, 496
Output.Pos3D member, 83
output.WriteObject method, 353

P
PacketReader object, 614
PacketReader.Read methods, 615
PacketWriter object, 614
PacketWriter stream, 614
pairing PCs and Xbox 360, 7
parameters, BasicEffect, 525–526
parent member, 284
PCs

connecting Xbox 360 to, 6
deploying games on, 10–12
pairing Xbox 360 and, 7

perpDirection variable, 74
per-pixel lighting, 533–535, 547–551
per-triangle checks, detecting Ray-Model 

collisions using, 378–386
overview, 378–379
performance considerations, 384–386
Ray-Triangle collision, 380–384
transformations, 379–380

pixel shader, 84, 261, 479–480, 487, 489–490, 
539, 551

bump mapping, 500–501
Fresnel term, 502
reflections, 501
simplest, 498
specular reflections, 502

PixelBitmapContent class, 224
PixelBitmapContent helper class, 213
PixelBitmapContent object, 227
pixels, 533
planeBatch method, 189–190
plane.D value, 382
Play method, 591, 595
PlayBGCue method, 593
PlayCue method, 589
Playing state, 627, 629
plug-and-play code, GameComponent class, 

14–18
creating, 15–16
overview, 14–15
using, 17–18

point light, defining using HLSL, 545–547
distance attenuation, 546–547
overview, 545–546

pointAboveLowerTriangle variable, 450–452
pointerRay.Direction variable, 454
pointers

calculating collision point between terrain 
and, 452–460

application-specific optimization, 
457–458

binary search, 453–456
linear search, 456–457
overview, 452–453

detecting whether over model, 388–391
adding crosshair to verify accuracy, 390
checking for multiple objects, 390–391
overview, 388–390

PointInsideTriangle method, 380–381, 383, 
385, 387, 391

PointList, rendering multiple points using, 
401

Position data, 466
Position method, 234–235, 238, 242–243, 246, 

248–251, 254, 257, 260, 262, 265–267, 
269, 271–272, 277, 279

position property, 93
Position semantic, 563
POSITION semantic, 577
Position variable, 564
Position vector, 37, 38, 40, 55
POSITION0 semantic, 469, 472
positions array, 158–159
PostProcess method, 145, 149, 152–153
post-processing framework, 143–155

HLSL code, 146–148
overview, 143–146
queuing multiple effects, 148–155

postprocessing.fx file, 146
predefined methods, 3–4

Draw method, 4–13
Game1 method, 4
Initialize method, 4
LoadContent method, 4
overview, 3
UnloadContent method, 4
Update method, 4

PresentationParameters method, 177, 210, 
212, 267

PresentationParameters structure, 145
primitives, 394
Process method, 220, 223, 332–334, 340, 

342–343, 346, 352, 367, 369
ProcessInput method, 199, 203
Processor class, 218, 226, 228, 351, 353
project dependencies, 222
Projection matrix, 17, 20, 30–31, 35, 395
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projectionMatrix node, 98
PropagateSplit method, 135
pyramid, 31

Q
QTNode class, 112, 115, 117–120
Quadtree, 111–120

BoundingBox class, 113
IndexBuffer, 114
initializing, 117–118
overview, 111–113
rendering, 115–117
splitting nodes into four child nodes, 

114–115
using, 118–120
VertexBuffer, 114

Quake mode, 22
QuakeCamera class, 20, 50
QuakeCamera GameComponent class, 22
QuakeCamera.cs file, 395
quake-style camera, 44–50
QualityOfService property, 609
QuatCam GameComponent class, 23
Quaternion class, 20
quaternions, 50–51

3D rotation using, 50–57

R
racing track, 511–520

banking, 516–518
calculating extra points between base 

points, 512–513
calculating outer points, 514
creating vertices, 514–516
overview, 511–512
rendering track, 516

Ray method, 428, 452–459
Ray object, 390
ray.Direction variable, 381–382, 385, 387, 391
Ray-Model collisions, detecting using per-

triangle checks, 378–388
overview, 378–379
performance considerations, 384–386
Ray-Triangle collision, 380–384
transformations, 379–380

RayPlaneIntersection method, 380–382, 385, 
387, 391

rayPointDist variable, 382, 387
Ray-traced collision detection, 331
Read method, 354
ReadDouble method, 615
ReadMatrix method, 615
Real-Time Camera-Dependant Optimally 

Adapting Mesh terrain. See ROAM
ReceiveData method, 615
receiving data, 614–622

from everyone, 619
LocalGamer.IsDataAvailable, 615–616
overview, 614–615
SendDataOptions, 616–617

redundant vertices, removing using indices, 
413–417

reflect intrinsic method, 501
reflections, 501
relAge variable, 258
RemoveDrawableModel method, 100
removing solid background color, 76–88

drawing other objects in scene, 78
HLSL, 82–84
HLSL code, 87–88
loading Skybox from file, 77–78
manually defining Skybox, 79–82
overview, 76–77
XNA code, 84–86

rendering models using BasicEffect class, 
282–286

minor performance improvement, 285
overview, 282–283
structure of model, 284–285
two nested for loops, 285

RenderScene method, 561–562, 577
RenderShadowMap method, 576, 582
RenderTarget method, 150
renderTarget variable, 210–213, 267–268, 270, 

276, 278
RenderTarget2D method, 143, 145, 150
RenderTarget2D variable, 143
rendertargetProjectionMatrix method, 

212–213
ReplaceColor method, 213, 224
Reshape1Dto2D method, 118
resolvedTexture variable, 211
resolveTexture variable, 143, 145, 149, 153, 

161, 210
ResolveTexture2D method, 143, 145
ResolveTexture2D object, 210
result method, 508
RH (right-handed) coordinate system, 43
Right vector, 41, 44, 50
right-handed (RH) coordinate system, 43
ROAM (Real-Time Camera-Dependant 

Optimally Adapting Mesh) terrain
adding links, 128–129
creating Triangle class, 125–127
defining two base triangles, 127–128
iteration, 131–137
overview, 121–124
triangleList and IndexBuffer, 129–130
Update method, 138–142
updating the indices, 138

root bone, applying scaling to, 303
Root matrix, 303
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rotatedModelWorld matrix, 372
rotation

3D using quaternions, 50–57
along Up vector, 38–39
arbitrary, 39–40
combined with another rotation, 288–290
finding, 70–71
moving forward/sideward, 41–43
multiplication, 43
solving incorrect/fast, 72–76

rotation angle, corresponding to direction, 
293–295

rotation argument, 181
rotation matrix, 39, 41, 44
rotationSpeed variable, 46

S
safe combinations, 292
SamplerState method, 411
Save method, 207
save0001.sav file, 26
SaveData method, 28
SaveGame method, 25
saving data, 23–28

creating StorageDevice method asynchro-
nously, 24–25

to disks, 26–27
overview, 23–24

scale argument, 182
scaling

combined with translation, 291–292
models, to predefined size, 302–304

scalingFactor variable, 303
ScreenPos variable, 564, 577
scrolling through ModelMeshParts, 307
searching for networking sessions, 609–626

asynchronously, 622–626
with NetworkSessionProperties, 611
overview, 609

Searching state, 623–625
SearchSession state, 610, 623, 625
secondVec array, 433
select newly created processor to process 

image file, 222
selectedItem variable, 198
SendData method, 614, 619
SendDataOptions, 616–617
SendDataOptions argument, 615, 617
SendDataOptions.InOrder method, 617
SendDataOptions.None method, 617
SendDataOptions.Reliable method, 617
SendDataOptions.ReliableInOrder method, 

617
sending data, 614–622

to everyone, 619
LocalGamer.IsDataAvailable, 615–616

overview, 614–615
SendDataOptions, 616–617

SessionEnded event, 605
SessionState property, 628
set project dependencies

billboarding, 231–252
calculating six corner points for 

cylindrical billboarding, 237–238
calculating six corner points for spheri-

cal billboarding, 233–236
code, 248–250
overview, 231–232
passing additional information, 250–252
performance considerations, 236–239
pixel shader and technique definition, 

245–246
preparing code for HLSL billboarding, 

240–241
rendering from vertex array, 236
vertex shader for cylindrical billboard-

ing, 242–245
vertex shader for spherical billboarding, 

246–248
extending image content processors, 

226–229
debugging content processors, 228
defining processor parameters, 228–229
overview, 226–228

mirroring image, 182
multiple faces/mipmaps, 224–225
overview, 173, 214
rendering scene into texture

overview, 210
setting custom render target of size not 

equal to screen, 211–212
using custom render target of size equal 

to screen, 210–211
rendering transparent images using layers, 

183–187
alpha blending, 186
overview, 183
simple transparency, 183
SpriteBlendModes, 186–187
using color key transparency, 184
using multiple layers, 184–186

rotating image, 181–182
scaling image, 182
using default content pipeline framework 

components, 216–217
SetData method, 207, 419, 423–425
SetDataOptions argument, 424–425, 473
SetDataOptions.Discard method, 425
SetDataOptions.NoOverwrite method, 425
SetSource method, 420
shading. See also deferred shading

applying to scene, 523
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HLSL vertex shading
ensuring correct lighting when using 

World matrices, 541–542
overview, 538–539
pixel shader, 542
technique definition, 543
vertex shader, 540–541
XNA code, 543–545

shadingMap variable, 571, 578, 580
shadingTarget variable, 571, 578
shadowCondition variable, 580
shadowing, 574–582
ShadowMap effect, 576
shadowMap texture, 576
shadowMap variable, 576
shouldMerge variable, 136
ShouldSplit method, 133
Sign In interface, 600–601
SignedIn state, 600
SignIn state, 603, 623, 625
signing in for networking services, 599–602

GamerServicesComponent, 600
overview, 599–600
Sign In interface, 600–601

sines, 496–498
Skybox, 76–88

drawing other objects in scene, 78
HLSL code, 82–88
loading from file, 77–78
manually defining, 79–82
overview, 76–77
XNA code, 84–86

skyboxModel variable, 77
skyboxsample effect file, 80
skyboxTransforms variable, 77
smokeBatch method, 189–190
smoothValue variable, 72
solid background color, removing, 76–88

drawing other objects in scene, 78
HLSL code, 82–88
loading Skybox from file, 77, 78
manually defining Skybox, 79–82
overview, 76–77
XNA code, 84–86

sound bank, 587
soundBank variable, 589, 591
soundBank.PlayCue method, 590
SoundEffect object, 584
SoundEffect variable, 584
SoundEffectInstance class, 584
SoundEffectInstance.Play method, 585
SoundEffectInstance.Resume method, 585
SoundEffect.Play( ) method, 584, 590
sounds

3D, 594–597
loop, 590–594

changing background music, 592–594
checking whether sound has finished 

playing, 592–594
indefinite, 591–592
overview, 590–591

MP3 files, 585–586
overview, 583
.wav files, 583–590
WMV files, 585–586

SourceAlpha variable, 161
sourceBlend variable, 161
sourceRectangle argument, 181, 189
space games, 53
spacecraft rotation, 55
spacecraftPosition variable, 56
specifying targets, 37–44

choosing coordinate systems, 43–44
moving forward/sideward, 41–43
order of rotation multiplication, 43
at origin

arbitrary rotation, 39–40
rotation along Up vector, 38–39

overview, 37–38
specified point, arbitrary rotation, 40

specular highlights
adding to reflective surfaces, 536–538
HLSL, 553–558

overview, 553–555
pixel shader, 556–557
technique definition, 557–558
vertex shader, 555

specular reflections, 502
spline, 508–510
split Boolean, 126
SpotLight method, 576
SpotLight object, 569
spotlights

defining spotlight using HLSL, 553
defining using HLSL, 551
SpriteBatch.Draw method, 180–189

SpriteBatch class, 173–176, 178–180, 183–184, 
186–192, 195, 199, 204, 209, 212–213

SpriteBatch method, 143
SpriteBatch object, 390
SpriteBatch.Begin method, 183, 184, 186, 

188–189, 191
spriteBatch.Draw method, 177
SpriteBatch.Draw method, 180, 184, 188–189, 

191, 199
SpriteBatch.DrawString method, 190–191
SpriteBatch.End method, 188
SpriteBlendMode method, 183, 185–186, 191, 

200, 202
SpriteBlendMode.Additive state, 187
SpriteBlendMode.AlphaBlend state, 187
SpriteBlendMode.None state, 187
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SpriteFont file, 190
SpriteFont object, 191–192
SpriteFont variable, 191
sprites, 174
SpriteSortingMode.Texture method, 189
SpriteSortMode method, 184–188, 199–200, 

202
Starting mode, 193–197, 199–200, 203–204
Starting state, 193
startingPos variable, 255–256, 264
startPosition argument, 68
startTarget argument, 68
startTarget position, 69
static readonly variable, 468
StorageDevice method, 23–25
StreamWriter method, 314–315
StringBuilder object, 191
sunlight value, 502
switch structure, 199
SynchronizeWithVerticalRetrace property, 12
System.Diagnostics.Debugger.Break( ) 

method, 228
System.IO namespace, 26
SystemLink type, 603
System.Xml.Serialization namespace, 26

T
Tag attribute, 59
Tag property, storing multiple objects in, 

360–366
TagObject class, 362–364
TagPipeline method, 360, 364
tangent of each vertex, defining, 486–487
tangent space, 482–483, 489–490
tangent space to world space transform, 484
tangentToObject matrix, 488
tangentToWorld matrix, 492
tangent-to-world matrix creation, 499–500
targDirection variable, 74
Target point, 38, 40
Target vector, 37, 38, 40, 55
TargetElapsedTime property, 12
TargetElapsedTime variable, 13
TargetPosition method, 269
targets, specifying, 37–44

choosing coordinate systems, 43–44
moving forward/sideward, 41–43
order of rotation multiplication, 43
at origin, arbitrary rotation, 39–40
at origin, rotation along Up vector, 38–39
overview, 37–38
specified point, arbitrary rotation, 40

terrain
calculating collision point between 

pointer and, 452–460
application-specific optimization, 

457–458

binary search, 453–456
linear search, 456–457
overview, 452–453

collision with, 64–66
Terrain object, 65–66, 170
TerrainContent object, 166, 169–170
texContent object, 224
TexCoord method, 147, 151, 154–155, 

158–159, 161, 163–165, 242–243, 245, 
250–251, 254, 257, 261, 266, 271–273, 
279

TEXCOORD0 semantic, 472–473, 475, 
478–479, 487–488, 490, 492, 496–497, 
504

TEXCOORD1 semantic, 473, 475, 487–488, 
492, 496

texCUBE HLSL intrinsic function, 77
texture, 174, 405–413, 558
Texture argument, 188
Texture method, 80, 82, 87, 112, 116
Texture mode, 188
texture sampler stage, 148
TEXTURE semantic, 472
TEXTURE1 semantic, 472
Texture2D class, 173, 210
Texture2D object, 213, 224
TextureAddressMode.Border, 411–412
TextureAddressMode.Clamp, 409
TextureAddressMode.Mirror, 410
TextureAddressMode.MirrorOnce, 411
TextureAddressMode.Wrap, 410
TextureContent object, 215–216, 220, 

223–224
TextureContent processor, 224
TextureContent2D object, 224
TextureContent3D object, 224
TextureCoordinate method, 251, 254
TextureCube method, 77, 79
TextureImporter method, 215–216
textureLength value, 515
TextureProcessor method, 215–216, 220, 223, 

227
textureRenderedTo texture, 148
textureRenderedTo variable, 145–146, 

148–150, 153, 161
textureToSampleFrom variable, 154
TextureUsage method, 207
TextureUsage.AutoGenerateMipMap 

method, 207
this object, 20
tilting models, 366–377

calculating rotation angles, 372
finding absolute 3D coordinates of lowest 

positions of wheels, 369–370
finding lowest positions of each ModelM-

esh, 367–369
overview, 366–367
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positioning model at correct height, 
372–374

preparing for animation, 374
retrieving height of terrain underneath 

model, 370–371
time variable, 287
totalDisplacement variable, 259–260, 266
TransformBoundingSphere method, 64
translation, scaling combined with, 291–292
transSphere method, 61
Triangle class, 127, 128, 349, 351, 353–354, 

356
Triangle object, 349, 351–354, 378
TriangleFan, rendering multiple triangles 

using, 402
TriangleList

calculating normals for structure rendered 
as, 432–433

rendering multiple triangles using, 
399–400

triangles
applying texture to, 405–413
rendering multiple triangles

using TriangleFan, 402
using TriangleList, 399–400
using TriangleStrip, 400–401

rendering to screen, 397–399
TriangleStrip

calculating normals for structure rendered 
as, 433–434

rendering multiple triangles using, 
400–401

turretRot variable, 319
TypeReader

capable of serializing object of MapData 
class, 463

custom, defining, 349–366
TypeReader method, 166, 281–282, 349–350, 

354–355, 357, 360, 362–364, 461–464
TypeReader object, 215
TypeWriter

capable of serializing object of MapData 
class, 463

custom, defining, 349–366
TypeWriter method, 166, 281–282, 339, 

349–350, 352–354, 357, 360, 362, 364, 
461–464

U
UnloadContent method, 4
UnProject method, 389
Up axis, 50
Up vector, 31, 38–39, 55
Update method, 4, 13
UpdateBezier method, 68, 70, 72, 75

UpdateMirrorViewMatrix method, 269
UpdateSoundPosition method, 596–597
UpdateSounds method, 593
UpdateTriangles method, 138
UpdateViewMatrix method, 45–47, 56
updating

networking sessions, 607
World matrix, 99–101

updownAngle angle, 71
updownRot value, 69–70
updownRotation variable, 70
upVector variable, 73
using block, 15, 26, 217, 219, 356, 379, 464
usualModel variable, 362

V
V (Velocity) vector, 298
value variable, 93
Vector3.Cross method, 431, 434
Vector3.Forward shortcuts, 43
Vector3.Up shortcuts, 43
Vector4 variable, 567
Velocity (V) vector, 298
velocity, using acceleration to control, 

295–299
adding friction, 297
keeping only forward component, 298
overview, 295–296

velocity variable, 296–299
velocity.Length( ) method, 298
VerBlurAndGlow effect, 162
vertex position data, gaining direct access to

by defining custom TypeWriter and 
TypeReader, 349, 359

by extending model processor, 339–348
vertex shader, 258, 261, 479, 488–489, 539, 

555
normal calculation, 498–499
sines, 496–498
tangent-to-world matrix creation, 499–500

VertexBillboarding method, 251
VertexBuffer, 114–420

automatically calculating normals for 
vertices in, 429–435

GenerateNormalsForTriangleList 
Method, 431–432

making method fail-safe, 434
overview, 429–430
starting from VertexBuffer and Index-

Buffer, 434–435
for structure rendered as TriangleList, 

432–433
for structure rendered as TriangleStrip, 

433–434
of triangle, 431
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creating terrain based on IndexBuffer and, 
436–446

defining indices, 438–440
defining vertices, 437–438
loading heightData array from image, 

445–446
normals, VertexBuffer, and IndexBuffer, 

440–445
overview, 436–437

VertexBuffer method, 79, 81–82, 86, 112–114, 
342, 352, 393, 418–425, 434–435, 
440–442, 444, 470–471, 473

VertexDeclaration class, 396, 398–399, 403, 
405, 407–408, 412–413, 415–416, 
418, 420, 421–423, 440, 442–443, 
445, 470–471, 473–474, 481, 492, 504, 
509–510, 516, 524

VertexElements classs, 396, 399, 403, 
407–408, 412, 415, 418, 421, 423, 440, 
443, 467, 469–473, 485, 509

VertexPosition method, 268
VertexPositionColor method, 80
VertexPositionColor struct, 467–470
VertexPositionColor structure, 396, 398–406, 

414–416, 466–467, 509–510
VertexPositionNormalTexture elements, 117
VertexPositionNormalTexture method, 251
VertexPositionTexture method, 232–236, 241, 

246, 249–251, 267–268, 274, 276–277, 
279

VertexPostionNormalTexture format, 466
vertical blur, 159–160
vertices, 393–520

adding normal data to, 524
adding ocean, 493–506

HLSL part, 504–506
output structures, 496
overview, 493–495
pixel shader, 498–503
technique definition, 498
vertex shader, 496–500
XNA part, 503–504
XNA-to-HLSL variables, 495–496

applying Catmull-Rom interpolation in 
3D, 507–510

to calculate spline, 508
joining multiple parts of spline together, 

508–510
overview, 507–508

applying texture to triangles, 405–413
bump mapping, 476–481

overview, 476–478
pixel shader, 479–480
in tangent space, adding per-pixel detail 

by, 481, 493

technique definition, 480
vertex shader, 479
XNA-to-HLSL variables, 478

calculating collision point between 
pointer and terrain, 452–460

application-specific optimization, 
457–458

binary search, 453–456
linear search, 456–457
overview, 452–453

calculating exact height of terrain be-
tween, 446–451

bilinear interpolation, 448–451
linear interpolation, 447–448
overview, 446–447

creating for racing track, 511–520
banking, 516–518
calculating extra points between base 

points, 512–513
calculating outer points, 514
creating vertices, 514–516
overview, 511–512
rendering track, 516

creating own vertex format, 466–476
custom vertex format, 471–472
defining vertex shader, 473–474
defining vertices of custom format, 473
overview, 467
re-creating VertexPositionColor struct, 

467–470
rendering from vertices, 474
usage of MyVertexPositionColor struct, 

470–471
creating terrain based on VertexBuffer and 

IndexBuffer, 436–446
defining indices, 438–440
defining vertices, 437–438
loading heightData array from image, 

445–446
normals, VertexBuffer, and IndexBuffer, 

440–445
overview, 436–437

defining, 396
enabling backface culling, 425–429

overview, 425–426
reasons for using, 427–428
turning off culling, 429

loading BasicEffect, 397
loading data from XML file, 460–465

creating XNA-compatible XML file from 
existing object, 464–465

defining custom MapData class, 462
defining TypeReader capable of serial-

izing object of MapData class, 463
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defining TypeWriter capable of serial-
izing object of MapData class, 463

overview, 460–462
overview, 393–394
redundant, removing using indices, 

413–417
rendering multiple lines, 401
rendering multiple points, 401
rendering multiple triangles

using TriangleFan, 402
using TriangleList, 399–400
using TriangleStrip, 400–401

rendering triangle to screen, 397–399
sharing normals between, 528–532
storing in DynamicVertexBuffer, 423–425
storing in memory of graphics card, 

417–422
IndexBuffer, 421–422
overview, 417–420
VertexBuffer, 420

in VertexBuffer, automatically calculating 
normals for, 429–435

GenerateNormalsForTriangleList 
Method, 431–432

making method fail-safe, 434
overview, 429–430
starting from VertexBuffer and Index-

Buffer, 434–435
for structure rendered as TriangleList, 

432–433
for structure rendered as TriangleStrip, 

433–434
of triangle, 431

writing custom content importer
calculating collision point between 

pointer and terrain, 166
Intermediate class, 168
overview, 166
receiving data in content processor, 

169–170
vertices array, 418, 433, 435
view frustum, 30, 32, 37
View matrix, 17, 20, 30, 34, 47, 52, 55, 395
viewAngle variable, 576
viewMatrix node, 98
viewMatrix variable, 45–46
ViewProjection matrix, 244, 275, 565
Visual Studio 2008, installing, 2

W
WakeUp method, 199
walls, collision with, 66
.wav files

playing and controlling, 583–585
through XAct, 586–590

WaveBank method, 589
waves, 587
while loop, 101, 394, 402, 439, 440, 444, 455, 

457, 459–460, 468–469, 502
WMV audio files, playing, 585–586
world matrices

ensuring correct lighting when using, 
541–542

objects in sight of camera, 60–63
setting different world matrices for differ-

ent objects, 286–293
combining multiple transformations, 

288
order of matrix multiplication, 288–292
overview, 286–288

updating, 99–101
worldMatrix node, 97
worldMatrix property, 93
worldMatrix variable, 92
WorldViewProjection matrix, 272
Wrap method, 410
Wrapping mode, 410
Write method 353, 362, 614
WriteBone method, 314–316
WriteModelMesh method, 314–316
WriteModelStructure method, 314–316

X
.x file, 282
XAct, 586
xAllowedRotDir variable, 244
xAmbient variable, 542
.xap file, 588
xBlurSize variable, 158–159
Xbox 360 console, 6
Xbox 360, deploying games on, 5–8

connecting Xbox 360 and PCs, 6
Creators Club licenses, 6
generating projects from existing XNA 2.0 

projects, 7–8
installing XNA Game Studio Connect, 6
overview, 5–6
pairing PCs and Xbox 360, 7
Xbox Live accounts, 6

Xbox Live accounts, setting up, 6
Xbox Live Marketplace, 5
xCamUp parameter, 248
xCamUp variable, 247
xConeAngle variable, 552
xConeDecay variable, 553
xConeDirection variable, 552
.xgs binary file, 588
XImporter method, 215–216
xLightDirection parameter, 546
xLightStrength value, 557
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xLightStrength variable, 556
xMirrorTexture variable, 271–275, 278–279
.xml file, 461
XML file, loading data from, 460–465

creating XNA-compatible XML file from 
existing object, 464–465

defining custom MapData class, 462
defining TypeReader capable of serializing 

object of MapData class, 463
defining TypeWriter capable of serializing 

object of MapData class, 463
overview, 460–462

XmlSerializer class, 23, 27
XNA, 491–492, 503–504
XNA 2.0 Framework files, installing, 10
XNA code, Skybox, 84–86
XNA Framework Redistributable 2.0, 10
XNA Game Studio 3.0, 28

deploying games
on PCs, 10
on Xbox 360, 5–8
on Zune, 8–9

.fx HLSL files, 5
game loop timing, 12–14

Draw method frequency, 14
IsRunningSlowly variable, 13
overview, 12
Update method frequency, 13

GameComponent class, 14–23
changing updating order of, 22–23
DrawableGameComponent class, 15–16
making subscribe to interfaces, 20
overview, 14–20
subscribing to ICameraInterface 

service, 20–21
using GameComponent class, 17–18
using multiple, 21–22

installing, 1–2
overview, 1
predefined methods, 3–4

Draw method, 4–13
Game1 constructor, 4

Initialize method, 4
LoadContent method, 4
overview, 3
UnloadContent method, 4
Update method, 4

saving/loading data, 23–28
creating StorageDevice method 

asynchronously, 24–25
loading data from disks, 27–28
overview, 23–24
saving data to disks, 26–27

starting, 3
starting new projects, 3

XNA Game Studio Connect program, 6–8
XNA Game Studio Device Center 7, 9
XNA project, accessing data in, 363–364
XNA-compatible XML file, creating from 

existing object, 464–465
<XNAContent> tag, 460
XNA-to-HLSL variables, 478, 487–488, 

495–496
XNAUtils class, 102
XNAUtils file, 301
xnb binary file, 214–215
xnb file, 215–216, 224
xPreviousShadingMapContents variable, 578
xRelative value, 450
xTexStretch variable, 487
xTexture variable, 335, 577
xTime variable, 151, 257–258, 260, 498
xWaveHeights variable, 495, 497, 499, 

504–505
xWaveLengths variable, 495, 497, 499, 

504–505
xWaveSpeeds variable, 497

Z
z-buffer (or depth buffer), 36–37, 78, 263
zRelative value, 450
Zune, deploying games on, 8–9
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